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Biometric systems establish the identity of an individual
based on physical characteristics, such as fingerprint, face,
hand, and iris, or behavioral characteristics, such as gait,
signature, handwriting, and keystroke dynamics. Interest
in biometrics has grown significantly over the last three
decades. Consequently, both academic as well as corporate
research units have devoted plenty of resources to the study,
research, and development of accurate and cost-effective
biometric systems. Biometric authentication systems are now
being used in a wide range of applications, including border
security, automated surveillance, physical access control, and
network security.

A typical biometric system consists of a sensor module
for acquiring the biometric signal of an individual, a feature
extraction module for extracting discriminant features from
the signal, a matching module for comparing two sets of
features, and a decision module for establishing the identity
of the individual. In spite of the rapid advances made in
the field of biometrics, there are still several challenges that
need to be addressed in order to broaden the scope and
deployment of biometrics. The most important ones among
these include (i) accurate modeling of intrauser variations of
a biometric signal; (ii) scaling the system to accommodate
a large number of users (e.g., in the order of millions);
(iii) protecting biometric templates and “canceling” them
if needed; (iv) operating the system in an unconstrained
environment involving noncooperative individuals; and (v)
reinforcing the identity of an individual by consolidating the

evidence of multiple biometric sources. A number of test
suites have been developed, especially for face, fingerprint,
iris, and voice systems, in order to gauge the matching
accuracy of the state-of-the-art biometric algorithms. Results
suggest that there is plenty of scope for improving the
performance of biometric systems and incorporating them
in diverse applications.

This special issue contains contributions covering a wide
spectrum of topics in biometrics. The majority of the papers
present methods for human recognition based on facial
images, walking style (gait), fingerprints, signature, iris, and
retina. There are also papers presenting new methods based
on electrocardiogram (EEG) and electroencephalogram
(EEC). Other papers discuss techniques for biometric fusion
and enhancing template security. As a whole, the special issue
includes a very diverse collection of high-quality contribu-
tions authored by leading researchers in the field.

The first paper, by A. K. Jain et al., presents an extensive
categorization of the various vulnerabilities of a biometric
system, and discusses countermeasures that have been pro-
posed to address these vulnerabilities. Special emphasis is
placed on biometric template security which is an important
issue because, unlike passwords and tokens, compromised
biometric templates cannot be easily revoked and reissued.

The second paper, by Z. Yue et al., deals with face
recognition. The objective of their work is to identify a sub-
ject from a probe image acquired under different pose and
illumination conditions in the presence of only a single
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gallery image of the subject in the database. The authors of
this paper extend the spherical harmonics representation to
encode pose information.

The next paper, by P. R. Nicholl et al., performs face
recognition by combining the multiresolution feature of the
discrete wavelet transform (DWT) with the local interactions
of the facial structures expressed through the structural hid-
den Markov model (SHMM). Experimental results suggest
the benefits of employing SHMMs over traditional HMMs.

The paper by Y. Xu et al. presents a framework for video-
based face recognition that is robust to large changes in
facial pose and lighting conditions. The proposed method
advocates a novel theoretical framework that can integrate
the effects of motion, lighting, and shape in generating an
image using a perspective camera. The method can handle
situations where the pose and lighting conditions of the
training and testing data are completely different.

The paper by S.-K. Kim et al. presents a method for
face recognition using ancillary information. Specifically, the
authors fuse the local and global information contained
within a facial image in an adaptive manner for reliable
recognition. Additionally, they explicitly estimate external
factors such as pose and illumination, and incorporate this
information in the fusion framework. Empirical evaluations
indicate that the adoption of the proposed method leads to
noticeable improvements in matching performance.

The paper by J. Uglov et al. addresses the impact of
noisy facial images on the performance of face recognition
system. Although multiclass neural networks can be used
for combating the above problems, such systems are not
robust when the number of subjects is increased. The paper
explores a pairwise neural network system as an alternative
approach to improving the robustness of face recognition.
Experiments show that the pairwise recognition system
outperforms the multiclass recognition system in terms of its
predictive accuracy on the test face images.

The next two papers are on gait recognition. The first
paper is authored by H. Lu et al. and presents a full-body
layered deformable model (LDM) for automatic model-
based gait recognition. In this paper, algorithms for LDM-
based human body pose recovery are developed to esti-
mate the LDM parameters from both manually labeled
and automatically extracted silhouettes. The estimated LDM
parameters are used for model-based gait recognition.
The results demonstrate that the recognition performance
benefits from not only the lower-limb dynamics, but also
the dynamics of the upper limbs, the shoulders, and the
head. The second paper is authored by X. Huang and N. V.
Boulgouris and presents a gait recognition method based on
multiview gait sequences. This paper investigates the case
in which several views are available for gait recognition. It
is shown that each view has unequal discrimination power
and, therefore, should have unequal contribution in the
recognition process. A novel approach for the combination
of the results from several views is also proposed based on
the relative importance of each view.

I. G. Damousis et al. discuss the design of a multimodal
biometric system which was carried out in the framework
of a European project. The authors discuss the combination

of new types of biometrics with the state-of-the-art sensor
technologies in order to enhance security in a wide spectrum
of applications. The objective is to develop a modular, robust,
multimodal biometrics security authentication and monitor-
ing system which utilizes a biodynamic physiological profile,
unique for each individual. An additional objective is to
make advancements in the state of the art in behavioral and
other biometrics.

The paper by N. Balasubramanian et al. presents a meth-
od for person-independent head pose estimation. The esti-
mation of head-pose angle is necessary and useful for several
face analysis applications. In this paper, a framework is
proposed for a supervised form of manifold learning called
biased manifold embedding. The proposed framework goes
beyond pose estimation, and can be applied to all regression
applications. Using the proposed framework, improved per-
formance in head pose angle estimation is achieved.

The paper by F. M. Bui and D. Hatzinakos presents
biometric methods for secure communications in body sen-
sor networks. The privacy and security arrangements are
particularly important in this case since body sensor net-
works allow pervasive monitoring of potentially sensitive
medical data. Two complementary methods are presented
based on resource-efficient key management and signal-
level data scrambling. Using computer simulations, it is
shown that they are very appropriate for delivering secure
communications in body sensor networks.

The paper by A. Zimmer and L. Ling presents an offline
signature verification system based on online data. In this
paper, the online reference data, acquired through a digitiz-
ing tablet, serve as the basis for the segmentation process
of the corresponding scanned offline data. Local windows
are built over the image through a self-adjustable learning
process and are used to focus the feature extraction step. In
this way, local features are extracted and used by the classifier
in combination with global primitives.

The next two papers present biometric systems based on
signals captured from the human body. The paper by Y. Wang
et al. presents a biometric system based on the analysis of
human electrocardiograms. The paper develops a methodol-
ogy based on existing evidence that human heartbeat could
be used as a “difficult-to-falsify” biometric trait. The paper
introduces a fiducial detection-based framework that incor-
porates analytic and appearance attributes. The appearance-
based approach needs detection of one fiducial point only.
The second paper by A. Riera et al. describes an unobtrusive
biometric system based on electroencephalogram analysis.
The paper is based on the fact that features extracted from
electroencephalogram (EEG) recordings have proved to be
unique enough across subjects for biometric applications. A
rapid and unobtrusive authentication method is presented
that uses only two frontal electrodes and one reference placed
at the ear lobe. The resulting matching performance indicates
an improvement over that of similar systems presented in an
earlier work.

The next three papers deal with problems relevant to
identification based on the human eye. The first paper,
by H.-A. Park et al., is a study on iris localization and
recognition using mobile phones. This paper presents a new
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iris recognition method for mobile phones based on corneal
specular reflections (SRs). Novel methods are introduced for
(i) the accurate detection of SRs on the cornea of users with
glasses, (ii) the robust detection of SRs using eye, camera, and
illumination models, and (iii) the verification of the detected
iris region. Experimental results based on facial images
captured from persons with a mobile phone camera indicate
very high rates of correct iris detection. The second paper,
by H. Farzin et al., presents a novel retinal identification
system. This system comprises of three principal modules
including blood vessel segmentation, feature generation, and
feature matching. The position and the orientation of the
extracted vessels in each scale are used to define a feature
vector for each subject in the database. For matching these
features across images, a modified correlation measure is
introduced in order to obtain a similarity index for each scale
of the feature vector. The third paper, authored by J. Wu
et al., presents a method for the simultaneous eye tracking
and blink detection with interactive particle filters. To this
end, two interactive particle filters are used, one for closed
eyes and the other for open eyes. Each particle filter is used
to track the eye locations and the scales of the eye subjects.
Experimental evaluation confirms the utility of the proposed
algorithm.

The last paper, by F. Benhammadi et al., presents a
fingerprint recognizer using an interminutiae binary con-
straint graph. The proposed matcher exploits the absolute
minutiae features represented as a binary constraint graph.
A dynamic tolerance area in the neighborhood of the
minutiae, combined with the search-rearrangement method
on the binary constraint graph, is used to perform the
global matching. Experimental evaluations suggest that the
proposed method is promising.
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Biometric recognition offers a reliable solution to the problem of user authentication in identity management systems. With the
widespread deployment of biometric systems in various applications, there are increasing concerns about the security and privacy
of biometric technology. Public acceptance of biometrics technology will depend on the ability of system designers to demonstrate
that these systems are robust, have low error rates, and are tamper proof. We present a high-level categorization of the various
vulnerabilities of a biometric system and discuss countermeasures that have been proposed to address these vulnerabilities. In par-
ticular, we focus on biometric template security which is an important issue because, unlike passwords and tokens, compromised
biometric templates cannot be revoked and reissued. Protecting the template is a challenging task due to intrauser variability in the
acquired biometric traits. We present an overview of various biometric template protection schemes and discuss their advantages
and limitations in terms of security, revocability, and impact on matching accuracy. A template protection scheme with provable
security and acceptable recognition performance has thus far remained elusive. Development of such a scheme is crucial as bio-
metric systems are beginning to proliferate into the core physical and information infrastructure of our society.

Copyright © 2008 Anil K. Jain et al. This is an open access article distributed under the Creative Commons Attribution License,
which permits unrestricted use, distribution, and reproduction in any medium, provided the original work is properly cited.

1. INTRODUCTION

A reliable identity management system is urgently needed in
order to combat the epidemic growth in identity theft and to
meet the increased security requirements in a variety of ap-
plications ranging from international border crossings to se-
curing information in databases. Establishing the identity of
a person is a critical task in any identity management system.
Surrogate representations of identity such as passwords and
ID cards are not sufficient for reliable identity determination
because they can be easily misplaced, shared, or stolen. Bio-
metric recognition is the science of establishing the identity
of a person using his/her anatomical and behavioral traits.
Commonly used biometric traits include fingerprint, face,
iris, hand geometry, voice, palmprint, handwritten signa-
tures, and gait (see Figure 1). Biometric traits have a number
of desirable properties with respect to their use as an authen-
tication token, namely, reliability, convenience, universality,
and so forth. These characteristics have led to the widespread
deployment of biometric authentication systems. But there
are still some issues concerning the security of biometric
recognition systems that need to be addressed in order to en-
sure the integrity and public acceptance of these systems.

There are five major components in a generic biomet-
ric authentication system, namely, sensor, feature extrac-
tor, template database, matcher, and decision module (see
Figure 2). Sensor is the interface between the user and the
authentication system and its function is to scan the bio-
metric trait of the user. Feature extraction module processes
the scanned biometric data to extract the salient information
(feature set) that is useful in distinguishing between differ-
ent users. In some cases, the feature extractor is preceded
by a quality assessment module which determines whether
the scanned biometric trait is of sufficient quality for fur-
ther processing. During enrollment, the extracted feature
set is stored in a database as a template (XT) indexed by
the user’s identity information. Since the template database
could be geographically distributed and contain millions of
records (e.g., in a national identification system), maintain-
ing its security is not a trivial task. The matcher module is
usually an executable program, which accepts two biomet-
ric feature sets XT and XQ (from template and query, resp.)
as inputs, and outputs a match score (S) indicating the sim-
ilarity between the two sets. Finally, the decision module
makes the identity decision and initiates a response to the
query.
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Face Fingerprint Iris Hand geometry

Palmprint Signature Voice Gait

Figure 1: Examples of body traits that can be used for biometric
recognition. Anatomical traits include face, fingerprint, iris, palm-
print, hand geometry, and ear shape; while gait, signature, and
keystroke dynamics are some of the behavioral characteristics. Voice
can be considered either as an anatomical or as a behavioral charac-
teristic.

Due to the rapid growth in sensing and computing tech-
nologies, biometric systems have become affordable and are
easily embedded in a variety of consumer devices (e.g., mo-
bile phones, key fobs, etc.), making this technology vulner-
able to the malicious designs of terrorists and criminals. To
avert any potential security crisis, vulnerabilities of the bio-
metric system must be identified and addressed systemati-
cally. A number of studies have analyzed potential security
breaches in a biometric system and proposed methods to
counter those breaches [1–5]. Formal methods of vulnera-
bility analysis such as attack trees [6] have also been used to
study how biometric system security can be compromised.

In this paper, we first summarize the various aspects of
biometric system security in a holistic and systematic man-
ner using the fish-bone model [7]. Our goal here is to broadly
categorize the various factors that cause biometric system
failure and identify the effects of such failures. This paper is
not necessarily complete in terms of all the security threats
that have been identified, but it provides a high-level classi-
fication of the possible security threats. We believe that tem-
plate security is one of the most crucial issues in designing a
secure biometric system and it demands timely and rigorous
attention. Towards this end, we present a detailed overview
of different template protection approaches that have been
proposed in the literature and provide example implemen-
tations of specific schemes on a public domain fingerprint
database to illustrate the issues involved in securing biomet-
ric templates.

2. BIOMETRIC SYSTEM VULNERABILITY

A fish-bone model (see Figure 3) can be used to summarize
the various causes of biometric system vulnerability [1]. At
the highest level, the failure modes of a biometric system
can be categorized into two classes: intrinsic failure and fail-
ure due to an adversary attack. Intrinsic failures occur due
to inherent limitations in the sensing, feature extraction, or
matching technologies as well as the limited discriminabil-

ity of the specific biometric trait. In adversary attacks, a re-
sourceful hacker (or possibly an organized group) attempts
to circumvent the biometric system for personal gains. We
further classify the adversary attacks into three types based
on factors that enable an adversary to compromise the system
security. These factors include system administration, nonse-
cure infrastructure, and biometric overtness.

2.1. Intrinsic failure

Intrinsic failure is the security lapse due to an incorrect de-
cision made by the biometric system. A biometric verifica-
tion system can make two types of errors in decision making,
namely, false accept and false reject. A genuine (legitimate)
user may be falsely rejected by the biometric system due to
the large differences in the user’s stored template and query
biometric feature sets (see Figure 4). These intrauser varia-
tions may be due to incorrect interaction by the user with
the biometric system (e.g., changes in pose and expression
in a face image) or due to the noise introduced at the sen-
sor (e.g., residual prints left on a fingerprint sensor). False
accepts are usually caused by lack of individuality or unique-
ness in the biometric trait which can lead to large similar-
ity between feature sets of different users (e.g., similarity in
the face images of twins or siblings). Both intrauser varia-
tions and interuser similarity may also be caused by the use
of nonsalient features and nonrobust matchers. Sometimes,
a sensor may fail to acquire the biometric trait of a user due
to limits of the sensing technology or adverse environmental
conditions. For example, a fingerprint sensor may not be able
to capture a good quality fingerprint of dry/wet fingers. This
leads to failure-to-enroll (FTE) or failure-to-acquire (FTA)
errors.

Intrinsic failures can occur even when there is no explicit
effort by an adversary to circumvent the system. So this type
of failure is also known as zero-effort attack. It poses a serious
threat if the false accept and false reject probabilities are high
(see Table 1). Ongoing research is directed at reducing the
probability of intrinsic failure, mainly through the design of
new sensors that can acquire the biometric traits of an indi-
vidual in a more reliable, convenient, and secure manner, the
development of invariant representation schemes and robust
and efficient matching algorithms, and use of multibiometric
systems [8].

2.2. Adversary attacks

Here, an adversary intentionally stages an attack on the bio-
metric system whose success depends on the loopholes in the
system design and the availability of adequate computational
and other resources to the adversary. We categorize the ad-
versary attacks into three main classes: administration attack,
nonsecure infrastructure, and biometric overtness.

(i) Administration attack

This attack, also known as the insider attack, refers to all
vulnerabilities introduced due to improper administration
of the biometric system. These include the integrity of the
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Figure 2: Enrollment and recognition stages in a biometric system. Here, T represents the biometric sample obtained during enrollment, Q
is the query biometric sample obtained during recognition, XT and XQ are the template and query feature sets, respectively, and S represents
the match score.

Table 1: False reject and false accept rates associated with state-of-the-art fingerprint, face, voice, and iris verification systems. Note that the
accuracy estimates of biometric systems are dependent on a number of test conditions and target population.

Biometric trait Test Test conditions False reject rate False accept rate

Fingerprint
FVC 2006 [9] Heterogeneous population including manual

workers and elderly people
2.2% 2.2%

FpVTE 2003 [10] US government operational data 0.1% 1%

Face FRVT 2006 [11] Controlled illumination, high resolution 0.8%–1.6% 0.1%

Voice NIST 2004 [12] Text independent, multi-lingual 5–10% 2–5%

Iris ICE 2006 [11] Controlled illumination, broad-quality range 1.1%–1.4% 0.1%

enrollment process (e.g., validity of credentials presented
during enrollment), collusion (or coercion) between the ad-
versary and the system administrator or a legitimate user, and
abuse of exception processing procedures.

(ii) Nonsecure infrastructure

The infrastructure of a biometric system consists of hard-
ware, software, and the communication channels between
the various modules. There are a number of ways in which an
adversary can manipulate the biometric infrastructure that
can lead to security breaches. A detailed discussion on these
types of attacks is presented in Section 2.4.

(iii) Biometric overtness

It is possible for an adversary to covertly acquire the biomet-
ric characteristics of a genuine user (e.g., fingerprint impres-
sions lifted from a surface) and use them to create physical
artifacts (gummy fingers) of the biometric trait. Hence, if the
biometric system is not capable of distinguishing between a

live biometric presentation and an artificial spoof, an adver-
sary can circumvent the system by presenting spoofed traits.

2.3. Effects of biometric system failure

When a biometric system is compromised, it can lead to two
main effects: (i) denial-of-service and (ii) intrusion.

Denial-of-service refers to the scenario where a legitimate
user is prevented from obtaining the service that he is en-
titled to. An adversary can sabotage the infrastructure (e.g.,
physically damage a fingerprint sensor) thereby preventing
users from accessing the system. Intrinsic failures like false
reject, failure-to-capture, and failure-to-acquire also lead to
denial-of-service. Administrative abuse such as modification
of templates or the operating parameters (e.g., matching
threshold) of the biometric system may also result in denial-
of-service.

Intrusion refers to an impostor gaining illegitimate access
to the system, resulting in loss of privacy (e.g., unauthorized
access to personal information) and security threats (e.g.,
terrorists crossing borders). All the four factors that cause
biometric system vulnerability, namely, intrinsic failure,
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Figure 3: Fish-bone model for categorizing biometric system vulnerabilities (adapted from [1]).

Figure 4: Illustration of biometric intraclass variability. Two differ-
ent impressions of the same finger obtained on different days are
shown with minutia points marked on them. Due to translation,
rotation, and distortion, the number and location of minutiae in
the two images are different. The number of minutiae in the left
and right images is 33 and 26, respectively. The number of common
minutiae in the two images is 16 and few of these correspondences
have been indicated in the figure.

administrative abuse, nonsecure infrastructure, and biomet-
ric overtness, can result in intrusion.

2.4. Countering adversary attacks

Adversary attacks generally exploit the system vulnerabil-
ities at one or more modules or interfaces. Ratha et al.
[13] identified eight points of attack in a biometric system
(see Figure 5). We group these attacks into four categories,

namely, (i) attacks at the user interface (input level), (ii) at-
tacks at the interfaces between modules, (iii) attacks on the
modules, and (iv) attacks on the template database.

2.5. Attacks at the user interface

Attack at user interface is mostly due to the presentation of a
spoof biometric trait [14–17]. If the sensor is unable to dis-
tinguish between fake and genuine biometric traits, the ad-
versary easily intrudes the system under a false identity. A
number of efforts have been made in developing hardware
as well as software solutions that are capable of performing
liveness detection [18–26].

2.6. Attacks at the interface between modules

An adversary can either sabotage or intrude on the commu-
nication interfaces between different modules. For instance,
he can place an interfering source near the communication
channel (e.g., a jammer to obstruct a wireless interface). If
the channel is not secured physically or cryptographically, an
adversary may also intercept and/or modify the data being
transferred. For example, Juels et al. [27] outlined the secu-
rity and privacy issues introduced by insecure communica-
tion channels in an e-passport application that uses biomet-
ric authentication. Insecure communication channels also al-
low an adversary to launch replay [28] or hill-climbing at-
tacks [29].



Anil K. Jain et al. 5

Stored
templates

Sensor Feature
extractor Matcher

Application device
(e.g., cash dispenser)

Yes/no

1. Fake
biometric

2. Replay
old data

3. Override
feature extractor

4. Synthesized
feature vector

5. Override
matcher

6. Modify
template

7. Intercept
the channel

8. Override final decision

Figure 5: Points of attack in a generic biometric system (adapted from [13]).

A common way to secure a channel is by cryptographi-
cally encoding all the data sent through the interface, say us-
ing public key infrastructure. But even then, an adversary can
stage a replay attack by first intercepting the encrypted data
passing through the interface when a genuine user is inter-
acting with the system and then sending this captured data to
the desired module whenever he wants to break into the sys-
tem. A countermeasure for this attack is to use time-stamps
[30, 31] or a challenge/response mechanism [32].

2.7. Attacks on the software modules

The executable program at a module can be modified such
that it always outputs the values desired by the adversary.
Such attacks are known as Trojan-horse attacks. Secure code
execution practices [33] or specialized hardware which can
enforce secure execution of software should be used. An-
other component of software integrity relates to algorith-
mic integrity. Algorithmic integrity implies that the software
should be able to handle any input in a desirable manner.
As an example of algorithmic loophole, consider a matching
module in which a specific input value, sayX0, is not handled
properly and whenever X0 is input to the matcher, it always
outputs a match (accept) decision. This vulnerability might
not affect the normal functioning of the system because
the probability of X0 being generated from a real-biometric
data may be negligible. However, an adversary can exploit
this loophole to easily breach the security without being
noticed.

2.8. Attacks on the template database

One of the most potentially damaging attack on a biometric
system is against the biometric templates stored in the system
database. Attacks on the template can lead to the following
three vulnerabilities. (i) A template can be replaced by an im-
postor’s template to gain unauthorized access. (ii) A physical
spoof can be created from the template (see [34–36]) to gain
unauthorized access to the system (as well as other systems
which use the same biometric trait). (iii) The stolen template
can be replayed to the matcher to gain unauthorized access. A
potential abuse of biometric identifiers is cross-matching or
function creep [37] where the biometric identifiers are used

for purposes other than the intended purpose. As an exam-
ple, a fingerprint template stolen from a bank’s database may
be used to search a criminal fingerprint database or cross-
link to person’s health records.

The most straightforward way to secure the biometric
system, including the template, is to put all the system mod-
ules and the interfaces between them on a smart card (or
more generally a secure processor). In such systems, known
as match-on-card or system-on-card technology, sensor, fea-
ture extractor, matcher, and template reside on the card [38].
The advantage of this technology is that the biometric infor-
mation never leaves the card. However, system-on-card so-
lutions are not appropriate for most large-scale applications;
they are expensive and users must carry the card with them
all the time. Further, it is possible that the template can be
gleaned from a stolen card. So it is important to protect the
template even in match-on-card applications. Passwords and
PIN have the property that if they are compromised, the sys-
tem administrator can issue a new one to the user. It is desir-
able to have the same property of revocability or cancelabil-
ity with biometric templates. The following section provides
a detailed description of the approaches that have been pro-
posed for securing biometric templates.

3. TEMPLATE PROTECTION SCHEMES

An ideal biometric template protection scheme should pos-
sess the following four properties [39].

(1) Diversity: the secure template must not allow cross-
matching across databases, thereby ensuring the user’s
privacy.

(2) Revocability: it should be straightforward to revoke a
compromised template and reissue a new one based on
the same biometric data.

(3) Security: it must be computationally hard to obtain the
original biometric template from the secure template.
This property prevents an adversary from creating a
physical spoof of the biometric trait from a stolen tem-
plate.

(4) Performance: the biometric template protection
scheme should not degrade the recognition perfor-
mance (FAR and FRR) of the biometric system.
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Figure 7: Authentication mechanism when the biometric template is protected using a feature transformation approach.

The major challenge in designing a biometric template
protection scheme that satisfies all the above requirements
is the need to handle intrauser variability in the acquired
biometric identifiers. Recall that multiple acquisitions of the
same biometric trait do not result in the same feature set
(see Figure 4). Due to this reason, one cannot store a bio-
metric template in an encrypted form (using standard en-
cryption techniques like RSA, AES, etc.) and then perform
matching in the encrypted domain. Note that encryption is
not a smooth function and a small difference in the values of
the feature sets extracted from the raw biometric data would
lead to very large difference in the resulting encrypted fea-
tures. While it is possible to decrypt the template and per-
form matching between the query and decrypted template,
such an approach is not secure because it leaves the template
exposed during every authentication attempt. Hence, stan-
dard encryption techniques are not useful for securing bio-
metric templates.

The template protection schemes proposed in the lit-
erature can be broadly classified into two categories (see
Figure 6), namely, feature transformation approach and bio-
metric cryptosystem. In the feature transform approach, a
transformation function (F ) is applied to the biometric tem-
plate (T) and only the transformed template (F (T ;K)) is
stored in the database (see Figure 7). The parameters of the
transformation function are typically derived from a ran-
dom key (K) or password. The same transformation func-
tion is applied to query features (Q) and the transformed
query (F (Q;K)) is directly matched against the transformed
template (F (T ;K)). Depending on the characteristics of the

transformation function F , the feature transform schemes
can be further categorized as salting and noninvertible trans-
forms. In salting, F is invertible, that is, if an adversary gains
access to the key and the transformed template, she can re-
cover the original biometric template (or a close approxima-
tion of it). Hence, the security of the salting scheme is based
on the secrecy of the key or password. On the other hand,
noninvertible transformation schemes typically apply a one-
way function on the template and it is computationally hard
to invert a transformed template even if the key is known.

Biometric cryptosystems [40, 41] were originally devel-
oped for the purpose of either securing a cryptographic
key using biometric features or directly generating a crypto-
graphic key from biometric features. However, they can also
be used as a template protection mechanism. In a biometric
cryptosystem, some public information about the biometric
template is stored. This public information is usually referred
to as helper data, and hence biometric cryptosystems are also
known as helper data-based methods [42]. While the helper
data does not (is not supposed to) reveal any significant in-
formation about the original biometric template, it is needed
during matching to extract a cryptographic key from the
query biometric features. Matching is performed indirectly
by verifying the validity of the extracted key (see Figure 8).
Error correction coding techniques are typically used to han-
dle intrauser variations.

Biometric cryptosystems can be further classified as key-
binding and key generation systems depending on how the
helper data is obtained. When the helper data is obtained by
binding a key (that is independent of the biometric features)
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Table 2: Summary of different template protection schemes. Here, T represents the biometric template, Q represents the query, and K is the
key used to protect the template. In salting and noninvertible feature transform, F represents the transformation function, and M represents
the matcher that operates in the transformed domain. In biometric cryptosystems, F is the helper data extraction scheme and M is the error
correction scheme that allows reconstruction of the key K .

Approach
What imparts security to the
template?

What entities are stored?
How are intrauser variations
handled?

Salting Secrecy of key K
Public domain: transformed
template F (T ;K)
Secret: Key K

Quantization and matching in
transformed domain
M(F (T ;K), F (Q;K))

Noninvertible transform
Noninvertibility of the
transformation function F

Public domain: transformed
template F (T ;K), key K

Matching in transformed domain
M(F (T ;K), F (Q;K))

Key-binding biometric
cryptosystem

Level of security depends on the
amount of information revealed by
the helper data H

Public domain: helper data
H = F (T ;K)

Error correction and user specific
quantization
K =M(F (T ;K),Q)

Key-generating biometric
cryptosystem

Level of security depends on the
amount of information revealed by
the helper data H

Public domain: helper data
H = F (T)

Error correction and user specific
quantization
K =M(F (T),Q)

with the biometric template, we refer to it as a key-binding
biometric cryptosystem. Note that given only the helper data,
it is computationally hard to recover either the key or the
original template. Matching in a key-binding system involves
recovery of the key from the helper data using the query bio-
metric features. If the helper data is derived only from the
biometric template and the cryptographic key is directly gen-
erated from the helper data and the query biometric features,
it leads to a key generation biometric cryptosystem.

Some template protection techniques make use of more
than one basic approach (e.g., salting followed by key-
binding). We refer to such techniques as hybrid schemes.
Template protection schemes proposed in [43–46] are exam-
ples of the hybrid approach. A brief summary of the various
template protection approaches is presented in Table 2. Apart
from salting, none of the other template protection schemes
requires any secret information (such as a key) that must be

securely stored or presented during matching. We will now
discuss these four approaches in detail with one illustrative
method for each approach.

3.1. Salting

Salting or Biohashing is a template protection approach in
which the biometric features are transformed using a func-
tion defined by a user-specific key or password. Since the
transformation is invertible to a large extent, the key needs
to be securely stored or remembered by the user and pre-
sented during authentication. This need for additional infor-
mation in the form of a key increases the entropy of the bio-
metric template and hence makes it difficult for the adversary
to guess the template. (Entropy of a biometric template can
be understood as a measure of the number of different iden-
tities that are distinguishable by a biometric system.)
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Advantages

(1) Introduction of key results in low false accept rates.
(2) Since the key is user-specific, multiple templates for

the same user biometric can be generated by using dif-
ferent keys (allowing diversity). Also in case a template
is compromised, it is easy to revoke the compromised
template and replace it with a new one generated by us-
ing a different user-specific key (allowing revocability).

Limitations

(1) If the user-specific key is compromised, the template is
no longer secure, because the transformation is usually
invertible, that is, if an adversary gains access to the
key and the transformed template, she can recover the
original biometric template.

(2) Since matching takes place in the transformed domain,
the salting mechanism needs to be designed in such
a way that the recognition performance does not de-
grade, especially in the presence of large intrauser vari-
ations.

An example of salting approach is the random multi-
space quantization technique proposed by Teoh et al. [47].
In this technique, the authors first extract the most discrimi-
native projections of the face template using Fisher discrimi-
nant analysis [48] and then project the obtained vectors on a
randomly selected set of orthogonal directions. This random
projection defines the salting mechanism for the scheme. To
account for intrauser variations, the feature vector obtained
after random projection is binarized. The threshold for bi-
narization is selected based on the criteria that the expected
number of zeros in the template is equal to the expected
number of ones so as to maximize the entropy of the tem-
plate. Note that the security in this scheme is provided by
the user-specific random projection matrix. If an adversary
gains access to this matrix, she can obtain a coarse (some in-
formation is lost due to binarization) estimate of the biomet-
ric template. Similar biohashing schemes have been proposed
for iris [49] and palmprint [50] modalities. Another example
of salting is the cancelable face-filter approach proposed in
[51] where user-specific random kernels are convolved with
the face images during enrollment and authentication.

3.2. Noninvertible transform

In this approach, the biometric template is secured by ap-
plying a noninvertible transformation function to it. Non-
invertible transform refers to a one-way function, F , that is
“easy to compute” (in polynomial time) but “hard to invert”
(given F (x), the probability of finding x in polynomial time
is small). The parameters of the transformation function are
defined by a key which must be available at the time of au-
thentication to transform the query feature set. The main
characteristic of this approach is that even if the key and/or
the transformed template are known, it is computationally
hard (in terms of brute force complexity) for an adversary to
recover the original biometric template.

Advantages

(1) Since it is hard to recover the original biometric tem-
plate even when the key is compromised, this scheme
provides better security than the salting approach.

(2) Diversity and revocability can be achieved by using
application-specific and user-specific transformation
functions, respectively.

Limitations

(1) The main drawback of this approach is the tradeoff
between discriminability and noninvertibility of the
transformation function. The transformation function
should preserve the discriminability (similarity struc-
ture) of the feature set, that is, just like in the origi-
nal feature space, features from the same user should
have high similarity in the transformed space, and fea-
tures from different users should be quite dissimilar
after transformation. On the other hand, the transfor-
mation should also be noninvertible, that is, given a
transformed feature set, it should be hard for an ad-
versary to obtain the original feature set (or a close
approximation of it). It is difficult to design transfor-
mation functions that satisfy both the discriminability
and noninvertibility conditions simultaneously. More-
over, the transformation function also depends on the
biometric features to be used in a specific application.

Intrauser variations can be handled either by using trans-
formation functions that are tolerant to input variations
(e.g., robust hashing [53]) or by using noninvertible trans-
formation functions that leave the biometric template in the
original (feature) space even after the transformation (e.g.,
fingerprint minutiae can be transformed into another set of
minutiae in a noninvertible manner). In the latter scenario,
intrauser variations can be handled by applying the same
biometric matcher on the transformed features as on the
original feature set. Templates that lie in the same space after
the application of a noninvertible transform have been re-
ferred to as cancelable templates in [32]. Noninvertible trans-
formation functions have been proposed for fingerprint [52]
and face [54] modalities in the literature.

Ratha et al. [52] proposed and analyzed three noninvert-
ible transforms for generating cancelable fingerprint tem-
plates. The three transformation functions are cartesian, po-
lar, and functional. These functions were used to transform
fingerprint minutiae data such that a minutiae matcher can
still be applied to the transformed minutiae. In cartesian
transformation, the minutiae space (fingerprint image) is
tessellated into a rectangular grid and each cell (possibly con-
taining some minutiae) is shifted to a new position in the
grid corresponding to the translations set by the key. The po-
lar transformation is similar to cartesian transformation with
the difference that the image is now tessellated into a number
of shells and each shell is divided into sectors. Since the size
of sectors can be different (sectors near the center are smaller
than the ones far from the center), restrictions are placed on
the translation vector generated from the key so that the ra-
dial distance of the transformed sector is not very different
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Figure 9: Illustration of Cartesian and polar transformation functions used in [52] for generating cancelable biometrics. (a) Original minu-
tiae on radial grid; (b) transformed minutiae after polar transformation; (c) original minutiae on rectangular grid; and (d) transformed
minutiae after Cartesian transformation.

than the radial distance of the original position. Examples of
minutiae prior to and after polar and cartesian transforma-
tions are shown in Figure 9.

For the functional transformation, Ratha et al. [52] used
a mixture of 2D Gaussians and electric potential field in a 2D
random charge distribution as a means to translate the minu-
tiae points. The magnitude of these functions at the point
corresponding to a minutia is used as a measure of the mag-
nitude of the translation and the gradient of a function is
used to estimate the direction of translation of the minutiae.

In all the three transforms, two or more minutiae can possi-
bly map to the same point in the transformed domain. For
example, in the cartesian transformation, two or more cells
can be mapped onto a single cell so that even if an adver-
sary knows the key and hence the transformation between
cells, he cannot determine the original cell to which a minu-
tia belongs because each minutiae can independently belong
to one of the possible cells. This provides a limited amount of
noninvertibility to the transform. Also since the transforma-
tions used are locally smooth, the error rates are not affected
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significantly and the discriminability of minutiae is preserved
to a large extent.

3.3. Key-binding biometric cryptosystem

In a key-binding cryptosystem, the biometric template is se-
cured by monolithically binding it with a key within a cryp-
tographic framework. A single entity that embeds both the
key and the template is stored in the database as helper data.
This helper data does not reveal much information about the
key or the biometric template, that is, it is computationally
hard to decode the key or the template without any knowl-
edge of the user’s biometric data. Usually the helper data is
an association of an error correcting code (selected using the
key) and the biometric template. When a biometric query
differs from the template within certain error tolerance, the
associated codeword with similar amount of error can be re-
covered, which can be decoded to obtain the exact codeword,
and hence recover the embedded key. Recovery of the correct
key implies a successful match.

Advantages

(1) This approach is tolerant to intrauser variations in bio-
metric data and this tolerance is determined by the er-
ror correcting capability of the associated codeword.

Limitations

(1) Matching has to be done using error correction
schemes and this precludes the use of sophisticated
matchers developed specifically for matching the orig-
inal biometric template. This can possibly lead to a re-
duction in the matching accuracy.

(2) In general, biometric cryptosystems are not designed
to provide diversity and revocability. However, at-
tempts are being made to introduce these two prop-
erties into biometric cryptosystems mainly by using
them in conjunction with other approaches such as
salting [43, 45, 55].

(3) The helper data needs to be carefully designed; it is
based on the specific biometric features to be used and
the nature of associated intrauser variations.

Fuzzy commitment scheme [56] proposed by Juels and
Wattenberg is a well-known example of the key binding ap-
proach. During enrollment, we commit (bind) a codewordw
of an error-correcting code C using a fixed-lengthbiometric
feature vector x as the witness. Given a biometric template x,
the fuzzy commitment (or the helper data) consists of h(w)
and x − w, where h is a hash function [57]. During verifi-
cation, the user presents a biometric vector x′. The system
subtracts x − w stored in the database from x′ to obtain
w′ = w + δ, where δ = x′ − x. If x′ is close to x, w′ is close to
w since x′ − x = w′ − w. Therefore, w′ can now be decoded
to obtain the nearest codeword which would be w provided
that the distance between w and w′ is less than the error cor-
recting capacity of the code C. Reconstruction of w indicates
a successful match.

A number of other template protection techniques like
fuzzy vault [58], shielding functions [59], and distributed
source coding [60] can be considered as key binding bio-
metric cryptosystems. Other schemes for securing biometric
templates such as the ones proposed in [61–65] also fall un-
der this category. The fuzzy vault scheme proposed by Juels
and Sudan [58] has become one of the most popular ap-
proaches for biometric template protection and its imple-
mentations for fingerprint [66–70], face [71], iris [72], and
signature [73] modalities have been proposed.

3.4. Key generating biometric cryptosystem

Direct cryptographic key generation from biometrics is an
attractive proposition but it is a difficult problem because
of the intrauser variability. Early biometric key generation
schemes such as those by Chang et al. [74] and Veilhauer
et al. [75] employed user-specific quantization schemes. In-
formation on quantization boundaries is stored as helper
data which is used during authentication to account for
intrauser variations. Dodis et al. [76, 77] introduced the
concepts of secure sketch and fuzzy extractor in the con-
text of key generation from biometrics. The secure sketch
can be considered as helper data that leaks only limited in-
formation about the template (measured in terms of en-
tropy loss), but facilitates exact reconstruction of the tem-
plate when presented with a query that is close to the
template. The fuzzy extractor is a cryptographic primi-
tive that generates a cryptographic key from the biometric
features.

Dodis et al. [76, 77] proposed secure sketches for three
different distance metrics, namely, Hamming distance, set
difference, and edit distance. Li and Chang [78] introduced a
two-level quantization-based approach for obtaining secure
sketches. Sutcu et al. [79] discussed the practical issues in se-
cure sketch construction and proposed a secure sketch based
on quantization for face biometric. The problem of generat-
ing fuzzy extractors from continuous distributions was ad-
dressed by Buhan et al. [80]. Secure sketch construction for
other modalities such as fingerprints [81, 82], 3D face [83],
and multimodal systems (face and fingerprint) [84] has also
been proposed. Protocols for secure authentication in remote
applications [85, 86] have also been proposed based on the
fuzzy extractor scheme.

Key generating biometric cryptosystems usually suffer
from low discriminability which can be assessed in terms of
key stability and key entropy. Key stability refers to the extent
to which the key generated from the biometric data is repeat-
able. Key entropy relates to the number of possible keys that
can be generated. Note that if a scheme generates the same
key irrespective of the input template, it has high key stabil-
ity but zero entropy leading to high false accept rate. On the
other hand, if the scheme generates different keys for differ-
ent templates of the same user, the scheme has high entropy
but no stability and this leads to high false reject rate. While
it is possible to derive a key directly from biometric features,
it is difficult to simultaneously achieve high key entropy and
high key stability.
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Figure 10: Template protection schemes implemented on a fingerprint template. (a) Fingerprint image, (b) fingercode template (texture
features) corresponding to the image in (a), (c) fingercode template after salting, (d) minutiae template corresponding to the image in (a),
(e) minutiae template after noninvertible functional transformation, and (f) minutiae template hidden among chaff points in a fuzzy vault.

Advantages

(1) Direct key generation from biometrics is an appealing
template protection approach which can also be very
useful in cryptographic applications.

Limitations

(1) It is difficult to generate key with high stability and en-
tropy.

4. IMPLEMENTATION OF TEMPLATE
SECURITY APPROACHES

While good implementations of salting [47], noninvertible
transform [52], and key binding biometric cryptosystem
[45] are available in the literature, key generation biometric
cryptosystems with high key entropy and stability have been
more difficult to implement in practice [79, 81, 82]. For il-
lustration purposes, we provide implementations of the first
three template protection schemes for fingerprint templates

(see Figure 10). Biometric vendors typically have their own
template formats that may contain some proprietary features
in order to improve the matching accuracy. For example, a
fingerprint minutiae template can consist of attributes such
as ridges counts, minutia type, quality of the minutia in ad-
dition to standard attributes, namely, x coordinate, y coor-
dinate, and minutiae angle. In our implementation, we con-
sider only the commonly used fingerprint features such as
texture features and x, y and angle attributes of the minutiae.

To evaluate the performance of the three implementa-
tions, we used a public-domain fingerprint database, namely,
the FVC2002-DB2. This database [87] consists of 800 images
of 100 fingers with 8 impressions per finger obtained using
an optical sensor. The size of the images in this database is
560× 296, the resolution of the sensor is 569 dpi and the im-
ages are generally of good quality. Our goal here is not to de-
termine the superiority of one template protection method
over the other but to simply highlight the various issues that
need to be considered in implementing a template protec-
tion scheme. Of course, performance varies depending on
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the choice of the biometric modality, database, and the values
of the parameters used in each scheme.

4.1. Salting

We chose the random multispace quantization (RMQ) tech-
nique proposed by Teoh et al. [47] to secure the texture (fin-
gercode) features described in [88]. The fingercode features
were selected for this implementation, because the RMQ
technique works only on fixed-length feature vectors. In this
implementation, we considered the first four impressions
from each finger in the FVC2002-DB2. Since the algorithm
requires alignment of fingerprint images prior to the appli-
cation of Fisher discriminant analysis, we align the different
impressions of a finger with respect to the first impression us-
ing minutiae and find the common (overlapping) fingerprint
region in all the four impressions. Texture features were ex-
tracted only for the common region, and the remaining im-
age region was masked out.

Since our implementation inherently uses information
from all the impressions of a finger (by extracting a common
region from all the impressions and by doing FDA based on
all the finger impressions) and then using the same images
for testing (resubstitution method of error estimation), it has
excellent performance (0% EER). In our implementation, we
used 80 bits to represent the final feature vector. The corre-
sponding ROC curves are shown in Figure 11. It can be in-
ferred from the results that in case the key is secure, the im-
postor and genuine distributions have little overlap leading
to near 0% EER. In cases where the impostor does know (or
guesses) the true key, the performance of the system is close
to the case when no RMQ technique is applied. Further, if
the adversary knows the key, original biometric template can
be recovered by him.

4.2. Noninvertible transform

We implemented two noninvertible transforms, namely, po-
lar and functional (with a mixture of Gaussian as the trans-
formation function) defined in [52]. For the polar transform,
the central region of the image was tesselated into n = 6
sectors of equal angular width and 30-pixel-wide concentric
shells. The transformation here is constrained such that it
only shifts the sector number of the minutiae without chang-
ing the shell. There are n! ways in which the n sectors in each
shell can be reassigned. Given k shells in the image (con-
strained by the width of the image and ignoring the central
region of radius 15 pixels), the number of different ways a
transformation can be constructed is (n!)k which is equiva-
lent to log2(n!)k bits of security.

For the functional transformation, we used a mixture of
24 Gaussians with the same isotropic standard deviation of
30 pixels (where the peaks can correspond to +1 or −1 as
used in [52]) for calculating the displacement and used the
direction of gradient of the mixture of Gaussian function as
the direction of minutiae displacement. Since the mean vec-
tor of the Gaussians can fall anywhere in the image, there are
296×560 possible different values of means of each Gaussian
component. As there are 24 Gaussian components and each
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Figure 11: ROC curves of random multispace quantization (RMQ)
[47] using the texture features proposed in [88]. The “Original”
curve corresponds to the matcher using the Euclidean distance be-
tween texture features of query and template; “Insecure Key” curve
corresponds to the case when the impostor knows the key (used
to generate the random feature space); “Secure Key” curve corre-
sponds to the case when the impostor does not know the key.

one can peak at +1 or −1, there are (296∗560∗2)24 possible
transformations. However, two transformations with slightly
shifted component means will produce two similar templates
such that one template can be used to verify the other.

To analyze the security of the functional transformation,
Ratha et al. [52] assumed that for each minutiae in the fin-
gerprint, its transformed counterpart could be present in a
shell of width d pixels at a distance of K pixels from the
minutiae. Further, assuming that the matcher cannot distin-
guish minutiae that are within δr pixels and their orienta-
tions are within δθ degrees, each transformed minutiae en-
codes Im = log2(π(((K + d)2 − K2)/(δr)2)∗π/δθ) bits of in-
formation. Assuming that there are N minutiae in template
fingerprint and one needs to match at least m minutiae to

get accepted, the adversary needs to make 2Im∗m−log2((Nm )) at-
tempts. Note that this analysis is based on the simplifying as-
sumption that each minutia is transformed independently.
This overestimates the number of attempts needed by an ad-
versary to guess the biometric template.

Among the eight impressions available for each of the 100
fingers in FVC2002-DB2, we use only the first two impres-
sions in this experiment because they have the best image
quality. The results, based on the minutiae matcher in [89],
are shown in Figure 12 which indicates a decrease in GAR
for a fixed FAR. In terms of security, noninvertible transfor-
mation is one of the better approaches since it is compu-
tationally hard (in terms of brute force complexity) to in-
vert the stored template and obtain the true template. The
true template is never revealed especially in case when the
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Figure 12: ROC curves corresponding to two noninvertible trans-
forms (Gaussian and polar) on FVC2002-DB2. The “Original”
curve represents the case where no transformation is applied to the
template, “Gaussian” curve corresponds to the functional transfor-
mation of the template, and “Polar” corresponds to the polar trans-
formation of the template.

Table 3: Performance summary of the fuzzy vault implementation
for FVC2002-DB2 database. Here, n denotes the degree of the en-
coding polynomial used in vault construction. The maximum key
size that can be bound to the minutiae template is 16n bits.

FTCR
n = 7 n = 8 n = 10

GAR FAR GAR FAR GAR FAR

2% 91% 0.13% 91% 0.01% 86 0%

transformation of the biometric template is done on a sep-
arate module (possibly a handheld device [38]) which does
not save the original template in memory and is not accessi-
ble to an adversary.

4.3. Key-binding biometric cryptosystem

A fuzzy vault was chosen for implementation because con-
crete implementations on real fingerprint data sets are not yet
available for many of the other key-binding biometric cryp-
tosystems. We implemented the fuzzy vault as proposed in
[90] using the first two impressions of each of the 100 fin-
gers in the FVC2002-DB2. Table 3 shows the error rates cor-
responding to different key sizes used in binding. Compared
to the “original” ROC curve in Figure 12, we observe that the
fuzzy vault scheme has a lower genuine accept rate by about
4%. Further, this scheme also has failure to capture errors if
the number of minutiae in the fingerprint image is not suffi-
cient for vault construction (minimum number of minutiae
required in our implementation is 18).

Dodis et al. [76, 77] defined the security of biometric
cryptosystems in terms of the min-entropy of the helper
data. In particular, they provided the bounds on min-entropy
for the fuzzy vault construction in [58]. The security of the
fuzzy vault scheme has also been studied by Chang et al.
[91]. An advantage of the fuzzy vault (key binding) scheme
is that instead of providing a “Match/Non-match” decision,
the vault decoding outputs a key that is embedded in the
vault. This key can be used in a variety of ways to authen-
ticate a person (e.g., digital signature, document encryp-
tion/decryption, etc.).

There are some specific attacks that can be staged against
a fuzzy vault, that is, attacks via record multiplicity, stolen key
inversion attack, and blended substitution attack [92]. If an ad-
versary has access to two different vaults (say from two dif-
ferent applications) obtained from the same biometric data,
he can easily identify the genuine points in the two vaults
and decode the vault. Thus, the fuzzy vault scheme does
not provide diversity and revocability. In a stolen key inver-
sion attack, if an adversary somehow recovers the key em-
bedded in the vault, he can decode the vault to obtain the
biometric template. Since the vault contains a large num-
ber of chaff points, it is possible for an adversary to substi-
tute a few points in the vault using his own biometric fea-
tures. This allows both the genuine user and the adversary
to be successfully authenticated using the same identity and
such an attack is known as blended substitution. To counter
these attacks, Nandakumar et al. [45] proposed a hybrid ap-
proach where (i) biometric features are first “salted” based on
a user password, (ii) vault is constructed using the salted tem-
plate, and (iii) the vault is encrypted using a key derived from
the password. While salting prevents attacks via record mul-
tiplicity and provides diversity and revocability, encryption
provides resistance against blended substitution and stolen
key inversion attacks.

4.4. Discussion

We believe that as yet there is no “best” approach for template
protection. The application scenario and requirements play a
major role in the selection of a template protection scheme.
For instance, in a biometric verification application such as a
bank ATM, a simple salting scheme based on the user’s PIN
may be sufficient to secure the biometric template if we as-
sume that both the transformed template and the user’s PIN
will not be compromised simultaneously. On the other hand,
in an airport watch-list application, noninvertible transform
is a more suitable approach because it provides both template
security and revocability without relying on any other input
from the user. Biometric cryptosystems are more appropri-
ate in match-on-card applications because such systems typ-
ically release a key to the associated application in order to
indicate a successful match.

The other major factors that influence the choice of a
template protection scheme are the selected biometric trait,
its feature representation, and the extent of intrauser vari-
ations. Design of a template protection scheme depends on
the specific type of biometric features used. While good
noninvertible transforms have been proposed for fingerprint
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minutiae features [52], it may be difficult to design a suitable
noninvertible transformfor IrisCode representation [25]. In
contrast, it may be easier to design a biometric cryptosys-
tem for IrisCode because it is represented as a fixed-length
binary string where standard error-correction coding tech-
niques can be readily applied. Moreover, if the intrauser
variations are quite large, it may not be possible to apply a
noninvertible transform or create a biometric cryptosystem.
Therefore, even in a specific application scenario and for a
fixed biometric feature representation, more than one tem-
plate protection scheme may be admissible, and the choice
of the suitable approach may be based on a number of fac-
tors such as recognition performance, computational com-
plexity, memory requirements, and user acceptance and co-
operation.

5. SUMMARY AND RESEARCH DIRECTIONS

Given the dramatic increase in incidents involving identity
thefts and various security threats, it is imperative to have
reliable identity management systems. Biometric systems are
being widely used to achieve reliable user authentication, a
critical component in identity management. But, biometric
systems themselves are vulnerable to a number of attacks.
In this paper, we have summarized various aspects of bio-
metric system security and discussed techniques to counter
these threats. Among these vulnerabilities, an attack against
stored biometric templates is a major concern due to the
strong linkage between a user’s template and his identity and
the irrevocable nature of biometric templates. We have de-
scribed various template protection mechanisms proposed
in the literature and highlighted their strengths and limita-
tions. Finally, specific implementations of these approaches
on a common fingerprint database were presented to illus-
trate the issues involved in implementing template security.

The available template protection schemes are not yet
sufficiently mature for large scale deployment; they do not
meet the requirements of diversity, revocability, security, and
high-recognition performance. Further, the security analy-
sis of existing schemes is mostly based on the complexity of
brute force attacks which assumes that the distribution of
biometric features is uniform. In practice, an adversary may
be able to exploit the nonuniform nature of biometric fea-
tures to launch an attack that may require significantly fewer
attempts to compromise the system security. While we have
pointed out some of the vulnerabilities in specific schemes
such as fuzzy vault, a rigorous analysis of the cryptographic
strength of the template security schemes similar to those
available in the cryptanalysis literature has not been carried
out till date. Such an analysis must be performed before the
template security schemes are deployed in critical real-world
applications.

A single template protection approach may not be suffi-
cient to meet all the application requirements. Hence, hybrid
schemes that make use of the advantages of the different tem-
plate protection approaches must be developed. For instance,
a scheme that secures a “salted” template using a biometric
cryptosystem (e.g., [44–46]) may have the advantages of both
salting (which provides high diversity and revocability) and

biometric cryptosystem (which provides high security) ap-
proaches. Finally, with the growing interest in multibiomet-
ric and multifactor authentication systems, schemes that si-
multaneously secure multibiometric templates and multiple
authentication factors (biometrics, passwords, etc.) need to
be developed.
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Face recognition under varying pose is a challenging problem, especially when illumination variations are also present. In this
paper, we propose to address one of the most challenging scenarios in face recognition. That is, to identify a subject from a test
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view harmonic basis images. The impact of some empirical factors due to the projection is embedded in a sparse warping matrix;
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Very good recognition results are obtained using this method for both synthetic and challenging real images.
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1. INTRODUCTION

Face recognition is one of the most successful applications
of image analysis and understanding [1]. Given a database of
training images (sometimes called a gallery set, or gallery im-
ages), the task of face recognition is to determine the facial ID
of an incoming test image. Built upon the success of earlier
efforts, recent research has focused on robust face recogni-
tion to handle the issue of significant difference between a
test image and its corresponding training images (i.e., they
belong to the same subject). Despite significant progress, ro-
bust face recognition under varying lighting and different
pose conditions remains to be a challenging problem. The
problem becomes even more difficult when only one train-
ing image per subject is available. Recently, methods have
been proposed to handle the combined pose and illumina-
tion problem when only one training image is available, for

example, the method based on morphable models [2] and its
extension [3] that proposes to handle the complex illumina-
tion problem by integrating spherical harmonics representa-
tion [4, 5]. In these methods, either arbitrary illumination
conditions cannot be handled [2] or the expensive computa-
tion of harmonic basis images is required for each pose per
subject [3].

Under the assumption of Lambertian reflectance, the
spherical harmonics representation has proved to be effec-
tive in modelling illumination variations for a fixed pose. In
this paper, we extend the harmonic representation to encode
pose information. We utilize the fact that all the harmonic
basis images of a subject at various poses are related to each
other via close-form linear transformations [6, 7], and de-
rive a more convenient transformation matrix to analytically
synthesize basis images of a subject at various poses from
just one set of basis images at a fixed pose, say, the frontal
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Figure 1: The proposed face synthesis and recognition system.

view [8]. We prove that the derived transformation matrix
is consistent with the general rotation matrix of spherical
harmonics. According to the theory of spherical harmon-
ics representation [4, 5], this implies that we can easily syn-
thesize from one image under a fixed pose and lighting to
an image acquired under different poses and arbitrary light-
ings. Moreover, these linear transformations are orthonor-
mal. This suggests that recognition methods based on pro-
jection onto fixed-pose harmonic basis images [4] for test
images under the same pose can be easily extended to handle
test images under various poses and illuminations. In other
words, we do not need to generate a new set of basis images
at the same pose as that of test image. Instead, we can warp
the test images to a frontal view and directly use the exist-
ing frontal view basis images. The impact of some empiri-
cal factors (i.e., correspondence and interpolation) due to the
warping is embedded in a sparse transformation matrix; for
most cases, we show that the recognition performance does
not deteriorate after warping the test image to the frontal
view.

To summarize, we propose an efficient face synthesis and
recognition method that needs only one single training im-
age per subject for novel view synthesis and robust recog-
nition of faces under variable illuminations and poses. The
structure of our face synthesis and recognition system is
shown in Figure 1. We have a single training image at the
frontal pose for each subject in the training set. The basis
images for each training subject are recovered using a sta-
tistical learning algorithm [9] with the aid of a bootstrap
set consisting of 3D face scans. For a test image at a ro-
tated pose and under an arbitrary illumination condition,
we manually establish the image correspondence between

the test image and a mean face image at the frontal pose.
The frontal view image is then synthesized from the test im-
age. A face is identified for which there exists a linear re-
construction based on basis images that is the closest to the
test image. Note that although in Figure 1 we only show the
training images acquired at the frontal pose, it does not ex-
clude other cases when the available training images are at
different poses. Furthermore, the user is given the option
to visualize the recognition result by comparing the synthe-
sized images of the chosen subject against the test image.
Specifically, we can generate novel images of the chosen sub-
ject at the same pose as the test image by using the close-
form linear transformation between the harmonic basis im-
ages of the subject across poses. The pose of the test image
is estimated from a few manually selected main facial fea-
tures.

We test our face recognition method on both synthetic
and real images. For synthetic images, we generate the train-
ing images at the frontal pose and under various illumina-
tion conditions, and the test images at different poses, un-
der arbitrary lighting conditions, all using Vetter’s 3D face
database [10]. For real images, we use the CMU-PIE [11]
database which contains face images of 68 subjects under
13 different poses and 43 different illumination conditions.
The test images are acquired at six different poses and under
twenty one different lighting sources. High recognition rates
are achieved on both synthetic and real test images using the
proposed algorithm.

The remainder of the paper is organized as follows.
Section 2 introduces related work. The pose-encoded spher-
ical harmonic representation is illustrated in Section 3 where
we derive a more convenient transformation matrix to
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analytically synthesize basis images at one pose from those
at another pose. Section 4 presents the complete face recog-
nition and synthesis system. Specifically, in Section 4.1 we
briefly summarize a statistical learning method to recover
the basis images from a single image when the pose is fixed.
Section 4.2 describes the recognition algorithm and demon-
strates that the recognition performance does not degrade
after warping the test image to the frontal view. Section 4.3
presents how to generate the novel image of the chosen sub-
ject at the same pose as the test image for visual comparison.
The system performance is demonstrated in Section 5. We
conclude our paper in Section 6.

2. RELATED WORK

As pointed out in [1] and many references cited therein,
pose and/or illumination variations can cause serious per-
formance degradation to many existing face recognition sys-
tems. A review of these two problems and proposed solu-
tions can be found in [1]. Most earlier methods focused on
either illumination or pose alone. For example, an early ef-
fort to handle illumination variations is to discard the first
few principal components that are assumed to pack most of
the energy caused by illumination variations [12]. To han-
dle complex illumination variations more efficiently, spher-
ical harmonics representation was independently proposed
by Basri and Jacobs [4] and Ramamoorthi [5]. It has been
shown that the set of images of a convex Lambertian face ob-
ject obtained under a wide variety of lighting conditions can
be approximated by a low-dimensional linear subspace. The
basis images spanning the illumination space for each face
can then be rendered from a 3D scan of the face [4]. Follow-
ing the statistical learning scheme in [13], Zhang and Sama-
ras [9] showed that the basis images spanning this space can
be recovered from just one image taken under arbitrary illu-
mination conditions for a fixed pose.

To handle the pose problem, a template matching scheme
was proposed in [14] that needs many different views per
person and does not allow lighting variations. Approaches
for face recognition under pose variations [15, 16] avoid the
strict correspondence problem by storing multiple normal-
ized images at different poses for each person. View-based
eigenface methods [15] explicitly code the pose information
by constructing an individual eigenface for each pose. Ref-
erence [16] treats face recognition across poses as a bilinear
factorization problem, with facial identity and head pose as
the two factors.

To handle the combined pose and illumination varia-
tions, researchers have proposed several methods. The syn-
thesis method in [17] can handle both illumination and pose
variations by reconstructing the face surface using the illumi-
nation cone method under a fixed pose and rotating it to the
desired pose. The proposed method essentially builds illu-
mination cones at each pose for each person. Reference [18]
presented a symmetric shape-from-shading (SFS) approach
to recover both shape and albedo for symmetric objects. This
work was extended in [19] to recover the 3D shape of a hu-
man face using a single image. In [20], a unified approach
was proposed to solve the pose and illumination problem. A

generic 3D model was used to establish the correspondence
and estimate the pose and illumination direction. Reference
[21] presented a pose-normalized face synthesis method un-
der varying illuminations using the bilateral symmetry of
the human face. A Lambertian model with a single light
source was assumed. Reference [22] extended the photomet-
ric stereo algorithms to recover albedos and surface normals
from one image illuminated by unknown single or multiple
distant illumination source.

Building upon the highly successful statistical modeling
of 2D face images [23], the authors in [24] propose a 2D
+ 3D active appearance model (AAM) scheme to enhance
AAM in handling 3D effects to some extent. A sequence
of face images (900 frames) is tracked using AAM and a
3D shape model is constructed using structure-from-motion
(SFM) algorithms. As camera calibration and 3D reconstruc-
tion accuracy can be severely affected when the camera is
far away from the subjects, the authors imposed these 3D
models as soft constraints for the 2D AAM fitting procedure
and showed convincing tracking and image synthesis results
on a set of five subjects. However, this is not a true 3D ap-
proach with accurate shape recovery and does not handle oc-
clusion.

To handle both pose and illumination variations, a 3D
morphable face model has been proposed in [2], where the
shape and texture of each face is represented as a linear
combination of a set of 3D face exemplars and the param-
eters are estimated by fitting a morphable model to the in-
put image. By far the most impressive face synthesis results
were reported in [2] accompanied by very high recogni-
tion rates. In order to effectively handle both illumination
and pose, a recent work [3] combines spherical harmon-
ics and the morphable model. It works by assuming that
shape and pose can be first solved by applying the morphable
model and illumination can then be handled by building
spherical harmonic basis images at the resolved pose. Most
of the 3D morphable model approaches are computation-
ally intense [25] because of the large number of parame-
ters that need to be optimized. On the contrary, our method
does not require the time-consuming procedure of build-
ing a set of harmonic basis images for each pose. Rather, we
can analytically synthesize many sets of basis images from
just one set of basis images, say, the frontal basis images.
For the purpose of face recognition, we can further im-
prove the efficiency by exploring the orthonormality of lin-
ear transformations among sets of basis images at different
poses. Thus, we do not synthesize basis images at differ-
ent poses. Rather, we warp the test image to the same pose
as that of the existing basis images and perform recogni-
tion.

3. POSE-ENCODED SPHERICAL HARMONICS

The spherical harmonics are a set of functions that form an
orthonormal basis for the set of all square-integrable func-
tions defined on the unit sphere [4]. Any image of a Lamber-
tian object under certain illumination conditions is a linear
combination of a series of spherical harmonic basis images
{blm}. In order to generate the basis images for the object, 3D
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information is required. The harmonic basis image intensity
of a point p with surface normal n = (nx,ny ,nz) and albedo
λ can be computed as the combination of the first nine spher-
ical harmonics, shown in (1), where nx2 = nxnx. ny2 , nz2 , nxy ,
nxz, nyz are defined similarly. λ.∗t denotes the component-
wise product of λ with any vector t. The superscripts e and o
denote the even and the odd components of the harmonics,
respectively:

b00 = 1√
4π

λ, b10 =
√

3
4π

λ.∗nz,

be11 =
√

3
4π

λ.∗nx, bo11 =
√

3
4π

λ.∗ny ,

b20 = 1
2

√
5

4π
λ.∗(2nz2 − nx2 − ny2 ),

be21 = 3

√
5

12π
λ.∗nxz, bo21 = 3

√
5

12π
λ.∗nyz,

be22 =
3
2

√
5

12π
λ.∗(nx2 − ny2 ), bo22 = 3

√
5

12π
λ.∗nxy.

(1)

Given a bootstrap set of 3D models, the spherical har-
monics representation has proved to be effective in modeling
illumination variations for a fixed pose, even in the case when
only one training image per subject is available [9]. In the
presence of both illumination and pose variations, two pos-
sible approaches can be taken. One is to use a 3D morphable
model to reconstruct the 3D model from a single training
image and then build spherical harmonic basis images at the
pose of the test image [3]. Another approach is to require
multiple training images at various poses in order to recover
the new set of basis images at each pose. However, multiple
training images are not always available and a 3D morphable
model-based method could be computationally expensive.
As for efficient recognition of a rotated test image, a natural
question to ask is that can we represent the basis images at
different poses using one set of basis images at a given pose,
say, the frontal view. The answer is yes, and the reason lies on
the fact that 2D harmonic basis images at different poses are
related by close-form linear transformations. This enables an
analytic method for generating new basis images at poses dif-
ferent from that of the existing basis images.

Rotations of spherical harmonics have been studied by
researchers [6, 7] and it can be shown that rotations of
spherical harmonic with order l are linearly composed en-
tirely of other spherical harmonics of the same order. In
terms of group theory, the transformation matrix is the
(2l + 1)-dimensional representation of the rotation group
SO (3) [7]. Let Yl,m(ψ,ϕ) be the spherical harmonic, the gen-
eral rotation formula of spherical harmonic can be written as
Yl,m(Rθ,ω,β(ψ,ϕ)) = ∑ l

m′=−lD
l
mm′(θ,ω,β)Yl,m′(ψ,ϕ), where

θ, ω, β are the rotation angles around the Y , Z, and X axes,
respectively. This means that for each order l, Dl is a matrix
that tells us how a spherical harmonic transforms under rota-
tion. As a matrix multiplication, the transformation is found

to have the following block diagonal sparse form:⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

Y ′0,0

Y ′1,−1

Y ′1,0

Y ′1,1

Y ′2,−2

Y ′2,−1

Y ′2,0

Y ′2,1

Y ′2,2
...

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

=
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...
...

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
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,

(2)

where, H1 = D0
00, H2 = D1

−1,−1, H3 = D1
−1,0, H4 = D1

−1,1,
H5 = D1

0,−1, H6 = D1
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1,−1, H9 = D1

1,0,
H10 = D1
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−2,−2, H12 = D2

−2,−1, H13 = D2
−2,0,

H14 = D2
−2,1, H15 = D2

−2,2, H16 = D2
−1,−2, H17 = D2

−1,−1,
H18 = D2

−1,0, H19 = D2
−1,1, H20 = D2
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D2
0,−1, H23 = D2

0,0, H24 = D2
0,1, H25 = D2

0,2, H26 = D2
1,−2,
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1,−1, H28 = D2
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1,2, H31 =
D2

2,−2, H32 = D2
2,−1, H33 = D2

2,0, H34 = D2
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2,2. The
analytic formula is rather complicated, and is derived in [6,
equatioin (7.48)].

Assuming that the test image Itest is at a different pose
(e.g., a rotated view) from the training images (usually at the
frontal view), we look for the basis images at the rotated pose
from the basis images at the frontal pose. It will be more con-
venient to use the basis image form as in (1), rather than
the spherical harmonics form Yl,m(ψ,ϕ). The general rota-
tion can be decomposed into three concatenated Euler angles
around the X , Y , and Z axes, namely, elevation (β), azimuth
(θ), and roll (ω), respectively. Roll is an in-plane rotation
that can be handled much easily and so will not be discussed
here. The following proposition gives the linear transforma-
tion matrix from the basis images at the frontal pose to the
basis images at the rotated pose for orders l = 0, 1, 2, which
capture 98% of the energy [4].

Proposition 1. Assume that a rotated view is obtained by ro-
tating a frontal view head with an azimuth angle−θ. Given the
correspondence between the frontal view and the rotated view,
the basis images B′ at the rotated pose are related to the basis
images B at the frontal pose as⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

b′00

b′10

b′e11

b′o11

b′20

b′e21

b′o21

b′e22

b′o22

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

=

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

1 0 0 0 0 0 0 0 0
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where C1 = 1 − (3/2)sin2θ, C2 = −√3sinθ cos θ, C3 =
(
√

3/2)sin2θ, C4 =
√

3sinθ cos θ, C5 = cos2θ − sin2θ, C6 =
− cos θsinθ, C7 = (

√
3/2)sin2θ, C8 = cos θsinθ, C9 = 1 −

(1/2)sin2θ.
Further, if there is an elevation angle −β, the basis images

B′′ for the newly rotated view are related to B′ in the following
linear form:

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

b′′00

b′′10

b′′e11

b′′o11

b′′20

b′′e21

b′′o21

b′′e22

b′′o22

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

=

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

1 0 0 0 0 0 0 0 0

0 cosβ 0 sinβ 0 0 0 0 0

0 0 1 0 0 0 0 0 0

0 − sinβ 0 cosβ 0 0 0 0 0

0 0 0 0 A1 0 A2 A3 0

0 0 0 0 0 cosβ 0 0 sinβ

0 0 0 0 A4 0 A5 A6 0

0 0 0 0 A7 0 A8 A9 0

0 0 0 0 0 − sinβ 0 0 cosβ

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

b′00

b′10

b′e11

b′o11

b′20

b′e21

b′o21

b′e22

b′o22

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

,

(4)

where A1 = 1 − (3/2)sin2β, A2 =
√

3sinβ cosβ, A3 = (−√3/
2) sin2β, A4 = −√3sinβ cosβ, A5 = cos2β − sin2β, A6 =
− cosβsinβ, A7 = (−√3/2)sin2β, A8 = cosβsinβ, A9 = 1 −
(1/2)sin2β.

A direct proof (rather than deriving from the general ro-
tation equations) of this proposition is given in the appendix,
where we also show that the proposition is consistent with
the general rotation matrix of spherical harmonics.

To illustrate the effectiveness of (3) and (4), we synthe-
sized the basis images at an arbitrarily rotated pose from
those at the frontal pose, and compared them with the
ground truth generated from the 3D scan in Figure 2. The
first three rows present the results for subject 1, with the first
row showing the basis images at the frontal pose generated
from the 3D scan, the second row showing the basis images
at the rotated pose (azimuth angle θ = −30◦, elevation angle
β = 20◦) synthesized from the images at the first row, and
the third row showing the ground truth of the basis images
at the rotated pose generated from the 3D scan. Rows four
through six present the results for subject 2, with the fourth
row showing the basis images at the frontal pose generated
from the 3D scan, the fifth row showing the basis images for
another rotated view (azimuth angle θ = −30◦, elevation an-
gle β = −20◦) synthesized from the images at the fourth row,
and the last row showing the ground truth of the basis images
at the rotated pose generated from the 3D scan. As we can
see from Figure 2, the synthesized basis images at the rotated
poses are very close to the ground truth. Note in Figure 2 and
the figures in the sequel the dark regions represent the nega-
tive values of the basis images.

Given that the correspondence between the rotated-pose
image and the frontal-pose image is available, a consequence
of the existence of such linear transformation is that the pro-
cedure of first rotating objects and then recomputing basis
images at the desired pose can be avoided. The block diag-
onal form of the transformation matrices preserves the en-
ergy on each order l = 0, 1, 2. Moreover, the orthonormality

of the transformation matrices helps to further simplify the
computation required for the recognition of the rotated test
image as shown in Section 4.2. Although in theory new basis
images can be generated from a rotated 3D model inferred by
the existing basis images (since basis images actually capture
the albedo (b00) and the 3D surface normal (b10, be11, bo11) of a
given human face), the procedure of such 3D recovery is not
trivial in practice, even if computational cost is taken out of
consideration.

4. FACE RECOGNITION USING POSE-ENCODED
SPHERICAL HARMONICS

In this section, we present an efficient face recognition
method using pose-encoded spherical harmonics. Only one
training image is needed per subject and high recognition
performance is achieved even when the test image is at a dif-
ferent pose from the training image and under an arbitrary
illumination condition.

4.1. Statistical models of basis images

We briefly summarize a statistical learning method to recover
the harmonic basis images from only one image taken under
arbitrary illumination conditions, as shown in [9].

We build a bootstrap set with fifty 3D face scans and cor-
responding texture maps from Vetter’s 3D face database [10],
and generate nine basis images for each face model. For a
novel N-dimensional vectorized image I , let B be the N × 9
matrix of basis images, α, a 9-dimensional vector, and e, an
N-dimensional error term. We have I = Bα+ e. It is assumed
that the probability density functions (pdf ’s) of B are Gaus-
sian distributions. The sample mean vectors μb(x) and co-
variance matrixes Cb(x) are estimated from the basis images
in the bootstrap set. Figure 3 shows the sample mean of the
basis images estimated from the bootstrap set.

By estimating α and the statistics of E(α) in a prior step
with kernel regression and using them consistently across all
pixels to recover B, it is shown in [9] that for a given novel
face image i(x), the corresponding basis images b(x) at each
pixel x are recovered by computing the maximum a posteri-
ori (MAP) estimate, bMAP(x) = argb(x)max(P(b(x) | i(x))).
Using the Bayes rule,

bMAP(x)

= arg
b(x)

maxP
(
i(x) | b(x)

)
P
(
b(x)

)
= arg

b(x)
max

{
N
(
b(x)Tα + μe, σ

2
e

)
N
(
μb(x),Cb(x)

)}
.

(5)

Taking logarithm, and setting the derivatives of the right-
hand side of (5) (w.r.t. b(x)) to 0, we getA∗bMAP = U , where
A = (1/σ2

e)αα
T + C−1

b and U = ((i− μe)/σ2
e)α + C−1

b μb. Note
that the superscript (·)T denotes the transpose of the matrix
here and in the sequel. By solving this linear equation, b(x)
of the subject can be recovered.

In Figure 4, we illustrate the procedure for generating the
basis images at a rotated pose (azimuth angle θ = −30◦)
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(a) Subject 1: the basis images at the frontal pose generated from the 3D scan

(b) Subject 1: the basis images at the rotated pose synthesized from (a)

(c) Subject 1: the ground truth of the basis images at the rotated pose generated from the 3D scan

(d) Subject 2: the basis images at the frontal pose generated from the 3D scan

(e) Subject 2: the basis images at the rotated pose synthesized from (d)

(f) Subject 2: the ground truth of the basis images at the rotated pose generated from the 3D scan

Figure 2: (a)–(c) present the results of the synthesized basis images for subject 1, where (a) shows the basis images at the frontal pose
generated from the 3D scan, (b) the basis images at a rotated pose synthesized from (a), and (c) the ground truth of the basis images at the
rotated pose. (d)-(e) present the results of the synthesized basis images for subject 2, with (d) showing the basis images at the frontal pose
generated from the 3D scan, (e) the basis images at a rotated pose synthesized from (d), and (f) the ground truth of the basis images at the
rotated pose.

b00 b10 be11 bo11 b20 be21 bo21 be22 bo22

Figure 3: The sample mean of the basis images estimated from the bootstrap set [10].

from a single training image at the frontal pose. In Figure 4,
rows one through three show the results of the recovered ba-
sis images from a single training image, with the first column
showing different training images I under arbitrary illumi-
nation conditions for the same subject and the remaining

nine columns showing the recovered basis images. We can
observe from the figure that the basis images recovered from
different training images of the same subject look very simi-
lar. Using the basis images recovered from any training image
in row one through three, we can synthesize basis images at
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I b00 b10 be11 bo11 b20 be21 bo21 be22 bo22

(a)

(b)

(c)

Figure 4: The first column in (a) shows different training images I under arbitrary illumination conditions for the same subject and the
remaining nine columns in (a) show the recovered basis images from I . We can observe that the basis images recovered from different training
images of the same subject look very similar. Using the basis images recovered from any training image I in (a), we can synthesize basis images
at the rotated pose, as shown in (b). As a comparison, (c) shows the ground truth of the basis images at the rotated pose generated from the
3D scan.

the rotated pose, as shown in row four. As a comparison, the
fifth row shows the ground truth of the basis images at the
rotated pose generated from the 3D scan.

For the CMU-PIE [11] database, we used the images of
each subject at the frontal pose (c27) as the training set.
One hundred 3D face models from Vetter’s database [10]
were used as the bootstrap set. The training images were first
rescaled to the size of the images in the bootstrap set. The
statistics of the harmonic basis images was then learnt from
the bootstrap set and the basis images B for each training
subject were recovered. Figure 5 shows two examples of the
recovered basis images from the single training image, with
the first column showing the training images I and the re-
maining 9 columns showing the reconstructed basis images.

4.2. Recognition

For recognition, we follow a simple yet effective algorithm
given in [4]. A face is identified for which there exists a
weighted combination of basis images that is the closest to
the test image. Let B be the set of basis images at the frontal
pose, with size N × v, where N is the number of pixels in the
image and v = 9 is the number of basis images used. Every
column of B contains one spherical harmonic image. These
images form a basis for the linear subspace, though not an
orthonormal one. A QR decomposition is applied to com-
pute Q, an N × v matrix with orthonormal columns, such
that B = QR, where R is a v × v upper triangular matrix.

For a vectorized test image Itest at an arbitrary pose, let
Btest be the set of basis images at that pose. The orthonor-
mal basis Qtest of the space spanned by Btest can be com-
puted by QR decomposition. The matching score is defined
as the distance from Itest to the space spanned by Btest : stest =
‖QtestQT

testItest− Itest‖. However, this algorithm is not efficient
to handle pose variation because the set of basis images Btest

has to be generated for each subject at the arbitrary pose of a
test image.

We propose to warp the test image Itest at the arbitrary
(rotated) pose to its frontal view image I f to perform recog-
nition. In order to warp Itest to I f , we have to find the point
correspondence between these two images, which can be em-
bedded in a sparse N × N warping matrix K , that is, I f =
KItest. The positions of the nonzero elements in K encode
the 1-to-1 and many-to-1 correspondence cases (the 1-to-
many case is same as 1-to-1 case for pixels in I f ) between
Itest and I f , and the positions of zeros on the diagonal line
of K encode the no-correspondence case. More specifically,
if pixel I f (i) (the ith element in vector I f ) corresponds to
pixel Itest( j) (the jth element in vector Itest), then K(i, j) = 1.
There might be cases that there are more than one pixel in
Itest corresponding to the same pixel I f (i), that is, there are
more than one 1 in the ith row of K , and the column indices
of these 1’s are the corresponding pixel indices in Itest. For
this case, although there are several pixels in Itest mapping to
the same pixel I f (i), it can only have one reasonable intensity
value. We compute a single “virtual” corresponding pixel in
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I b00 b10 be11 bo11 b20 be21 bo21 be22 bo22

Figure 5: The first column shows the training images I for two subjects in the CMU-PIE database and the remaining nine columns show
the reconstructed basis images.

Itest for I f (i) as the centroid of I f (i)’s real corresponding pix-
els in Itest, and assign it the average intensity. The weight for
each real corresponding pixel Itest( j) is proportional to the
inverse of its distance to the centroid, and this weight is as-
signed as the value of K(i, j). If there is no correspondence in
Itest for I f (i) which is in the valid facial area and should have a
corresponding point in Itest, it means that K(i, i) = 0. This is
often the case that the corresponding “pixel” of I f (i) falls in
the subpixel region. Thus, interpolation is needed to fill the
intensity for I f (i). Barycentric coordinates [26] are calculated
with the pixels which have real corresponding integer pixels
in Itest as the triangle vertices. These Barycentric coordinates
are assigned as the values of K(i, j), where j is the column
index for each vertex of the triangle.

We now have the warping matrix K which encodes the
correspondence and interpolation information in order to
generate I f from Itest. It provides a very convenient tool to
analyze the impact of some empirical factors in image warp-
ing. Note that due to self-occlusion, I f does not cover the
whole area, but only a subregion, of the full frontal face of
the subject it belongs to. The missing facial region due to the
rotated pose is filled with zeros in I f . Assume that Bf is the
basis images for the full frontal view training images and Qf

is its orthonormal basis, and let b f be the corresponding ba-
sis images of I f and q f its orthonormal basis. In b f , the rows
corresponding to the valid facial pixels in I f form a subma-
trix of the rows in Bf corresponding to the valid facial pix-
els in the full frontal face images. For recognition, we can-
not directly use the orthonormal columns in Qf because it is
not guaranteed that all the columns in q f are still orthonor-
mal.

We study the relationship between the matching score for
the rotated view stest = ‖QtestQT

testItest − Itest‖ and the match-
ing score for the frontal view sf = ‖q f qTf I f − I f ‖. Let sub-
ject a be the one that has the minimum matching score at
the rotated pose, that is, satest = ‖Qa

testQ
a
test

TItest − Itest‖ ≤
sctest = ‖Qc

testQ
c
test

TI test − Itest‖, for all c ∈ [1, 2, . . . ,C], where
C is the number of training subjects. If a is the correct sub-
ject for the test image Itest, warping Qa

test to qaf undertakes
the same warping matrix K as warping Itest to I f , that is, the
matching score for the frontal view saf = ‖qaf qaf TI f − I f ‖ =

‖KQa
testQ

a
test

TKTKItest − KItest‖. Note here that we only con-
sider the correspondence and interpolation issues. Due to the
orthonormality of the transformation matrices as shown in
(3) and (4), the linear transformation from Btest to b f does
not affect the matching score. For all the other subjects c ∈
[1, 2, . . . C], c /= a, the warping matrix Kc for Qc

test is differ-
ent from that for Itest, that is, scf = ‖KcQc

testQ
c
test

TK
cTKItest −

KItest‖. We will show that warping Itest to I f does not deteri-
orate the recognition performance, that is, given satest ≤ sctest,
we have saf ≤ scf .

In terms of K , we consider the following cases.

Case 1. K = ( Ek 0
0 0

)
, where Ek is the k-rank identity matrix.

It means that K is a diagonal matrix and the first k elements
on the diagonal line are 1, all the rest are zeros.

This is the case when Itest is at the frontal pose. The dif-
ference between Itest and I f is that there are some missing
(nonvalid) facial pixels in I f than in Itest, and all the valid fa-
cial pixels in I f are packed in the first k elements. Since Itest

and I f are at the same pose, Qtest and q f are also at the same
pose. In this case, for subject a, the missing (nonvalid) facial
pixels in q f are at the same locations as in I f since they have
the same warping matrix K . On the other hand, for any other
subject c, the missing (nonvalid) facial pixels in q f are not at
the same locations as in I f since Kc /=K . Apparently the 0’s
and 1’s on the diagonal line ofKc has different positions from
that of K , thus KcK has more 0’s on the diagonal line than K .

Assume K = ( Ek 0
0 0

)
and V = QtestQT

test =
( V11 V12
V21 V22

)
,

where V11 is a (k × k) matrix. Similarly, let Itest =
( I1
I2

)
,

where I1 is a (k × 1) vector. Then KQtestQT
testK

T = ( V11 0
0 0

)
,

KItest =
( I1

0

)
, and KQtestQT

testK
TKItest − KItest =

( V11I1
0

) −( I1
0

) = ( (V11−Ek)I1
0

)
. Therefore, saf = ‖(V11 − Ek)I1‖. Simi-

larly, KcQtestQT
testK

cT = ( Vc
11 0
0 0

)
, where Vc

11 is also a (k × k)
matrix that might contain rows with all 0’s, depending on
the locations of the 0’s on the diagonal line of Kc. We have
KcQtestQT

testK
cTKItest − KItest =

( Vc
11I1
0

)− ( I10 ) = ( (Vc
11−Ek)I1

0

)
.

Thus, scf = ‖(Vc
11 − Ek)I1‖.

If Vc
11 has rows with all 0’s in the first k rows, these rows

will have −1’s at the diagonal positions for Vc
11 − Ek, which

will increase the matching score scf . Therefore, saf ≤ scf .
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Table 1

Pose
(
θ = 30◦, β = 0◦

) (
θ = 30◦, β = −20◦

) (
θ = −30◦, β = 0◦

) (
θ = −30◦, β = 20◦

)
mean

(
(sf − stest)/stest

)
3.4% 3.9% 3.5% 4.1%

std
(
(sf − stest)/stest

)
5.0% 5.2% 4.9% 5.1%

Case 2. K is a diagonal matrix with rank k, however, the k 1’s
are not necessarily the first k elements on the diagonal line.

We can use some elementary transformation to reduce
this case to the previous case. That is, there exists a orthonor-
mal matrix P, such that K̂ = PKPT = ( Ek 0

0 0

)
.

Let Q̂test = PQtestPT and Îtest = PItest. Then

saf =
∥∥P(KQtestQ

T
testK

TKItest − KItest
)∥∥

= ∥∥K̂Q̂testQ̂
T
testK̂

TK̂ Îtest − K̂ Îtest
∥∥. (6)

Note that elementary transformation does not change the
norm. Hence, it reduces to the previous case. Similarly, we
have that scf stays the same as in Case 1. Therefore, saf ≤ scf
still holds.

In the general case, 1’s in K can be off-diagonal. This
means that Itest and I f are at different poses. There are three
subcases that we need to discuss for a general K .

Case 3. 1-to-1 correspondence between Itest and I f . If pixel
Itest( j) has only one corresponding point in I f , denoted as
I f (i), then K(i, j) = 1 and there are no 1’s in both the
ith row and the jth column in K . Suppose there are only
k columns of the matrix K containing 1. Then, by appro-
priate elementary transformation again, we can left multiply
and right multiply K by an orthonormal transformation ma-
trixes, W and V , respectively, such that K̃ = WKV . If we
define Q̃test = VTQtestW and Ĩtest = VTItest, then

saf =
∥∥KQtestQ

T
testK

TKItest − KItest
∥∥

= ∥∥W(KQtestQ
T
testK

TKItest − KItest
)∥∥

= ∥∥WKVVTQtestWWTQT
testVV

TKTWTWKV
(
VTItest

)
−WKV

(
VTItest

)∥∥
= ∥∥K̃Q̃testQ̃

T
testK̃

TK̃ Ĩtest − K̃ Ĩtest
∥∥.

(7)

Under K̃ , it reduces to Case 2, which can be further reduced
to Case 1 by the aforementioned technique. Similarly, we
have that scf stays the same as in Case 2. Therefore, saf ≤ scf
still holds.

In all the cases discussed up to now, the correspondence
between Itest and I f is 1-to-1 mapping. For such cases, the fol-
lowing lemma shows that the matching score stays the same
before and after the warping.

Lemma 1. Given the correspondence between a rotated test im-
age Itest and its geometrically synthesized frontal view image I f
is 1-to-1 mapping, the matching score stest of Itest based on the
basis images Btest at that pose is the same as the matching score
sf of I f based on the basis images b f .

Let O be the transpose of the combined coefficient ma-
trices in (3) and (4), we have b f = KBtestO = QtestRO by
QR decomposition, where K is the warping matrix from Itest

to I f with only 1-to-1 mapping. Applying QR decomposi-
tion again to RO, we have RO = q̃r̃, where q̃v×v is an or-
thonormal matrix and r̃ is an upper triangular matrix. We
now have b f = KQtestq̃ r̃ = q f r̃ with q f = KQtestq̃. Since
Qtestq̃ is the product of two orthonormal matrices, q f forms
a valid orthnormal basis for b f . Hence the matching score is
sf = ‖q f qTf I f − I f ‖ = ‖KQtestq̃q̃TQT

testK
TKItest − KItest‖ =

‖QtestQT
testItest − Itest‖ = stest.

If the correspondence between Itest and I f is not 1-to-1
mapping, we have the following two cases.

Case 4. Many-to-1 correspondence between Itest and I f .

Case 5. There is no correspondence for I f (i) in Itest.

For Cases 4 and 5, since the 1-to-1 correspondence as-
sumption does not hold any more, the relationship between
stest and sf is more complex. This is due to the effects of
fortshortening and interpolation. Fortshortening leads to
more contributions for the rotated view recognition but less
in the frontal view recognition (or vice versa) because of
the fortshortening. The increased (or decreased) informa-
tion due to interpolation, and the assigned weight for each
interpolated pixel, is not guaranteed to be the same as that
before the warping. Therefore, the relationship between stest

and sf relies on each specific K , which may vary significantly
depending on the variation of the head pose. Instead of the-
oretical analysis, the empirical error bound between stest and
sf is sought to give a general idea of how the warping affects
the matching scores. We conducted experiments using Vet-
ter’s database. For the fifty subjects which are not used in
the bootstrap set, we generated images at various poses and
obtained their basis images at each pose. For each pose, stest

and sf are compared, and the mean of the relative error and
the relative standard deviation for some poses are listed in
Table 1.

We can see from the experimental results although stest

and sf are not exactly the same that the difference between
stest and sf is very small. We examined the ranking of the
matching scores before and after the warping. Table 2 shows
the percentage that the top one pick before the warping still
remains as the top one after the warping.

Thus, warping the test image Itest to its frontal view im-
age I f does not reduce the recognition performance. We now
have a very efficient solution for face recognition to handle
both pose and illumination variations as only one image I f
needs to be synthesized.

Now, the only remaining problem is that the corre-
spondence between Itest and I f has to be built. Although a
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Table 2

Pose
(
θ = 30◦, β = 0◦

) (
θ = 30◦, β = −20◦

) (
θ = −30◦, β = 0◦

) (
θ = −30◦, β = 20◦

)
percentage of the top one
pick keeps its position

98.4% 97.6% 99.2% 97.9%

Figure 6: Building dense correspondence between the rotated view and the frontal view using sparse features. The first and second images
show the sparse features and the constructed meshes on the mean face at the frontal pose. The third and fourth images show the picked
features and the constructed meshes on the given test image at the rotated pose.

necessary component of the system, finding correspondence
is not the main focus of this paper. Like most of the ap-
proaches to handle pose variations, we adopt the method to
use sparse main facial features to build the dense cross-pose
or cross-subject correspondence [9]. Some automatic facial
feature detection/selection techniques are available, but most
of them are not robust enough to reliably detect the facial fea-
tures from images at arbitrary poses and are taken under ar-
bitrary lighting conditions. For now, we manually pick sixty
three designated feature points (eyebrows, eyes, nose, mouth,
and the face contour) on Itest at the arbitrary pose. An average
face calculated from training images at the frontal pose and
the corresponding feature points were used to help to build
the correspondence between Itest and I f . Triangular meshes
on both faces were constructed and barycentric interpolation
inside each triangle was used to find the dense correspon-
dence, as shown in Figure 6. The number of feature points
needed in our approach is comparable to the 56 manually
picked feature points in [9] to deform the 3D model.

4.3. View synthesis

To verify the recognition results, the user is given the option
to visually compare the chosen subject and the test image Itest

by generating the face image of the chosen subject at the same
pose and under the same illumination condition as Itest. The
desired N-dimensional vectorized image Ides can be synthe-
sized easily as long as we can generate the basis images Bdes of
the chosen subject at that pose by using Ides = Bdesαtest. As-
suming that the correspondence between Itest and the frontal
pose image has been built as described in Section 4.2, then
Bdes can be generated from the basis images B of the cho-
sen subject at the frontal pose using (3) and (4), given that
the pose (θ,β) of Itest can be estimated as described later.
We also need to estimate the 9-dimensional lighting coef-
ficient vector αtest. Assuming that the chosen subject is the
correct one, that is, Btest = Bdes, we have Itest = Bdesαtest

by substituting Btest = Bdes into Itest = Btestαtest. Recalling
that Bdes = QdesRdes, we have Itest = QdesRdesαtest and then
QT

desItest = QT
desQdesRdesαtest = Rdesαtest due to the orthonor-

mality of Qdes. Therefore, αtest = R−1
desQ

T
desItest.

Having both Bdes and αtest available, we are ready to gen-
erate the face image of the chosen subject at the same pose
and under the same illumination condition as Itest using
Ides = Bdesαtest. The only unknown to be estimated is the pose
(θ,β) of Itest, which is needed in (3) and (4).

Estimating head pose from a single face image is an ac-
tive research topic in computer vision. Either a generic 3D
face model or several main facial features are utilized to esti-
mate the head pose. Since we already have the feature points
to build the correspondence across views, it is natural to use
these feature points for pose estimation. In [27], five main fa-
cial feature points (four eye corners and the tip of the nose)
are used to estimate the 3D head orientation. The approach
employs the projective invariance of the cross-ratios of the
eye corners and anthropometric statistics to determine the
head yaw, roll and pitch angles. The focal length f has to be
assumed known, which is not always available for the uncon-
trollable test image. We take the advantage that the facial fea-
tures on the frontal view mean face are available, and show
how to estimate the head pose without knowing f . All nota-
tions follow those in [27].

Let (u2,u1, v1, v2) be the image coordinates of the four eye
corners, and D and D1 denote the width of the eyes and half
of the distance between the two inner eye corners, respec-
tively. From the well known projective invariance of the cross
ratios we have J = (u2 − u1)(v1 − v2)/(u2 − v1)(u1 − v2) =
D2/(2D1 +D)2 which yieldsD1 = DQ/2, whereQ = 1/

√
J−1.

In order to recover the yaw angle θ (around the Y-axis), it is
easy to have, as shown in [27], that θ = arctan( f /(S + 1)u1),
where f is the focal length and S is the solution to the equa-
tion Δu/Δv = −(S− 1)(S− (1 + 2/Q))/(S+ 1)(S+ 1 + 2/Q)),

where Δu = u2 − u1 and Δv = v1 − v2. Assume that u
f
1 is

the inner corner of one of the eyes for the frontal view mean
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Table 3: The mean and standard deviation (std) of the estimated pose for images from the Vetter’s database.

Rotation angles (θ = 30◦, β = 0◦) (θ = 30◦, β = −20◦) (θ = −30◦, β = 0◦) (θ = −30◦, β = 20◦)

Mean of the estimated pose (θ = 28◦, β = 2◦) (θ = 31◦, β = −23◦) (θ = −32◦, β = 1◦) (θ = −33◦, β = 22◦)

std of the estimated pose (3.2◦, 3.1◦) (3.9◦, 4.2◦) (3.4◦, 2.7◦) (4.2◦, 4.5◦)

c05(θ = 16◦) c07(β = 13◦) c09(β = −13◦) c11(θ = −32◦) c29(θ = −17◦) c37(θ = 31◦)

Figure 7: An illustration of the pose variation in part of the CMU-PIE database, with the ground truth of the pose shown beside each pose
index. Four of the cameras (c05, c11, c29, and c37) sweep horizontally, and the other two are above (c09) and below (c07) the central camera,
respectively.

face. With perspective projection, we have u
f
1 = f D1/Z and

u1 = f X1/(Z + Z1) = f D1 cos θ/(Z +D1 sin θ). Thus,

f = (S + 1)u1tanθ. (8)

Then we have S = (u1/u
f
1 )((S + 1)/ cos θ), which gives

θ = arccos
(S + 1)
S

u1

u
f
1

. (9)

In [27], β (the rotation angle around the x-axis) is shown
to be β = arcsin (E) with E = ( f /p0(p2

1 + f 2))[p2
1 ±√

(p2
0p

2
1 − f 2p2

1 + f 2p2
0)], where p0 denotes the projected

length of the bridge of the nose when it is parallel to the im-
age plane, and p1 denotes the observed length of the bridge of
the nose at the unknown pitch β. Anthropometric statistics
is employed in [27] to get p0. With the facial features on the
mean face at the frontal view available, we do not need the
anthropometric statistics. p0 is just the length between the
upper midpoint of the nose and the tip of the nose for the
frontal view mean face. So we can directly use this value and
the estimated focal length f in (8) to get the pitch angle β.

The head pose estimation algorithm is tested on both
synthetic and real images. For synthetic images, we use Vet-
ter’s 3D face database. The 3D face model for each subject
is rotated to the desired angle and project to the 2D image
plane. Four eye corners and the tip of the nose are used to
estimate the head pose. The mean and standard deviation of
the estimated poses are listed in Table 3. For real images, we
use the CMU-PIE database. The ground truth of the head
pose can be obtained from the available 3D locations of the
head and the cameras. The experiments are conducted for all
68 subjects in the CMU-PIE database at six different poses, il-
lustrated in Figure 7 with the ground truth of the pose shown
beside each pose index. The mean and standard deviation of
the estimated poses are listed in Table 4. Overall the pose esti-
mation results are satisfying and we believe that the relatively
large standard deviation is due to the error in selecting the
facial features. The mean and standard deviation (std) of the
estimated pose for images from the Vetter’s database.

Having the head pose estimated, we can now perform the
face synthesis. Figure 8 shows the comparison of the given

test image Itest and some synthesized face images at the same
pose as Itest from the chosen subject, where Figure 8(a) is for
the synthetic images in Vetter’s 3D database and Figure 8(b)
is for the real images in the CMU-PIE database. Column one
shows the training images. Column two shows the synthe-
sized images at the same pose as Itest by direct warping. Col-
umn three shows the synthesized images using the basis im-
ages Bdes from the chosen subject and the illumination co-
efficients αtr of the training images. A noticeable difference
between column two and three is the lighting change. By di-
rect warping, we obtain the synthesized images by not only
rotating the head pose, but also rotating the lighting direc-
tion at the same time. By using αtr, we only rotate the head
pose to get the synthesized images, while the lighting condi-
tion stays same as the training images. Column four shows
the synthesized images using the basis images Bdes from the
chosen subject and the same illumination coefficients αtest of
Itest. As a comparison, column five shows the given test im-
age Itest. Overall, the columns from left to right in Figure 8
show the procedure migrating from the training images to
the given test images.

5. RECOGNITION RESULTS

We first conducted recognition experiments on Vetter’s 3D
face model database. There are totally one hundred 3D face
models in the database, from which fifty were used as the
bootstrap set and the other fifty were used to generate train-
ing images. We synthesized the training images under a wide
variety of illumination conditions using the 3D scans of the
subjects. For each subject, only one frontal view image was
stored as the training image and used to recover the basis
images B using the algorithm in Section 4.1. We generated
the test images at different poses by rotating the 3D scans
and illuminated them with various lighting conditions (rep-
resented by the slant angle γ and tilt angle τ). Some examples
are shown in Figures 9(a), 9(b), 9(c) and 9(d). For a test im-
age Itest at an arbitrary pose, the frontal view image I f was
synthesized by warping Itest, as shown in Figures 9(e), 9(f),
9(g) and 9(h).
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Table 4: The mean and standard deviation (std) of the estimated pose for images from the CMU-PIE database.

Pose index c05 c07 c09 c11 c29 c37

Mean of the estimated pose θ = 15◦ β = 11◦ β = −15◦ θ = −36◦ θ = −17◦ θ = 35◦

std of the estimated pose 4.1◦ 3.8◦ 4.0◦ 6.2◦ 3.3◦ 5.4◦

(a)

(b)

Figure 8: View synthesis results with different lighting conditions for (a) synthetic images from Vetter’s 3D database and (b) real images
in the CMU-PIE database. Columns from left to right show the training images, the synthesized images at the same pose as the test images
using direct warping (both the head pose and the lighting direction are rotated), the synthesized images at the same pose as the test images
from Bdes (the basis images of the chosen subject) and αtr (the illumination coefficients of the training images), the synthesized images at the
same pose as the test images from Bdes and αtest (the illumination coefficients of the given test images), and the given test images Itest.
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(a) (b)

(c) (d)

(e) (f)

(g) (h)

Figure 9: (a) shows the test images of a subject at azimuth θ = −30◦ under different lighting conditions (γ = 90◦, τ = 10◦; γ = 30◦, τ = 50◦;
γ = 40◦, τ = −10◦; γ = 20◦, τ = 70◦; γ = 80◦, τ = −20◦; γ = 50◦, τ = 30◦ from left to right). The test images of the same subject under some
extreme lighting conditions (γ = 20◦, τ = −70◦; γ = 20◦, τ = 70◦; γ = 120◦, τ = −70◦; γ = 120◦, τ = −70◦ from left to right) are shown
in (b). (c) and (d) show the generated frontal pose images from the test images in (a) and (b), respectively. The test images at another pose
(with θ = −30◦ and β = 20◦) of the same subject are shown in (e) and (f), with the generated frontal pose images shown in (g) and (h),
respectively.

The recognition score was computed as ‖q f qTf I f − I f ‖
where q f is the orthonormal basis of the space spanned by
b f . As a benchmark, the first column (f2f) of Table 5 lists the
recognition rates when both the testing images and the train-
ing images are from the frontal view. The correct recognition
rates using the proposed method are listed in columns (r2f)
of Table 5. As a comparison, we also conducted the recogni-
tion experiment on the same test images assuming that the
training images at the same pose are available. By recover-
ing the basis images Btest at that pose using the algorithm in
Section 4.1 and computing ‖QtestQT

testItest−Itest‖, we achieved
the recognition rates as shown in columns (r2r) of Table 5. As
we can see, the recognition rates using our approach (r2f) are
comparable to those when the training images at the rotated
pose are available (r2r). The last two rows of show the mean
and standard deviation of the recognition rates for each pose
under various illumination conditions. We believe that rel-
atively larger standard deviation is due to the images under
some extreme lighting conditions, as shown in Figures 9(b)
and 9(f).

We also conducted experiments on real images from the
CMU-PIE database. For testing, we used images at six differ-
ent poses, as shown in the first and third rows in Figure 10,
and under twenty one different illuminations. Examples of
the generated frontal view images are shown in the second
and fourth rows of Figure 10.

Similar to Table 5,Table 6 lists the correct recognition
rates under all these poses and illumination conditions,

where column (f2f) is the frontal view testing image against
frontal view training images, columns (r2r) are the ro-
tated testing image against the same pose training images,
and columns (r2f) are the rotated testing image against the
frontal view training images. The last two rows of Table 6
show the mean and standard deviation of the recognition
rates for each pose under various illumination conditions.
As we can see, the recognition rates using our approach are
comparable to those when the training images at the rotated
pose are available, even slightly better. The reason is that the
training images of different subjects at the same rotated pose
are actually at slightly different poses. Therefore, the 2D-3D
registration of the training images and the bootstrap 3D face
models are not perfect, producing slightly worse basis images
recovery than the frontal pose case.

We have to mention that although colored basis images
are recovered for visualization purpose, all the recognition
experiments are performed on grayscale images for faster
speed. We are taking the efforts to investigate how color in-
formation affects the recognition performance.

6. DISCUSSIONS AND CONCLUSION

We have presented an efficient face synthesis and recognition
method to handle arbitrary pose and illumination from a
single training image per subject using pose-encoded spher-
ical harmonics. Using a prebuilt 3D face bootstrap set, we
apply a statistical learning method to obtain the spherical



14 EURASIP Journal on Advances in Signal Processing

Table 5: The correct recognition rates at two rotated pose under various lighting conditions for synthetic images generated from Vetter’s 3D
face model database.

Lighting/pose f2f
Pose θ = −30◦ and β = 0◦ Pose θ = −30◦ and β = 20◦

r2f r2r r2f r2r

(γ = 90◦, τ = 10◦) 100 100 96 84 80

(γ = 30◦, τ = 50◦) 100 100 100 100 100

(γ = 40◦, τ = −10◦) 100 100 100 100 100

(γ = 70◦, τ = 40◦) 100 100 100 94 88

(γ = 80◦, τ = −20◦) 100 100 98 88 84

(γ = 50◦, τ = 30◦) 100 100 100 100 96

(γ = 20◦, τ = −70◦) 94 86 64 80 68

(γ = 20◦, τ = 70◦) 100 100 80 96 76

(γ = 120◦, τ = −70◦) 92 84 74 74 64

(γ = 120◦, τ = 70◦) 96 90 64 82 70

Mean 98 96 88 90 83

std 3 6.6 15 9.5 13

(c05) (c07) (c09) (c11) (c29) (c37)

Figure 10: The first and third rows show the test images of two subjects in the CMU-PIE database at six different poses, with the pose
numbers shown above each column. The second and fourth rows show the corresponding frontal view images generated by directly warping
the given test images.

harmonic basis images from a single training image. For a
test image at a different pose from the training images, we
accomplish recognition by comparing the distance from a
warped version of the test image to the space spanned by
the basis images of each subject. The impact of some em-
pirical factors (i.e., correspondence and interpolation) due
to warping is embedded in a sparse transformation matrix,
and we prove that the recognition performance is not sig-
nificantly affected after warping the test image to the frontal
view. Experimental results on both synthetic and real im-
ages show that high recognition rate can be achieved when
the test image is at a different pose and under arbitrary
illumination condition. Furthermore, the recognition re-

sults can be visually verified by easily generated face im-
age of the chosen subject at the same pose as the test im-
age.

In scenarios where only one training image is available,
finding the cross-correspondence between the training im-
ages and the test image is inevitable. Automatic correspon-
dence establishment is always a challenging problem. Re-
cently, promising results have been shown by using the 4
planes, 4 transitions stereo matching algorithm described
in [28]. The disparity map can be reliably built for a pair
of images of the same person taken under the same light-
ing condition, even with some occlusions. We conducted
some experiments using this technique on both synthetic
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Table 6: The correct recognition rates at six rotated pose under various lighting conditions for 68 subjects in the CMU-PIE database.

Lighting/pose f2f
c05 c07 c09 c11 c29 c37

(r2f) (r2r) (r2f) (r2r) (r2f) (r2r) (r2f) (r2r) (r2f) (r2r) (r2f) (r2r)

f 02 86 84 80 84 82 82 80 82 76 82 80 80 76

f 03 95 94 90 95 92 94 92 92 84 92 88 90 84

f 04 97 96 94 97 95 97 94 94 90 97 94 92 88

f 05 98 98 94 98 96 96 96 94 90 96 94 92 90

f 06 100 100 99 100 100 100 100 98 96 100 99 98 94

f 07 98 98 96 100 100 100 98 94 94 97 95 92 92

f 08 97 96 94 97 95 97 94 92 90 96 94 92 88

f 09 100 100 98 100 99 100 98 100 96 100 98 99 96

f 10 100 100 98 100 100 100 100 96 94 100 98 92 92

f 11 100 100 100 100 100 100 100 98 96 100 100 98 96

f 12 96 94 92 94 94 95 95 90 88 92 92 90 86

f 13 98 96 92 96 94 94 94 92 88 94 92 90 88

f 14 100 100 98 100 100 100 100 98 94 99 96 96 92

f 15 100 100 100 100 100 100 100 100 97 100 98 98 96

f 16 98 97 95 98 96 98 96 96 92 97 95 95 90

f 17 95 94 92 95 95 95 95 92 88 94 90 90 86

f 18 92 90 88 92 90 90 88 86 82 90 86 86 80

f 19 96 95 90 94 92 92 92 90 86 94 90 84 82

f 20 96 95 92 96 94 95 94 92 88 94 90 90 84

f 21 97 97 97 97 96 97 95 94 92 95 95 94 90

f 22 97 97 95 96 95 95 95 94 90 95 94 92 90

Mean 97 96 94 96 95 96 95 93 90 95 93 92 89

std 3.2 3.8 4.6 3.7 4.2 4.2 4.6 4.3 5.1 4.2 4.7 4.6 5.2

and real images. Reasonably good correspondence maps were
achieved, even for cross-subject images. This technique has
been used for 2D face recognition across pose [29]. How-
ever, like all the other stereo methods, the intensity-invariant
condition is required, which does not hold if the images
are taken under different lighting conditions. For our chal-
lenging face recognition application, the lighting condition
of the test image is unconstraint. Therefore, currently this
stereo method cannot be directly used to build the corre-
spondence between Itest and I f . Further investigations are be-
ing taken for dense stereo with illumination variations com-
pensated.

APPENDIX

Assume that (nx,ny ,nz) and (n′x,n′y ,n
′
z) are the surface nor-

mals of point p at the frontal pose and the rotated view, re-
spectively. (n′x,n′y ,n

′
z) is related to (nx,ny ,nz) as

⎡⎢⎣n
′
y

n′y
n′y

⎤⎥⎦ =
⎡⎢⎣ cos θ 0 sin θ

0 1 0
− sin θ 0 cos θ

⎤⎥⎦
⎡⎢⎣nxny
nz

⎤⎥⎦ , (A.1)

where −θ is the azimuth angle.

By replacing (n′x,n′y ,n
′
z) in (A.1) with (nz sin θ +

nx cos θ,ny ,nz cos θ − nx sin θ), and assuming that the cor-
respondence between the rotated view and the frontal view
has been built, we have

b′00 =
1√
4π

λ, b′10 =
√

3
4π

λ.∗(nz cos θ − nx sin θ
)
,

b′e11 =
√

3
4π

λ.∗(nz cos θ − nx sin θ
)
, b′o11 =

√
3

4π
λ.∗ny ,

b′20 =
1
2

√
5

4π
λ.∗(2(z cos θ − nx sin θ

)2

− (nz sin θ + nx cos θ
)2 − n2

y

)
,

b′e21 = 3

√
5

12π
λ.∗(nz sin θ+nx cos θ

)∗(nz cos θ−nx sin θ
)
,

b′o21 = 3

√
5

12π
λ.∗ny

(
nz cos θ − nx sin θ

)
,

b′e22 =
3
2

√
5

12π
λ.∗((nz sin θ + nx cos θ

)2 − n2
y

)

b′o22 = 3

√
5

12π
λ.∗(nz sin θ + nx cos θ

)
ny.

(A.2)
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Rearranging, we get

b′00 = b00, b′10 = b10 cos θ − be11 sin θ,

b′e11 = be11 cos θ + b10 sin θ, b′o11 = b11,

b′20 = b20 −
√

3 sin θ cos θbe21 −
√

5
4π

3
2

sin2θ(n2
z − n2

x),

b′e21 = (cos2θ − sin2θ)be21 + 3

√
5

12π
sin θ cos θ(n2

z − n2
x),

b′o21 = bo21 cos θ − bo22 sin θ,

b′e22 = be22 + cos θ sin θ be21 +

√
5

12π
3
2

sin2θ(n2
z − n2

x),

b′o22 = bo22 cos θ + bo21 sin θ.
(A.3)

As shown in (A.3), b′00, b′10, b′e10, b′o11, b′o21 and b′o22 are lin-
ear combinations of basis images at the frontal pose. For b′20,
b′e21 and b′e22, we need to have (n2

z − n2
x) which is not known.

From [4], we know that if the sphere is illuminated by a single
directional source in a direction other than the z direction,
the reflectance obtained would be identical to the kernel, but
shifted in phase. Shifting the phase of a function distributes
its energy between the harmonics of the same order n (vary-
ing m), but the overall energy in each order n is maintained.
The quality of the approximation, therefore, remains the
same. This can be verified by b′210 +b′e211 +b′o2

11 = b2
10 +be211 +bo2

11

for the order n = 1. Noticing that b′o2
21 + b′o2

22 = bo2
21 + bo2

22, we
still need b′220 + b′e221 + b′e222 = b2

20 + be221 + be222 to preserve the
energy for the order n = 2.

Let G = 3
√

5/12π sin2θ(n2
z − n2

x) and also let H =
3
√

5/12π sin θ cos θ(n2
z − n2

x), we have

b′20 = b20 −
√

3 sin θ cos θ be21 −
√

3
2
G,

b′e21 =
(
cos2θ − sin2θ

)
be21 +H ,

b′e22 = be22 + cos θ sin θ be21 +
1
2
G.

(A.4)

Then

b′220 + b′e221 + b′e222

= b2
20 + be221 + be222 +

3G2

4
− 2
√

3 sin θ cos θ b20b
e
21

−√3 b20G + 3 sin θ cos θG +H2 + 2
(
cos2θ − sin2θ

)
be21H

+
G2

4
+ 2 sin θ cos θ be22b

e
21 + be22G + sin θ cos θG

= b2
20 + be221 + be222 +G2 + 4 sin θ cos θ be21G

+
(
be22 −

√
3b20

)(
G + 2 sin θ cos θbe21

)
+H2

+2
(
cos2θ − sin2θ

)
be21H.

(A.5)

Having b′220 + b′e221 + b′e222 = b2
20 + be221 + be222 and H =

G(cos θ/ sin θ), we get

G2 + 2 sin θ cos θ be21G

+
(
be22 −

√
3 b20

)(
G sin2θ + 2 sin θ cos θ be21

) = 0,
(A.6)

and then (G + 2 sin θ cos θbe21)(G + sin2θ(be22 −
√

3b20)) = 0.

Two possible roots of the polynomial are G =
−2 sin θ cos θbe21 or G = −sin2θ(be22 −

√
3b20). Substituting

G = −2 sin θ cos θbe21 into (A.4) gives b′20 = b20, b′e21 = −be21,
b′e22 = be22, which is apparently incorrect. Therefore, we have
G = −sin2θ(be22−

√
3b20) andH = − cos θ sin θ(be22−

√
3b20).

Substituting them in (A.4), we get

b′20 = b20 −
√

3 sin θ cos θ be21 +

√
3

2
sin2θ

(
be22 −

√
3b20

)
,

b′e21 =
(
cos2θ − sin2θ

)
be21 − cos θ sin θ

(
be22 −

√
3b20

)
,

b′e22 = be22 + cos θ sin θ be21 −
1
2

sin2θ
(
be22 −

√
3b20

)
.

(A.7)

Using (A.3) and (A.7), we can write the basis images at the
rotated pose in the matrix form of the basis images at the
frontal pose, as shown in (3).

Assuming that there is an elevation angle −β after the
azimuth angle −θ and denoting by (n′′x ,n′′y ,n′′z ) the surface
normal for the new rotated view, we have⎡⎢⎣n′′xn′′y

n′′z

⎤⎥⎦ =
⎡⎢⎣1 0 0

0 cosβ − sinβ
0 sinβ cosβ

⎤⎥⎦
⎡⎢⎣n′xn′y
n′z

⎤⎥⎦ . (A.8)

Repeating the above derivation easily leads to the linear equa-
tions in (4) which relates the basis images at the new rotated
pose to the basis images at the old rotated pose.

Next, we show that the proved proposition is consistent
with the general rotation matrix of spherical harmonics. If
we use a ZYZ formulation for the general rotation, we have
Rθ,ω,β = Rz(ω)Ry(θ)Rz(β), the dependence of Dl on ω and β
is simple,Dl

m,m′(θ,ω,β) = dlm,m′(θ)eimωeim
′β where dl is a ma-

trix that defines how a spherical harmonic transforms under
rotation about the Y-axis. We can further decompose it into
a rotation of 90◦ about the X-axis, a general rotation θ about
the Z-axis followed finally by a rotation of −90◦ about the
X-axis [30]. Since

X∓90 =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

1 0 0 0 0 0 0 0 0
0 0 ±1 0 0 0 0 0 0
0 ∓1 0 0 0 0 0 0 0
0 0 0 1 0 0 0 0 0
0 0 0 0 0 0 0 ±1 0
0 0 0 0 0 −1 0 0 0
0 0 0 0 0 0 −1/2 0 −√3/2
0 0 0 0 ∓1 0 0 0 0
0 0 0 0 0 0 −√3/2 0 1/2

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
,

(A.9)

Zθ =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

1 0 0 0 0 0 0 0 0
0 cos θ 0 sin θ 0 0 0 0 0
0 0 1 0 0 0 0 0 0
0 −sin θ 0 cos θ 0 0 0 0 0
0 0 0 0 cos 2θ 0 0 0 sin 2θ
0 0 0 0 0 cos θ 0 sin θ 0
0 0 0 0 0 0 1 0 0
0 0 0 0 1 −sin θ 0 cos θ 0
0 0 0 0 −sin 2θ 0 0 0 cos 2θ

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
,

(A.10)
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it is easy to show that RY (θ) is exactly the same as shown in
(3) by taking the above equations into RY (θ) = X−90ZθX+90

and reorganizing the order of the spherical harmonics Yl,m.
Since (4) is derived similarly as (3), the rotation around the
x-axis can be proved to be the same as (4). This can also be
verified by taking the rotation angle β = ∓90◦ into (4) which
gives the same X∓90◦ as shown above.

ACKNOWLEDGMENT

This work is partially supported by a contract from UNISYS.

REFERENCES

[1] W. Zhao, R. Chellappa, P. J. Phillips, and A. Rosenfeld, “Face
recognition: a literature survey,” ACM Computing Surveys,
vol. 35, no. 4, pp. 399–458, 2003.

[2] V. Blanz and T. Vetter, “Face recognition based on fitting a 3D
morphable model,” IEEE Transactions on Pattern Analysis and
Machine Intelligence, vol. 25, no. 9, pp. 1063–1074, 2003.

[3] L. Zhang and D. Samaras, “Face recognition from a single
training image under arbitrary unknown lighting using spher-
ical harmonics,” IEEE Transactions on Pattern Analysis and
Machine Intelligence, vol. 28, no. 3, pp. 351–363, 2006.

[4] R. Basri and D. W. Jacobs, “Lambertian reflectance and linear
subspaces,” IEEE Transactions on Pattern Analysis and Machine
Intelligence, vol. 25, no. 2, pp. 218–233, 2003.

[5] R. Ramamoorthi, “Analytic PCA construction for theoretical
analysis of lighting variability in images of a Lambertian ob-
ject,” IEEE Transactions on Pattern Analysis and Machine Intel-
ligence, vol. 24, no. 10, pp. 1322–1333, 2002.

[6] Y. Tanabe, T. Inui, and Y. Onodera, Group Theory and Its Ap-
plications in Physics, Springer, Berlin, Germany, 1990.

[7] R. Ramamoorthi and P. Hanrahan, “A signal-processing
framework for reflection,” ACM Transactions on Graphics
(TOG), vol. 23, no. 4, pp. 1004–1042, 2004.

[8] Z. Yue, W. Zhao, and R. Chellappa, “Pose-encoded spherical
harmonics for robust: face recognition using a single image,”
in Proceedings of the 2nd International Workshop on Analysis
and Modelling of Faces and Gestures (AMFG ’05), vol. 3723,
pp. 229–243, Beijing, China, October 2005.

[9] L. Zhang and D. Samaras, “Face recognition under variable
lighting using harmonic image exemplars,” in Proceedings of
the IEEE Computer Society Conference on Computer Vision and
Pattern Recognition (CVPR ’03), vol. 1, pp. 19–25, Madison,
Wis, USA, June 2003.

[10] “3dfs-100 3 dimensional face space library (2002 3rd version),”
University of Freiburg, Germany.

[11] T. Sim, S. Baker, and M. Bsat, “The CMU pose, illumination,
and expression (PIE) database,” in Proceedings of the 5th IEEE
International Conference on Automatic Face and Gesture Recog-
nition (AFGR ’02), pp. 46–51, Washington, DC, USA, May
2002.

[12] P. N. Belhumeur, J. P. Hespanha, and D. J. Kriegman, “Eigen-
faces vs. fisherfaces: recognition using class specific linear pro-
jection,” IEEE Transactions on Pattern Analysis and Machine In-
telligence, vol. 19, no. 7, pp. 711–720, 1997.

[13] T. Sim and T. Kanade, “Illuminating the face,” Tech.
Rep. CMU-RI-TR-01-31, Robotics Institute, Carnegie Mellon
University, Pittsburgh, Pa, USA, 2001.

[14] B. Beyme, “Face recognition under varying pose,” Tech.
Rep. 1461, MIT AI Lab, Cambridge, Mass, USA, 1993.

[15] A. Pentland, B. Moghaddam, and T. Starner, “View-based and
modular eigenspaces for face recognition,” in Proceedings of
the IEEE Computer Society Conference on Computer Vision
and Pattern Recognition (CVPR ’94), pp. 84–91, Seattle, Wash,
USA, June 1994.

[16] W. T. Freeman and J. B. Tenenbaum, “Learning bilinear mod-
els for two-factor problems in vision,” in Proceedings of the
IEEE Computer Society Conference on Computer Vision and
Pattern Recognition (CVPR ’97), pp. 554–560, San Juan, Puerto
Rico, USA, June 1997.

[17] A. S. Georghiades, P. N. Belhumeur, and D. J. Kriegman,
“Illumination-based image synthesis: creating novel images of
humanfaces under differing pose and lighting,” in Proceedings
of the IEEE Workshop on Multi-View Modeling and Analysis
of Visual Scenes (MVIEW ’99), pp. 47–54, Fort Collins, Colo,
USA, June 1999.

[18] W. Zhao and R. Chellappa, “Symmetric shape-from-shading
using self-ratio image,” International Journal of Computer Vi-
sion, vol. 45, no. 1, pp. 55–75, 2001.

[19] R. Dovgard and R. Basri, “Statistical symmetric shape from
shading for 3D structure recovery of faces,” in Proceedings of
the 8th European Conference on Computer Vision (ECCV ’04),
pp. 99–113, Prague, Czech Republic, May 2004.

[20] W. Zhao and R. Chellappa, “SFS based view synthesis for ro-
bust face recognition,” in Proceedings of the 4th IEEE Interna-
tional Conference on Automatic Face and Gesture Recognition
(AFGR ’00), pp. 285–292, Grenoble, France, March 2000.

[21] Z. Yue and R. Chellappa, “Pose-normailzed view synthesis of
a symmetric object using a single image,” in Proceedings of the
6th Asian Conference on Computer Vision (ACCV ’04), pp. 915–
920, Jeju City, Korea, January 2004.

[22] S. K. Zhou, G. Aggarwal, R. Chellappa, and D. W. Jacobs, “Ap-
pearance characterization of linear lambertian objects, gen-
eralized photometric stereo, and illumination-invariant face
recognition,” IEEE Transactions on Pattern Analysis and Ma-
chine Intelligence, vol. 29, no. 2, pp. 230–245, 2007.

[23] T. F. Cootes, G. J. Edwards, and C. J. Taylor, “Active appearance
models,” IEEE Transactions on Pattern Analysis and Machine
Intelligence, vol. 23, no. 6, pp. 681–685, 2001.

[24] J. Xiao, S. Baker, I. Matthews, and T. Kanade, “Real-time com-
bined 2D+3D active appearance models,” in Proceedings of the
IEEE Computer Society Conference on Computer Vision and
Pattern Recognition (CVPR ’04), vol. 2, pp. 535–542, Washing-
ton, DC, USA, June-July 2004.

[25] S. Romdhani, J. Ho, T. Vetter, and D. J. Kriegman, “Face recog-
nition using 3-D models: pose and illumination,” Proceedings
of the IEEE, vol. 94, no. 11, pp. 1977–1999, 2006.

[26] P. Henrici, “Barycentric formulas for interpolating trigono-
metric polynomials and their conjugates,” Numerische Mathe-
matik, vol. 33, no. 2, pp. 225–234, 1979.

[27] T. Horprasert, Y. Yacoob, and L. S. Davis, “Computing 3-D
head orientation from a monocular image sequence,” in Pro-
ceedings of the 2nd International Conference on Automatic Face
and Gesture Recognition (AFGR ’96), pp. 242–247, Killington,
Vt, USA, October 1996.

[28] A. Criminisi, J. Shotton, A. Blake, C. Rother, and P. H. S. Torr,
“Efficient dense stereo with occlusions for new view-synthesis
by four-state dynamic programming,” International Journal of
Computer Vision, vol. 71, no. 1, pp. 89–110, 2007.



18 EURASIP Journal on Advances in Signal Processing

[29] C. Castillo and D. Jacobs, “Using stereo matching for 2-D face
recognition across pose,” in Proceedings of the IEEE Computer
Society Conference on Computer Vision and Pattern Recognition
(CVPR ’07), Minneapolis, Minn, USA, June 2007.

[30] R. Green, “Spherical harmonic lighting: the gritty details,” in
Proceedings of the Game Developers’ Conference (GDC ’03), San
Jose, Calif, USA, March 2003.



Hindawi Publishing Corporation
EURASIP Journal on Advances in Signal Processing
Volume 2008, Article ID 675787, 13 pages
doi:10.1155/2008/675787

Research Article
A Statistical Multiresolution Approach for Face Recognition
Using Structural Hidden Markov Models

P. Nicholl,1 A. Amira,2 D. Bouchaffra,3 and R. H. Perrott1

1 School of Electronics, Electrical Engineering and Computer Science, Queens University BT7 1NN, Belfast, UK
2 Electrical and Computer Engineering, School of Engineering and Design, Brunel University, London UB8 3PH, UK
3 Department of Mathematics and Computer Science, Grambling State University, Carver Hall, Room 281-C,
P.O. Box 1191, LA 71245, USA

Correspondence should be addressed to P. Nicholl, p.nicholl@qub.ac.uk

Received 30 April 2007; Revised 2 August 2007; Accepted 31 October 2007

Recommended by Juwei Lu

This paper introduces a novel methodology that combines the multiresolution feature of the discrete wavelet transform (DWT)
with the local interactions of the facial structures expressed through the structural hidden Markov model (SHMM). A range of
wavelet filters such as Haar, biorthogonal 9/7, and Coiflet, as well as Gabor, have been implemented in order to search for the best
performance. SHMMs perform a thorough probabilistic analysis of any sequential pattern by revealing both its inner and outer
structures simultaneously. Unlike traditional HMMs, the SHMMs do not perform the state conditional independence of the visible
observation sequence assumption. This is achieved via the concept of local structures introduced by the SHMMs. Therefore, the
long-range dependency problem inherent to traditional HMMs has been drastically reduced. SHMMs have not previously been
applied to the problem of face identification. The results reported in this application have shown that SHMM outperforms the
traditional hidden Markov model with a 73% increase in accuracy.

Copyright © 2008 P. Nicholl et al. This is an open access article distributed under the Creative Commons Attribution License,
which permits unrestricted use, distribution, and reproduction in any medium, provided the original work is properly cited.

1. INTRODUCTION

With the current perceived world security situation, govern-
ments, as well as businesses, require reliable methods to ac-
curately identify individuals, without overly infringing on
rights to privacy or requiring significant compliance on the
part of the individual being recognized. Person recognition
systems based on biometrics have been used for a signifi-
cant period for law enforcement and secure access. Both fin-
gerprint and iris recognition systems are proven as reliable
techniques; however, the method of capture for both lim-
its their versatility [1]. Although face recognition technol-
ogy is not as mature as other biometric verification meth-
ods, it is the subject of intensive research and may provide
an acceptable solution to some of the problems mentioned.
As it is the primary method used by humans to recognize
each other, and because an individual’s face image is already
stored in numerous locations, it is seen as a more acceptable
method of automatic recognition [2]. A robust face recogni-
tion solution has many potential applications. Business orga-
nizations are aware of the ever-increasing need for security,

this is mandated not only by both their own desire to protect
property and processes, but also by their workforce’s increas-
ing demands for workplace safety and security [3]. Local law
enforcement agencies have been using face recognition for
rapid identification of individuals suspected of committing
crimes. They have also used the technology to control ac-
cess at large public gatherings such as sports events, where
there are often watchlists of known trouble-makers. Simi-
larly, face recognition has been deployed in national ports-
of-entry, making it easier to prevent terrorists from entering
a country.

However, face recognition is a more complicated task
than fingerprint or iris recognition. This is mostly due to the
increased variability of acquired face images. Whilst controls
can sometimes be placed on face image acquisition, for ex-
ample, in the case of passport photographs, in many cases
this is not possible. Variation in pose, expression, illumi-
nation, and partial occlusion of the face therefore become
nontrivial issues that have to be addressed. Even when strict
controls are placed on image capture, variation over time of
an individual’s appearance is unavoidable, both in the short
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term (e.g., hairstyle change) and in the long term (aging pro-
cess). These issues all increase the complexity of the recogni-
tion task [4].

A multitude of techniques have been applied to face
recognition and they can be separated into two categories:
geometric feature matching and template matching. Geo-
metric feature matching involves segmenting the distinctive
features of the face, eyes, nose, mouth, and so on, and ex-
tracting descriptive information about them such as their
widths and heights. Ratios between these measures can then
be stored for each person and compared with those from
known individuals [5]. Template matching is a holistic ap-
proach to face recognition. Each face is treated as a two-
dimensional array of intensity values, which is compared
with other facial arrays. Techniques of this type include prin-
cipal component analysis (PCA) [6], where the variance
among a set of face images is represented by a number of
eigenfaces. The face images, encoded as weight vectors of the
eigenfaces, can be compared using a suitable distance mea-
sure [7, 8]. In independent component analysis (ICA), faces
are assumed to be linear mixtures of some unknown latent
variables. The latent variables are assumed non-Gaussian and
mutually independent, and they are called the independent
components of the observed data [9]. In neural network
models (NNMs), the system is supplied with a set of train-
ing images along with correct classification, thus allowing the
neural network to ascertain a weighting system to determine
which areas of an image are deemed most important [10].

Hidden Markov models (HMMs) [11], which have been
used successfully in speech recognition for a number of
decades, are now being applied to face recognition. Samaria
and Young used image pixel values to build a top-down
model of a face using HMMs. Nefian and Hayes [12] modi-
fied the approach by using discrete cosine transform (DCT)
coefficients to form observation vectors. Bai and Shen [13]
used discrete wavelet transform (DWT) [14] coefficients
taken from overlapping image subwindows taken from the
entire face image, whereas Bicego et al. [15] used DWT coef-
ficients of subwindows generated by a raster scan of the im-
age.

As HMMs are one dimensional in nature, a variety of
approaches have been adopted to try to represent the two-
dimensional structure of face images. These include the 1D
discrete HMM (1D-DHMM) approach [16], which models a
face image using two standard HMMs, one for observations
in the vertical direction and one for the horizontal direction.
Another approach is the pseudo-2D HMM (2D-PHMM)
[17], which is a 1D HMM, composed of super states to model
the sequence of columns in the image, in which each super
state is a 1D-HMM, itself modeling the blocks within the
columns. An alternative approach is the low-complexity 2D-
HMM (LC 2D-HMM) [18], which consists of a rectangu-
lar constellation of states, where both vertical and horizon-
tal transitions are supported. The complexity of the LC 2D-
HMM is considerably lower than that of the 2D-PHMM and
the two-dimensional HMM (2D-HMM), however, recogni-
tion accuracy is lower as a result. The hierarchical hidden
Markov models (HHMMs) introduced in [19] and applied
in video-content analysis [20] are capable of modeling the

complex multiscale structure which appears in many natural
sequences. However, the original HHMM algorithm is rather
complicated since it takes O(T3) time, where T is the length
of the sequence, making it impractical for many domains.

Although HMMs are effective in modeling statistical in-
formation [21], they are not suited to unfold the sequence of
local structures that constitutes the entire pattern. In other
words, the state conditional independence assumption inher-
ent to traditional HMMs makes these models unable to cap-
ture long-range dependencies. They are therefore not opti-
mal for handling structural patterns such as the human face.
Humans distinguish facial regions in part due to our ability
to cluster the entire face with respect to some features such
as colors, textures, and shapes. These well-organized clus-
ters sensed by the human’s brain are the facial regions such
as lips, hair, forehead, eyes, and so on. They are all com-
posed of similar symbols that unfold their global appear-
ances. One recently developed model for pattern recognition
is the structural hidden Markov model (SHMM) [22, 23].
To avoid the complexity problem inherent to the determina-
tion of the higher level states, the SHMM provides a way to
explicitly control them via an unsupervised clustering pro-
cess. This capability is offered through an equivalence re-
lation built in the visible observation sequence space. The
SHMMs approach allows both the structural and the statisti-
cal properties of a pattern to be represented within the same
probabilistic framework. This approach also allows the user
to weight substantially the local structures within a pattern
that are difficult to disguise. This provides an SHMM rec-
ognizer with a higher degree of robustness. Indeed, SHMMs
have been shown to outperform HMMs in a number of ap-
plications including handwriting recognition [22], but have
yet to be applied to face recognition. However, SHMMs are
well-suited to model the inner and outer structures of any
sequential pattern (such as a face) simultaneously.

As well as being used in conjunction with HMMs for face
recognition, DWT has been coupled with other techniques.
Its ability to localize information in terms of both frequency
and space (when applied to images) makes it an invaluable
tool for image processing. In [24], the authors use it to ex-
tract low frequency features, reinforced using linear discrim-
inant analysis (LDA). In [25], wavelet packet analysis is used
to extract rotation invariant features and in [5], the authors
use it to identify and extract the significant structures of the
face, enabling statistical measures to be calculated as a re-
sult. DWT has also been used for feature extraction in PCA-
based approaches [26, 27]. The Gabor wavelet in particular
has been used extensively for face recognition applications.
In [28], it is used along with kernel PCA to recognize faces
where a large degree of rotation is present, whereas in [29],
AdaBoost is employed to select the most discriminant Gabor
features.

The objective of the work presented in this paper is to de-
velop a hybrid approach for face identification using SHMMs
for the first time. The effect of using DWT for feature extrac-
tion is also investigated, and the influence of wavelet type is
analyzed.

The rest of this paper is organized as follows. Section 2
describes face recognition using an HMM/DWT approach.
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Section 3 proposes the use of SHMM for face recognition.
Section 4 describes the experiments that were carried out and
presents and analyzes the results obtained. Section 5 contains
concluding remarks.

2. RECOGNITION USING WAVELET/HMM

2.1. Mathematical background

(1) Discrete wavelet transform

In the last decade, DWT has been recognized as a powerful
tool in a wide range of applications, including image/video
processing, numerical analysis, and telecommunication. The
advantage of DWT over existing transforms such as discrete
Fourier transform (DFT) and DCT is that DWT performs a
multiresolution analysis of a signal with localization in both
time and frequency [14, 30]. In addition to this, functions
with discontinuities and functions with sharp spikes require
fewer wavelet basis vectors in the wavelet domain than sine-
cosine basis vectors to achieve a comparable approximation.
DWT operates by convolving the target function with wavelet
kernels to obtain wavelet coefficients representing the con-
tributions of wavelets in the function at different scales and
orientations.

DWT can be implemented as a set of filter banks, com-
prising a high-pass and low-pass filters. In standard wavelet
decomposition, the output from the low-pass filter can then
be decomposed further, with the process continuing recur-
sively in this manner. DWT can be mathematically expressed
by

DWTx(n)=

⎧
⎪⎨

⎪⎩

dj,k =
∑
x(n)h∗j

(
n− 2 jk

)
,

aj,k =
∑
x(n)g∗j

(
n− 2 jk

)
.

(1)

The coefficients dj,k refer to the detail components in sig-
nal x(n) and correspond to the wavelet function, whereas aj,k
refer to the approximation components in the signal. The
functions h(n) and g(n) in the equation represent the co-
efficients of the high-pass and low-pass filters, respectively,
whilst parameters j and k refer to wavelet scale and transla-
tion factors. Figure 1 illustrates DWT schematically.

For the case of images, the one-dimensional DWT can
be readily extended to two dimensions. In standard two-
dimensional wavelet decomposition, the image rows are
fully decomposed, with the output being fully decomposed
columnwise. In nonstandard wavelet decomposition, all the
rows are decomposed by one decomposition level followed
by one decomposition level of the columns.

The decomposition continues by decomposing the low
resolution output from each step, until the image is fully
decomposed. Figure 2 illustrates the effect of applying the
nonstandard wavelet transform to an image from the AT&T
Database of Faces [31]. The wavelet filter used, number of
levels of decomposition applied, and quadrants chosen for
feature extraction are dependent upon the particular appli-
cation. For the experiments described in this paper, the non-
standard DWT is used, which allows for the selection of ar-
eas with similar resolutions in both horizontal and vertical

directions to take place for feature extraction. For further in-
formation on DWT, see [32].

(2) Gabor wavelets

Gabor wavelets are similar to DWT, but their usage is dif-
ferent. A Gabor wavelet is convolved with an image either
locally at selected points in the image, or globally. The out-
put reveals the contribution that a frequency is making to the
image at each location. A Gabor wavelet ψu,v(z) is defined as
[28]

ψu,v(z) =
∥
∥ku,v

∥
∥2

σ2
e−(‖ku,v‖2‖z‖2)/2σ2[

eiku,vz − e−σ2/2], (2)

where z = (x, y) is the point with the horizontal coordinate x
and the vertical coordinate y. The parameters u and v define
the orientation and scale of the Gabor kernel, ‖·‖ defines the
norm operator, and σ is related to the standard deviation of
the Gaussian window in the kernel and determines the ratio
of the Gaussian window width to the wavelength. The wave
vector ku, v is defined as follows:

ku,v = kve
iφu , (3)

where kv = kmax / f v and φu = πμ/n if n different orienta-
tions have been chosen. kmax is the maximum frequency, and
f v is the spatial frequency between kernels in the frequency
domain.

(3) Hidden markov models

HMMs are used to characterize the statistical properties of a
signal [11]. They have been used in speech recognition ap-
plications for many years and are now being applied to face
recognition. An HMM consists of a number of nonobserv-
able states and an observable sequence, generated by the in-
dividual hidden states. Figure 3 illustrates the structure of a
simple HMM.

HMMs are defined by the following elements.

(i) N is the number of hidden states in the model.
(ii) M is the number of different observation symbols.

(iii) S = {S1, S2, . . . , SN} is the finite set of possible hidden
states. The state of the model at time t is given by qt ∈
S, 1 ≤ t ≤ T , where T is the length of the observation
sequence.

(iv) A = {ai j} is the state transition probability matrix,
where

ai j = P
[
qt+1 = Sj | qt = Si

]
, 1 ≤ i, j ≤ N , (4)

with

0 ≤ ai, j ≤ 1,
N∑

j=1

ai j = 1, 1 ≤ i ≤ N.
(5)
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Figure 1: A three-level wavelet decomposition system.
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Figure 2: Wavelet transform of image: (a) original image, (b) 1-
level Haar decomposition, (c) complete decomposition.

a11 a22 a33 a44

a12 a23 a34

a13 a24

1 2 3 4

Figure 3: A simple left-right HMM.

(i) B = {bj(k)} is the emission probability matrix, indi-
cating the probability of a specified symbol being emit-
ted given that the system is in a particular state, that is,

bj(k) = P
[
Ot = k | qt = Sj

]
(6)

with 1 ≤ j ≤ N and Ot is the observation symbol at
time t.

Face image being
segmented into strips

j

k

Face strip being
segmented into blocks

Face blockj

k

p

p

· · ·

···

Figure 4: An illustration showing the creation of the block se-
quence.

(ii) Π = {πi} is the initial state probability distribution,
that is,

πi = P[q1 = Si], 1 ≤ i ≤ N , (7)

with πi ≥ 0 and
∑ N

i=1πi = 1.
An HMM can therefore be succinctly defined by the
triplet

λ = (A,B,Π). (8)

HMMs are typically used to address three unique
problems [11].

(i) Evaluation. Given a model λ and a sequence of obser-
vationsO, what is the probability thatO was generated
by model λ, that is, P(O | λ).

(ii) Decoding. Given a model λ and a sequence of ob-
servations O, what is the hidden state sequence q∗

most likely to have produced O, that is, q∗ =
arg max q[P(q | λ,O)].

(iii) Parameter estimation. Given an observation sequence
O, what model λ is most likely to have produced O.

For further information on HMMs, see [11].

2.2. Recognition process

(1) Training

The first phase of identification is feature extraction. In the
cases where DWT is used, each face image is divided into
overlapping horizontal strips of height j pixels where the
strips overlap by p pixels. Each horizontal strip is subse-
quently segmented vertically into blocks of width k pixels,
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with overlap of p. This is illustrated in Figure 4. For an im-
age of width w and height h, there will be approximately
(((h/( j − p)) + 1)∗(w/(k − p)) + 1) blocks.

Each block then undergoes wavelet decomposition, pro-
ducing an average image and a sequence of detail images.
This can be shown as [aJ, {d1

j ,d
2
j ,d

3
j } j=1,...,J] where aJ refers to

the approximation image at the Jth scale and dkj is the detail
image at scale j and orientation k. For the work described,
4-level wavelet decomposition is employed, producing a vec-
tor with one average image and twelve detail images. The L2
norms of the wavelet detail images are subsequently calcu-
lated and it is these that are used to form the observation
vector for that block. The L2 norm of an image is simply the
square root of the sum of all the pixel values squared. As three
detail images are produced at each decomposition level, the
dimension of a block’s observation vector will be three times
the level of wavelet decomposition carried out. The image
norms from all the image blocks are collected from all im-
age blocks, in the order the blocks appear in the image, from
left to right and from top to bottom, this forms the image’s
observation vector [13].

In the case of Gabor being used for feature extraction,
the image is convolved with a number of Gabor filters, with 4
orientations and 6 scales being used. The output images are
split into blocks in the same manner as that used for DWT.
For each block, the L2 norm is calculated. Therefore, each
block from the original image can be represented by a feature
vector with 24 values (4 orientations × 6 scales). The image’s
observation vector is then constructed in the same manner as
for DWT, with the features being collected from each block
in the image, from left to right and from top to bottom.

This vector, along with the observation vectors from all
other training images of the same individual, is used to train
the HMM for this individual using maximum likelihood
(ML) estimation. As the detail image norms are real values,
a continuous observation HMM is employed. One HMM is
trained for each identity in the database.

(2) Testing

A number of images are used to test the accuracy of the face
recognition system. In order to ascertain the identity of an
image, a feature vector for that image is created in the same
way as for those images used to train the system. For each
trained HMM, the likelihood of that HMM producing the
observation vector is calculated. As the identification process
assumes that all probe images belong to known individuals,
the image is classified as the identity of the HMM that pro-
duces the highest likelihood value.

3. STRUCTURAL HIDDEN MARKOV MODELS

3.1. Mathematical background

One of the major problems of HMMs is due to the state con-
ditional independence assumption that prevents them from
capturing long-range dependencies. These dependencies of-
ten exhibit structural information that constitute the entire
pattern. Therefore, in this section, the mathematical expres-

sion of SHMMs is introduced. The entire description of the
SHMM can be found in [22, 23].

Let O = (O1,O2, . . . ,Os) be the time series sequence
(the entire pattern) made of s subsequences (also called
subpatterns). The entire pattern can be expressed as: O =
(o11o12 . . . o1r1 , . . . , os1, os2, . . . , osrs), where r1 is the number
of observations in subsequence O1 and r2 is the number
of observations in subsequence O2, and so forth, such that
∑ i=s

i=1ri = T . A local structure Cj is assigned to each sub-
sequence Oi. Therefore, a sequence of local structures C =
(C1,C2, . . . ,Cs) is generated from the entire pattern O. The
probability of a complex pattern O given a model λ can be
written as

P(O | λ) =
∑

C

P(O,C | λ). (9)

Therefore, we need to evaluate P(O,C | λ). The model λ is
implicitly present during the evaluation of this joint proba-
bility, so it is omitted. We can write

P(O,C) = P(C,O) = P(C | O)× P(O)

= P
(
Cs | Cs−1 · · ·C2C1Os · · ·O1

)

× P(Cs−1 · · ·C2C1 | Os · · ·O1
)× P(O).

(10)

It is assumed that Ci depends only on Oi and Ci−1, and the
structure probability distribution is a Markov chain of order
1. It has been proven in [22] that the likelihood function of
the observation sequence can be expressed as

P(O | λ) ≈
∑

C

[ s∏

i=1

P
(
Ci | Oi

)
P
(
Ci | Ci−1

)

P
(
Ci
) × P(O)

]

. (11)

The organization (or syntax) of the symbols oi = ouv is in-
troduced mainly through the term P(Ci | Oi) since the tran-
sition probability P(Ci | Ci−1) does not involve the interrela-
tionship of the symbols oi. Besides, the term P(O) of (11) is
viewed as a traditional HMM.

Finally, an SHMM can be defined as follows.

Definition 1. A structural hidden Markov model is a quintu-
ple λ = [π, A, B, C, D], where

(i) π is the initial state probability vector;
(ii) A is the state transition probability matrix;

(iii) B is the state conditional probability matrix of the vis-
ible observations,

(iv) C is the posterior probability matrix of a structure
given a sequence of observations;

(v) D is the structure transition probability matrix.

An SHMM is characterized by the following elements.

(i) N is the number of hidden states in the model. The
individual states are labeled as 1, 2, . . . ,N , and denote
the state at time t as qt.

(ii) M is the number of distinct observations oi.
(iii) π is the initial state distribution, where πi = P(q1 = i)

and 1 ≤ i ≤ N ,
∑

iπi = 1.
(iv) A is the state transition probability distribution ma-

trix: A = {ai j}, where ai j = P(qt+1 = j | qt = i) and
1 ≤ i, j ≤ N ,

∑
jai j = 1.
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C1 C2 Ci Cm

O1 O2 Oi Om

o11 o12 · · · o1r1 o21 o22 · · · o2r2 · · · om1 om2 · · · oT(mrm)

q11 q12 · · · q1r1 q21 q22 · · · q2r2 · · · qm1 qm2 · · · qT(mrm)

Figure 5: A graphical representation of a first-order structural hidden Markov model.

(v) B is the state conditional probability matrix of the ob-
servations, B = {bj(k)}, in which bj(k) = P(ok | qj),
1 ≤ k ≤ M, and 1 ≤ j ≤ N ,

∑
kbj(k) = 1. In the

continuous case, this probability is a density function
expressed as a finite weighted sum of Gaussian distri-
butions (mixtures).

(vi) F is the number of distinct local structures.
(vii) C is the posterior probability matrix of a structure

given its corresponding observation sequence: C =
ci( j), where ci( j) = P(Cj | Oi). For each particular
input string Oi, we have

∑
j ci( j) = 1.

(viii) D is the structure transition probability matrix: D =
{di j}, where di j = P(Ct+1 = j | Ct = i),

∑
jdi j = 1,

1 ≤ i, j ≤ F.

Figure 5 depicts a graphical representation of an SHMM of
order 1. The problems that are involved in an SHMM can
now be defined.

3.2. Problems assigned to a structural HMM

There are four problems that are assigned to an SHMM: (i)
probability evaluation, (ii) statistical decoding, (iii) struc-
tural decoding, and (iv) parameter estimation (or training).

(i) Probability evaluation. Given a model λ and an obser-
vation sequence O = (O1, . . . ,Os), the goal is to evalu-
ate how well does the model λ match O.

(ii) Statistical decoding. In this problem, an attempt is
made to find the best state sequence. This problem is
similar to problem 2 of the traditional HMM and can
be solved using Viterbi algorithm as well.

(iii) Structural decoding. This is the most important prob-
lem. The goal is to determine the “optimal local struc-
tures of the model.” For example, the shape of an ob-
ject captured through its external contour can be fully
described by the local structures sequence: 〈round,
curved, straight,..., slanted, concave, convex,...,〉. Sim-
ilarly, a primary structure of a protein (sequence of
amino acids) can be described by its secondary struc-
tures such as “Alpha-Helix,” “Beta-Sheet,” and so forth.
Finally, an autonomous robot can be trained to recog-
nize the components of a human face described as a

sequence of shapes such as 〈round (human head), ver-
tical line in the middle of the face (nose), round (eyes),
ellipse (mouth),...,〉.

(iv) Parameter estimation (Training). This problem con-
sists of optimizing the model parameters λ =
[π, A, B, C, D] to maximize P(O | λ). We now define
each problem involved in an SHMM in more details.

(1) Probability evaluation

The evaluation problem in a structural HMM consists of de-
termining the probability for the model λ = [π, A, B, C, D]
to produce the sequence O. From (11), this probability can
be expressed as

P(O | λ) =
∑

C

P(O,C | λ) =
∑

C

{ s∏

i=1

ci(i)× di−1,i

P
(
Ci
)

}

×
∑

q

πq1bq1

(
o1
)
aq1q2bq2

(
o2
) · · · aq(T−1)qT bqT

(
oT
)
.

(12)

(2) Statistical decoding

The statistical decoding problem consists of determining the
optimal state sequence q∗ = arg max q(P(Oi, q | λ)) that best
“explains” the sequence of symbols within Oi. It is computed
using Viterbi algorithm as in traditional HMM’s.

(3) Structural decoding

The structural decoding problem consists of determining the
optimal structure sequence C∗ = 〈C∗1 ,C∗2 , . . . ,C∗t 〉 such that

C∗ = arg max
C

P(O,C | λ). (13)

We define

δt(i) = max
C

[
P
(
O1,O2, . . . ,Ot,C1,C2, . . . ,Ct = i | λ)] (14)
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that is, δt(i) is the highest probability along a single path,
at time t, which accounts for the first t strings and ends in
structure i. Then, by induction we have

δt+1( j) = [max
i
δt(i)di j

]
ct+1( j)

P
(
Ot+1

)

P
(
Cj
) . (15)

Similarly, this latter expression can be computed using
Viterbi algorithm. However, δ is estimated in each step
through the structure transition probability matrix. This op-
timal sequence of structures describes the structural pattern
piecewise.

(4) Parameter estimation (training): the estimation of
the density function

P(Cj | Oi) ∝ P(Oi | Cj) is established through a weighted
sum of Gaussian mixtures. The mathematical expression of
this estimation is

P
(
Oi | Cj

) ≈
m=R∑

r=1

αj,rN
(
μj,r ,Σ j,r ,Oi

)
, (16)

where N(μj,r ,Σ j,r ,Oi) is a Gaussian distribution with mean
μj,r and covariance matrix Σ j,r . The mixing terms are subject

to the constraint
∑m=R

r=1 αj,r = 1.
This Gaussian mixture posterior probability estimation

technique obeys the exhaustivity and exclusivity constraint
∑

j ci( j) = 1. This estimation enables the entire matrix C
to be built. The Baum-Welch optimization technique is used
to estimate the matrix D . The other parameters, π = {πi},
A = {ai j}, B = {bj(k)}, were estimated like in traditional
HMM’s [33].

(5) Parameter reestimation

Many algorithms have been proposed to re-estimate the pa-
rameters for traditional HMM’s. For example, Djurić and
chun [34] used “Monte Carlo Markov chain” sampling
scheme. In the structural HMM paradigm, we have used a
“forward-backward maximization” algorithm to re-estimate
the parameters contained in the model λ. We used a bottom-
up strategy that consists of re-estimating {πi}, {ai j}, {bj(k)}
in the first phase and then re-estimating {cj(k)} and {di j} in
the second phase. Let us define

(i) ξr(u, v) as the probability of being at structure u at
time r and structure v at time (r + 1) given the model λ and
the observation sequence O. We can write

ξr(u, v) = P
(
qr = u, qr+1 = v | λ,O

)

= P
(
qr = u, qr+1 = v,O | λ)

P(O | λ)
.

(17)

Using Bayes formula, we can write

ξr(u, v) = P
(
O1O2 · · ·Or , qr = u | λ)duvPv(Or+1)

P
(
O1O2 . . . OT | λ

)

× P
(
Or+2Or+3 · · ·OT | qr = v, λ

)

P
(
O1O2 · · ·OT | λ

) .

(18)

Then we define the following probabilities:

(i) αr(u) = P(O1O2 · · ·Or , qr = u | λ),
(ii) βr(u) = P(Or+1Or+2 · · ·OT | qr = u, λ),

(iii) Pv(Or+1) = P(qr+1 = v | Or+1)× P(Or+1)/P(qr+1 = v),

therefore,

ξr(u, v) = αr(u)duvsr+1(v)P(Or+1)βr+1(v)

P(O1O2 · · ·OT | λ)P(qr+1 = v)
. (19)

We need to compute the following:

(i) P(Or+1) = P(o1
r+1 · · · okr+1 | λ) = ∑

all qP(Or+1 |
q, λ)P(q | λ) =∑ q1,...,qT πq1bq1 (o1)aq1q2 · · · bqk (ok),

(ii) P(qr+1 = v) =∑ jP(qr+1 = v | qr = j),
(iii) The term P(O1O2 · · ·OT | λ) requires π, A, B, C,

D . However, the parameters π, A, and B can be
re-estimated as in traditional HMM. In order to re-
estimate C and D , we define

γr(u) =
N∑

v=1

ξr(u, v). (20)

Then we compute the improved estimates of cv(r) and duv as

d̂uv =
∑ T−1

r=1 ξr(u, v)
∑ T−1

r=1 γr(u)
, (21)

ĉv(r) =
∑ T−1

r=1,Or=vr γr(v)
∑ T

r=1γr(v)
. (22)

From (22), we derive

ĉr(v) = ĉv(r)×
P̂
(
qr = v

)

P̂(Or)
. (23)

We calculate improved ξr(u, v), γr(u), d̂uv, and ĉr(v) re-
peatedly until some convergence criterion is achieved.
We have used the Baum-Welch algorithm also known as
forward-backward (an example of a generalized expectation-
maximization algorithm) to iteratively compute the esti-

mates d̂uv and ĉr(v).
The stopping or convergence criterion that we have se-

lected in line 8 halts learning when no estimated transi-
tion probability changes more than a predetermined positive
amount ε. Other popular stopping criteria (e.g., as the one
based on overall probability that the learned model could
have produced the entire training data) can also be used.
However, these two criteria can produce only a local opti-
mum of the likelihood function, they are far from reaching a
global optimum.

3.3. Novel SHMM modeling for human
face recognition

(1) Feature extraction

SHMM modeling of the human face has never been under-
taken by any researchers or practitioners in the biometric
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(1) Begin initialize d̂uv , ĉr(v), training sequence, convergence criterion ε
(2) repeat
(3) z ← z + 1

(4) compute d̂(z) from d(z − 1) and c(z − 1) using (21)
(5) compute ĉ(z) from d(z − 1) and c(z − 1) using (22)

(6) duv(z) ← d̂uv(z − 1)
(7) crv(z) ← ĉrv(z − 1)
(8) until max u,r,v[duv(z)− duv(z − 1), crv(z)− crv(z − 1)] < ε (convergence achieved)

(9) return duv ← d̂uv(z); crv ← ĉrv(z)
(10) End

Algorithm 1

O1 O2 O3 O4 O5 O6· · ·
Hair Forehead Ears Eyes Nose Mouth

Figure 6: A faceO is viewed as an ordered sequence of observations
Oi. Each Oi captures a significant facial region such as “hair,” “fore-
head,” “eyes,” “nose,” “mouth,” and so on. These regions come in a
natural order from top to bottom and left to right.

O11 O12 O13

O14 O15 O16

An observation sequence Oi

Its local structure Ci

Figure 7: A block Oi of the whole face O is a time-series of norms
assigned to the multiresolution detail images. This block belongs to
the local structure “eyes.”

community. Our approach of adapting the SHMM’s machine
learning to recognize human faces is novel. The SHMM ap-
proach to face recognition consists of viewing a face as a se-
quence of blocks of information Oi which is a fixed-size two-
dimensional window. Each block Oi belongs to some prede-

fined facial regions as depicted in Figure 6. This phase in-
volves extracting observation vector sequences from subim-
ages of the entire face image. As with recognition using stan-
dard HMMs, DWT is used for this purpose. The observation
vectors are obtained by scanning the image from left to right
and top to bottom using the fixed-size two-dimensional win-
dow and performing DWT analysis at each subimage. The
subimage is decomposed to a certain level and the energies of
the subbands are selected to form the observation sequence
Oi for the SHMM. If Gabor filters are used, the original im-
age is convolved with a number of Gabor kernels, produc-
ing 24 output images. These images are then divided into
blocks using the same fixed-size two-dimensional window
as for DWT. The energies of these blocks are calculated and
form the observation sequence Oi for the SHMM. The local
structures Ci of the SHMM include the facial regions of the face.
These regions are hair, forehead, ears, eyes, nose, mouth, and
so on. However, the observation sequence Oi corresponds to
the different resolutions of the block images of the face. The
sequence of norms of the detail images dkj represents the obser-
vation sequence Oi. Therefore, each observation sequence Oi

is a multidimensional vector. Each block is assigned one and
only one facial region. Formally, a local structure Cj is simply
an equivalence class that gathers all “similar” Oi. Two vectors
O′i s (two sets of detail images) are equivalent if they share the
same facial region of the human face. In other words, the facial
regions are all clusters of vectors O′i s that are formed when
using the k-means algorithm. Figure 7 depicts an example of
a local structure and its sequence of observations. This mod-
eling enables the SHMM to be trained efficiently since several
sets of detail images are assigned to the same facial region.

(2) Face recognition using SHMM

The training phase of the SHMM consists of building a
model λ = [π, A, B, C, D] for each human face during a
training phase. Each parameter of this model will be trained
through the wavelet multiresolution analysis applied to each
face image of a person. The testing phase consists of decom-
posing each test image into blocks and automatically assign-
ing a facial region to each one of them. As the structure of
a face is significantly more complex than other applications
for which SHMM has been employed [22, 23], this phase is
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(a)

(b)

Figure 8: Samples of faces from (a) the AT&T Database of Faces
[17] and (b) the Essex Faces95 database [35]. The images contain
variation in pose, expression, scale, and illumination, as well as
presence/absence of glasses.

conducted via the k-means clustering algorithm. The value of
k corresponds to the number of facial regions (or local struc-
tures) selected a priori. The selection of this value was based
in part upon visual inspection of the output of the cluster-
ing process for various values of k. When k equalled 6, the
clustering process appeared to perform well, segmenting the
face image into regions such as forehead, mouth, and so on.
Each face is expressed as a sequence of blocks Oi with their
facial regions Ci. The recognition phase will be performed by
computing the model λ∗ in the training set (database) that
maximizes the likelihood of a test face image.

4. EXPERIMENTS

4.1. Data collection

Experiments were carried out using three different training
sets. The AT&T (formerly ORL) Database of Faces [17] con-
tains ten grayscale images each of forty individuals. The im-
ages contain variation in lighting, expression, and facial de-
tails (e.g., glasses/no glasses). Figure 8(a) shows some im-
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Figure 9: Cumulative match scores for FERET database using Haar
wavelet.

ages taken from the AT&T Database. The second database
used was the Essex Faces95 database [35], which contains
twenty color images each of seventy-two individuals. These
images contain variation in lighting, expression, position,
and scale. Figure 8(b) shows some images taken from the
Essex database. For the purposes of the experiments carried
out, the Essex faces were converted to grayscale prior to train-
ing. The third database used was the Facial Recognition Tech-
nology (FERET) grayscale database [36, 37]. Images used for
experimentation were taken from the fa (regular facial ex-
pression), fb (alternative facial expression), ba (frontal “b”
series), bj (alternative expression to ba), and bk (different
illumination to ba) images sets. Those individuals with at
least five images (taken from the specified sets) were used
for experimentation. This resulted in a test set of 119 indi-
viduals. These images were rotated and cropped based on
the known eye coordinate positions, followed by histogram
equalization. Experimentation was carried out using Matlab
on a 2.4 Ghz Pentium 4 PC with 512 Mb of memory.

4.2. Face identification results using wavelet/HMM

The aim of the initial experiments was to investigate the ef-
ficacy of using wavelet filters (DWT/Gabor) for feature ex-
traction with HMM-based face identification. A variety of
DWT filters were used, including Haar, biorthogonal9/7, and
Coiflet(3). The observation vectors were produced as de-
scribed in Section 2, with both height j and width k of
observation blocks equalling 16, with overlap of 4 pixels.
The size of the blocks was chosen so that significant struc-
tures/textures could be adequately represented within the
block. The overlap value of 4 was deemed large enough to
allow structures (e.g., edges) that straddled the edge of one
block to be better contained within the next block. Wavelet
decomposition was carried out to the fourth decomposition
level (to allow a complete decomposition of the image). In
the case of Gabor filters, 6 scales and 4 orientations were
used, producing an observation blocks of size 24.
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Figure 10: Cumulative match scores for FERET database using
Biorthogonal9/7 wavelet.
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Figure 11: Cumulative match scores for FERET database using
Coiflet(3) wavelet.

The experiments were carried out using five-fold cross
validation. This involved splitting the set of training images
for each person into five equally sized sets and using four of
the sets for system training with the remainder being used
for testing. The experiments were repeated five times with
a different set being used for testing each time to provide a
more accurate recognition figure. Therefore, with the AT&T
database, eight images were used for training and two for
testing during each run. When using the Essex95 database,
sixteen images were used for training and four for testing
during each run. For the FERET database, four images per
individual were used for training, with the remaining image
being used for testing.

One HMM was trained for each individual in the
database. During testing, an image was assigned an identity
according to the HMM that produced the highest likelihood
value. As the task being performed was face identification,

Table 1: Comparison of HMM face identification accuracy when
performed in the spatial domain and with selected wavelet filters
(%).

AT&T Essex95 FERET

Spatial 87.5 71.9 31.1

Haar 95.75 84.2 35.8

Biorthogonal 9/7 93.5 78.0 37.5

Coiflet(3) 96.5 85.6 40.5

Gabor 96.8 85.9 42.9
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Figure 12: Cumulative match scores for FERET database using Ga-
bor features.

it was assumed that all testing individuals were known indi-
viduals. Accuracy of an individual run is thus defined as the
ratio of correct matches to the total number of face images
tested, with final accuracy equalling the average accuracy fig-
ures from each of the five cross-validation runs. The accuracy
figures for HMM face recognition performed in both the spa-
tial domain and using selected wavelet filters are presented in
Table 1.

As can be seen from Table 1, the use of DWT for feature
extraction improves recognition accuracy. With the AT&T
database, accuracy increased from 87.5%, when the observa-
tion vector was constructed in the spatial domain, to 96.5%
when the Coiflet(3) wavelet was used. This is a very substan-
tial 72% decrease in the rate of false classification. The in-
crease in recognition rate is also evident for the larger Essex95
database. Recognition rate increased from 71.9% in the spa-
tial domain to 84.6% in the wavelet domain. As before, the
Coiflet(3) wavelet produced the best results. Recognition rate
also increased for the FERET database, with the recognition
rate increasing from 31.1% in the spatial domain to 40.5% in
the wavelet domain. DWT has been shown to improve recog-
nition accuracy when used in a variety of face recognition ap-
proaches, and clearly this benefit extends to HMM-based face
recognition. Using Gabor filters increased recognition results
even further. The identification rate for the AT&T database
rose to 96.8% and the Essex figure became 85.9%.
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Table 2: Comparison of face identification accuracy when performed using wavelet/HMM and wavelet/SHMM (%).

AT&T Essex FERET

DTW/HMM DWT/SHMM DWT/HMM DWT/SHMM DWT/HMM DWT/SHMM

Haar 95.75 97.5 84.2 89.4 35.8 62.0

Biorthogonal 9/7 93.5 95.1 78.0 84.6 37.5 63.9

Coiflet(3) 96.5 97.8 85.6 90.7 40.5 65.2

Gabor 96.8 97.3 85.9 88.7 42.9 58.7

Table 3: Comparative results on AT&T database.

Method Accuracy (%) Ref.

DCT/HMM 84 [12]

ICA 85 [38]

Weighted PCA 88 [39]

Gabor filters and rank correlation 91.5 [40]

2D-PHMM 94.5 [17]

NMF 96 [41]

LFA 97 [42]

DWT/SHMM 97 (Proposed)

Table 4: Comparison of training and classification times for AT&T
database images (s).

Training time Classification time

per image per image

Spatial/HMM 7.24 22.5

DWT/HMM 1.09 1.19

DWT/SHMM 4.31 3.45

4.3. Face identification results using wavelet/SHMM

The next set of experiments was designed to establish if
SHMM provided a benefit over HMM for face recogni-
tion. Where appropriate, the same parameters were used for
SHMM as for HMM (such as block size). The experiments
were carried out solely in the wavelet domain, due to the
benefits identified by the previous results. The recognition
accuracy for SHMM face recognition is presented in Table 2.
In addition, Figures 9 to 12 present the cumulative match
score graphs for the FERET database.

As can be seen from the results, the use of SHMM in-
stead of HMM increases recognition accuracy in all cases
tested. Indeed, the incorrect match rate for Haar/SHMM is
40% lower than the equivalent figure for Haar/HMM when
tested using the AT&T database. This is a significant increase
in accuracy.

The most significant increases in performance, how-
ever, were for the FERET dataset. The use of 5-fold cross-
validation constrained options when it came to choosing im-
ages for experimentation. As the system was not designed
to handle images with any significant degree of rotation,
they were selected from those subsets which were deemed
suitable—Fa, Fb, ba, bj, and bk. Within these subsets, how-

ever, there was variation in illumination, pose, scale, and ex-
pression. Most significantly, the “b” set images were captured
in different sessions from the images in the “F” sets. Coupled
with the number of identities in the FERET dataset that were
used (119), the variation among the images made this a dif-
ficult task for a face identification system. It is for this reason
that the recognition rates for wavelet/HMM are rather low
for this database, ranging from 35.8% when Haar was used
to 42.9% for Gabor. The recognition rates increase dramati-
cally though when SHMM is used. 62.9% of images are cor-
rectly identified when Haar is used, with a more modest in-
crease to 58.7% for Gabor filters. The Coiflet(3) wavelet pro-
duces the best results, with 65.2% correctly identified, as op-
posed to 40.5% for wavelet/HMM. In many face recognition
applications, it is less important that an individual is recog-
nized correctly than it is that an individual’s identity appears
within the top x matches, where x could be, perhaps, 10. The
cumulative match score graphs allow for this information to
be retrieved. SHMM provides a substantial benefit in cases
where the top x matches can be considered. For example, us-
ing the Biorthogonal9/7 wavelet, the correct identity appears
within the top 10 matches 60.2% of the time. This increases
to 81.3% with SHMM. If the Haar wavelet is used, the figure
increases from 65.0% to 82.9%.

Experiments were also carried out to enable comparison
of the results with those reported in the literature. Although
the ability to compare works was an important consideration
in the creation of the FERET database, many authors use sub-
sets from it that match their particular requirements. There
are, however, many studies employing the AT&T database
that use 50% of the database images for training and the re-
maining 50% for testing. With this in mind, an experiment
was performed with these characteristics. Table 3 shows that
the DWT/SHMM approach performs well when compared
with other techniques that have used this data set.

In addition to recognition accuracy, an important factor
in a face recognition system is the time required for both sys-
tem training and classification. As can be seen from Table 4,
this is reduced substantially by the use of DWT. Feature ex-
traction and HMM training took approximately 7.24 seconds
per training image when this was performed in the spatial
domain using the AT&T database, as opposed to 1.09 sec-
onds in the wavelet domain, even though an extra step was
required (transformation to wavelet domain). This is a very
substantial time difference and is due to the fact that the
number of observations used to train the HMM is reduced
by a factor of almost 30 in the wavelet domain. The time ben-
efit realized by using DWT is even more obvious during the
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recognition stage, as the time required is reduced from 22.5
seconds to 1.19 seconds.

SHMM does increase the time taken for both training
and classification, although this is offset by the improvement
in recognition accuracy. Fortunately, the increase in time
taken for classification is still a vast improvement on the time
taken for HMM recognition in the spatial domain. The time
taken for classification is particularly important, as it is this
stage where real-time performance is often mandated.

5. CONCLUSION

In this paper, we have carried out an analysis of the benefits
of using DWT along with HMM for face recognition. In ad-
dition, a novel approach to this problem has been proposed,
based on the fusion of the DWT and, for the first time in the
field of face recognition, the SHMM. It is worth noting that
the SHMM allows both the statistical and the structural in-
formation of a pattern to be modeled within the same prob-
abilistic framework. The combination of the DWT and the
SHMM has been shown to outperform the combination of
DWT and HMM for face identification, as well as techniques
such as PCA and ICA. Our future work is twofold: we plan to

(i) study the effect of window size (block dimension) on
the SHMM model parameters and therefore on the ac-
curacy;

(ii) adapt the SHMM modeling to account for prior infor-
mation such as morphological differences of human
faces with respect to their geographical environment,
this external information will enhance the power of
generalization of the SHMMs.
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1. INTRODUCTION

It is believed by many that video-based facerecognition sys-
tems hold promise in certain applications where motion can
be usedas a cue for face segmentation and tracking, and the
presence of more data can increase recognition performance
[1]. However, these systems have their own challenges. They
require tracking the video sequence, as well as recognition
algorithms that are able to integrate information over the
entire video.

In this paper, we present a novel analysis-by-synthesis
framework for pose and illumination invariant, video-based
face recognition that is based on (i) learning joint illumina-
tion and motion models from video, (ii) synthesizing novel
views based on the learned parameters, and (iii) designing
measurements that can compare two time sequences while
being robust to outliers. We can handle a variety of lighting
conditions, including the presence of multiple point and
extended light sources, which is natural in outdoor environ-
ments (where face recognition performance is still relatively

poor [1–3]). We can also handle gradual and sudden changes
of lighting patterns over time. The pose and illumination
conditions in the gallery and probe can be completely
disjoint. We show experimentally that our method achieves
high identification rates under extreme changes of pose and
illumination.

1.1. Previous work

The proposed approach touches upon aspects of face recog-
nition, tracking and illumination modeling. We place our
work in the context of only the most relevant ones.

A broad review of face recognition is available in [1].
Recently, there have been a number of algorithms for pose
and/or illumination invariant face recognition, many of
which are based on the fact that the image of an object
under varying illumination lies in a lower-dimensional linear
subspace. In [4], the authors proposed a 3D spherical har-
monic basis morphable model (SHBMM) to implement a
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face recognition system given one single image under arbi-
trary unknown lighting. Another 3D face morphable model-
(3DMM-) based face recognition algorithm was proposed in
[5], but they use the Phong illumination model, estimation
of those parameters can be more difficult in the presence
of multiple and extended light sources. The authors in [6]
proposed to use Eigen light-fields and Fisher light-fields
to do pose invariant face recognition. The authors in [7]
introduced a probabilistic version of Fisher light-fields to
handle the differences of face images due to within-
individual variability. Another method of learning statistical
dependency between image patches was proposed for pose
invariant face recognition in [8]. Correlation filters, which
analyze the image frequencies, have been proposed for
illumination invariant face recognition from still images in
[9]. A novel method for multilinear independent component
analysis was proposed in [10] for pose and illumination
invariant face recognition.

All of the above methods deal with recognition in a
single image or across discrete poses and do not consider
continuous video sequences. Video-based face recognition
requires integrating the tracking, recognition modules, and
exploitation of the spatiotemporal coherence in the data.
The authors in [11] deal with the issue of video-based face
recognition, but concentrate mostly on pose variations. Sim-
ilarly, [12] used adaptive hidden Markov models for pose-
varying video-based face recognition. The authors of [13]
proposed to use a 3D model of the entire head for exploiting
features like hairline and handled large pose variations in
head tracking and video-based face recognition. However,
the application domain is consumer video and requires
recognition across a few individuals only. The authors in [14]
proposed to perform face recognition by computing the
Kullback-Leibler divergence between testing image sets and
a learned manifold density. Another work in [15] learns
manifolds of face variations for face recognition in video.
A method for video-based face verification using correlation
filters was proposed in [16], but the poses in the gallery and
probe have to be similar.

Except [13] (which is not aimed at face recognition on
large datasets), all the rest are 2D approaches, in contrast
to our 3D model-based method. The advantage of using
3D models in face recognition has been highlighted in [17],
but their focus is on acquiring 3D models directly from
the sensors. The main reason for our use of 3D models
is invariance to large pose changes and more accurate
representation of lighting compared to 2D approaches. We
do not need to learn models of appearance under different
pose and illumination conditions. This makes our recognition
strategy independent of training data needed to learn such
models, and allows the gallery and probe conditions to be
completely disjoint.

There are numerous methods for tracking objects in
video in the presence of illumination changes [18–22].
However, most of them compensate for the illumination
conditions of each frame in the video (as opposed to
recovering the illumination conditions). In [23, 24], the
authors independently derived a low order (9D) spherical
harmonics-based linear representation to accurately approxi-

mate the reflectance images produced by a Lambertian object
with attached shadows. In [24, 25], the authors discussed the
advantage of this 3D model-based illumination representa-
tion compared to some image-based representations. Their
methods work only for a single image of an object that is
fixed relative to the camera, and do not account for changes
in appearance due to motion. We proposed a framework
in [26, 27] for integrating the spherical harmonics-based
illumination model with the motion of the objects leading to
a bilinear model of lighting and motion parameters. In this
paper, we show how the theory can be used for video-based
face recognition.

1.2. Overview of the approach

The underlying concept of this paper is a method for
learning joint illumination and motion models of objects
from video. We assume that a 3D model of each face in
the gallery is available. For our experiments, the 3D model
is estimated from images, but any 3D modeling algorithm,
including directly acquiring the model through range sen-
sors, can be used for this purpose. Given a probe sequence,
we track the face automatically in the video sequence under
arbitrary pose and illumination conditions using the bilinear
model of the illumination and motion we developed before
[27]. This is achieved by a new inverse compositional esti-
mation approach leading to real-time performance [28].
The illumination invariant model-based tracking algorithm
allows us not only to estimate the 3D motion, but also to
recover the illumination conditions as a function of time.
The learned illumination parameters are used to synthesize
video sequences for each gallery under the motion and
illumination conditions in the probe. The distance between
the probe and synthesized sequences is then computed for
each frame. Different distance measurements are explored
for this purpose. Next, the synthesized sequence that is at
a minimum distance from the probe sequence is computed
and is declared to be the identity of the person.

Experimental evaluation is carried out on a database of
57 people that we collected for this purpose. We compare
our approach against other image-based and video-based
face recognition methods. One of the challenges in video-
based face recognition is the lack of a good dataset, unlike
in image-based approaches [1]. The dataset in [11] is
small and consists mostly of pose variations. The dataset
described in [29] has large pose variations under constant
illumination, and illumination changes in (mostly) fixed
frontal/profile poses (these are essentially for gait analysis).
The XM2VTS dataset (http://www.ee.surrey.ac.uk/CVSSP/
xm2vtsdb/) does not have any illumination variations, which
is one of the main contributions of our work. An ideal dataset
for us would be similar to the CMU PIE dataset [9], but
with video sequences instead of discrete poses. This is the
reason why we collected our own data, which has large,
simultaneous pose, illumination, and expression variations.
It is similar to the PIE dataset though the illumination change
is random and uses pre-existing and natural indoor and
outdoor lighting.
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1.3. Contributions

The following are the main contributions of the paper.

(i) We propose an analysis-by-synthesis framework for
video-based face recognition that can work with large
pose and illumination changes that are normal in
natural imagery.

(ii) We propose a novel, inverse compositional (IC)
approach for estimating 3D pose, and lighting condi-
tions in the video sequence. Unlike existing methods
[30], our warping function involves a 2D → 3D →
2D transformation. Our method allows us to estimate
the motion and lighting in real-time.

(iii) We propose different metrics to obtain the identity
of the individual in a probe sequence by integrating
over the entire video and compare their merits and
demerits.

(iv) Our overall strategy does not require learning an
appearance variation model, unlike many existing
methods [10–12, 14–16]. Thus, the proposed strategy
is not dependent on the quality of the learned
appearance model and can handle situations where
the pose and illumination conditions in the probe are
completely independent of the gallery and training
data.

(v) We perform a thorough evaluation of our method
against well-known image-based approaches like
Kernel PCA + LDA [31] and 3D model-based
approaches like 3DMM [4, 5].

2. LEARNING JOINT ILLUMINATION
AND MOTION MODELS FROM VIDEO

2.1. Bilinear model of the motion and illumination

In this section, we will briefly review the main results in [27]
helping to lay the background and notation for this paper. It
was proved that if the motion of the object (defined as the
translation of the object centroid ΔT ∈ R3 and the rotation
ΔΩ ∈ R3 about the centroid in the camera frame) from time
t1 to new time instance t2 = t1 + δt is small, then up to a first
order approximation, the reflectance image I(x, y) at t2 can
be expressed as

It2 (u) =
9∑

i=1

libit2 (u), bit2 (u)

= bit1 (u) + A(u, n)ΔT + B(u, n)ΔΩ.

(1)

In the above equations, u represents the image point
projected from the 3D surface with surface normal n (see
Figure 1), and bit1 (u) are the original basis images before
motion. A and B contain the structure and camera intrinsic
parameters, and are functions of u and the 3D surface
normal n. For each pixel u, both A and B are Nl × 3
matrices, where Nl ≈ 9 for Lambertian objects with attached
shadows. Please refer to [26] for the derivation of (1) and
explicit expression for A and B. From (1), we see that
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Figure 1: Pictorial representation showing the motion of the object
and its projection (reproduced from [26]).

the new image spans a bilinear space of six motion and
approximately nine illumination variables (for Lambertian
objects with attached shadows). The basic result is valid for
general illumination conditions, but requires consideration
of higher order spherical harmonics.

We can express the result in (1) succinctly using tensor
notation as

It2 =
(
Bt1 + Ct1×2

(
ΔT
ΔΩ

))
×1l, (2)

where ×n is called the mode-n product [32] and l ∈ RNl , is
the vector of li components. The mode-n product of a tensor
A ∈ RI1×I2×···×In×···×IN by a vector V ∈ R1×In , denoted by
A×nV, is the I1 × I2 × · · · × 1× · · · × IN tensor

(
A×nV

)
i1···in−11in+1···iN =

∑

in

ai1···in−1inin+1···iN vin . (3)

For each pixel (p, q) in the image, Cklpq = [ A B ] of size
Nl×6. Thus for an image of size M×N , C is Nl×6×M×N .
Bt1 is a subtensor of dimension Nl × 1×M ×N , comprising
the basis images bit1 (u), and It2 is a subtensor of dimension
1× 1×M ×N , representing the image.

2.2. Pose and illumination estimation

Equation (2) provides us an expression relating the
reflectance image I with the illumination coefficients l and
motion variables ΔT, ΔΩ. Letting m = (

ΔT
ΔΩ

)
, we have a

method for estimating 3D motion and illumination as

(
l̂t2 , m̂t2

) = arg min
l,m

∥∥It2 −
(
Bt1 + Ct1×2m

)×1l
∥∥2

+ α‖m‖2,

(4)

where x̂ denotes an estimate of x. Since the motion between
consecutive frames is small, but illumination can change
suddenly, we add a regularization term to the above cost
function with the form of α‖m‖2.

Since the image It2 lies approximately in a bilinear space
of illumination and motion variables with the bases Bt1 and
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Ct1 computed at the pose close to that of It2 (ignoring the
regularization term for now), such a minimization problem
can be achieved by alternately estimating the motion and
illumination parameters with the bases Bt1 and Ct1 at the
pose of the previous iteration. This process guarantees con-
vergence to a local minimum. Assuming that we have tracked
the sequence up to some frame for which we can estimate
the motion (hence, pose) and illumination, we calculate the
basis images, bit1 , at the current pose and write it in tensor
form Bt1 . Similarly, we can also obtain Ct1 at the pose.
(Assume an Nth-order tensor A ∈ CI1×I2×···×IN . The matrix
unfolding A(n) ∈ CIn×(In+1In+2···IN I1I2···In−1) contains the ele-
ment ai1i2···iN at the position with row number in and column
number equal to (in+1−1)In+2In+3 · · · IN I1I2 · · · In−1+(in+2−
1)In+3In+4 · · · IN I1I2 · · · In−1 + · · · + (iN − 1)I1I2 · · · In−1 +
(i1−1)I2I3 · · · In−1+· · ·+in−1.) Unfolding Bt1 and the image
It2 along the first dimension, [32] which is the illumination
dimension, the image can be represented as

ITt2(1) = BT
t1(1)l. (5)

This is a least squares problem, and the illumination l can be
estimated as

l̂ = (Bt1(1)B
T
t1(1)

)−1
Bt1(1)I

T
t2(1). (6)

Keeping the illumination coefficients fixed, the bilinear space
in (2) becomes a linear subspace, that is,

It2 = Bt1×1l + G×2m, where G = Ct1×1l, (7)

and motion m can be estimated as

m̂ = (G(2)G
T
(2) + αI

)−1
G(2)

(
It2 −Bt1×1l

)T
(2), (8)

where I is an identity matrix of dimension 6× 6.

2.3. Inverse compositional (IC) pose
and illumination estimation

The iteration involving alternate minimization over motion
and illumination in the above approach is essentially a
gradient descent method. In each iteration, as pose is
updated, the gradients (i.e., the tensors B and C) need to
be recomputed, which is computationally expensive. The
inverse compositional algorithm [30] works by moving these
computational steps out of the iterative updating process.

Consider an input frame It2 (u) at time instance t2 with
image coordinate u. We introduce a warp operator Wp :
R2→R2 such that, if the pose of It2 (u) is p, the pose of
It2 (Wp(u, m)) is p+m (see Figure 2). Basically, Wp represents
the displacement in the image plane due to a pose transfor-
mation of the 3D model. Denote the pose transformed image

It2 (Wp̂t1
(u, m)) in tensor notation Ĩ

Wp̂t1
(m)

t2 . Using this warp
operator and ignoring the regularization term, we can restate
the cost function (4) in the inverse compositional framework
as

(
l̂t2 , m̂t2

) = arg min
l,m

∥∥∥∥Ĩ
Wp̂t1

(−m)
t2 −Bt1×1l

∥∥∥∥
2

. (9)

3D model

v

v
u

Pose p It(v)

Pose p + Δp

Wp
It(Wp(v,Δp))

Figure 2: Illustration of the warping function W. A point v in
image plane is projected onto the surface of the 3D object model.
After the pose transformation with Δp, the point on the surface is
back-projected onto the image plane at a new point u. The warping
function maps from v ∈ R2 to u ∈ R2. The red ellipses show the
common part in both frames that the warping function W is defined
upon.

This cost function can be minimized over m by iteratively
solving for increments Δm in

∥∥∥∥Ĩ
Wp̂t1

(−m)
t2 − (Bt1 + Ct1×2Δm)×1l

∥∥∥∥
2

. (10)

In each iteration, m is updated such that Wp̂t1
(u,−m) ←

Wp̂t1
(u,−m) ◦Wp̂t1

(u,Δm)−1. (The compositional operator
◦ means the second warp is composed into the first
warp, that is, Wp̂t1

(u,−m) ≡ Wp̂t1
(Wp̂t1

(u,Δm)−1,−m.))

(The inverse of the warp W is defined to be the R2→R2

mapping such that if we denote the pose of It(v) as p,
the pose of It(Wp(Wp(v,Δp),Δp)−1) is p itself. As the
warp Wp(v,Δp) transforms the pose from p to p + Δp,
the inverse Wp(v,Δp)−1 should transform the pose from
p + Δp to p, that is, Wp(v,Δp)−1 = Wp+Δp(v,−Δp).
Thus {Wp} is a group.) Using the additivity of pose
transformation for small Δm, Wp̂t1

(Wp̂t1
(u,Δm)−1,−m) =

Wp̂t1
(Wp̂t1 +Δm(u,−Δm),−m) = Wp̂t1 +Δm(u,−Δm − m) ≈

Wp̂t1
(u,−Δm − m). Thus, the above update is essentially

m ← m + Δm.
For the inverse compositional algorithm to be provably

equivalent to the Lucas-Kanade algorithm up to a first
order approximation of Δm, the set of warps {Wp̂t1

} must
form a group, that is, every warp Wp̂t1

must be invertible.
If the change of pose is small enough, the visibility for
most of the pixels will remain the same—thus Wp̂t1

can be
considered approximately invertible. However, if the pose
change becomes too big, some portion of the object will
become invisible after the pose transformation, and Wp̂t1

will
no longer be invertible. A detailed proof of convergence is
available in [28].

We select a set of poses {p j} with interval of 20 degrees
in pan and tilt angles, and precompute the basis B and C at
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Gpj Î Δm (Step 4) Ī(Step 3)

It

Ĩt

Wp̂t−1
(Step 2)

Bpj

pj Pose

Illumination

Zpj

Figure 3: Pictorial representation of the inverse compositional
tracking scheme. Starting with It , we first warp it to Ĩt as in
Step 2 below. This allows computation of the bases of the joint
pose and illumination manifold at the cardinal pose pj . Then, we
search along the illumination dimension of this manifold to get the
illumination estimate that best describes Ĩt . This is Step 3. Then, in
Step 4, Ĩt is projected onto the tangent plane of the manifold where
the motion estimates was obtained.

these poses. We call these poses as cardinal poses. All frames
that are close to a particular pose p j will use the B and
C at that pose, and the warp Wp̂t1

should be performed to
normalize the pose to p j . The pictorial representation of the
inverse compositional tracking scheme is shown in Figure 3.
While most of the existing inverse compositional methods
move the expensive update steps out of the iterations for
two-frame matching, we go even further and perform these
expensive computations only once every few frames. This is
by virtue of the fact that we estimate 3D motion.

2.4. The IC pose and illumination
estimation algorithm

Consider a sequence of image frames It, t = 0, . . . ,N − 1. In
keeping with standard notation used in tracking, we assume
δt = 1, and consider two frames at t and t − 1.

Assume that we know the pose and illumination esti-
mates for frame t − 1, that is, p̂t−1 and l̂t−1.

Step 1. For the new input frame It, find the closest pj to the
pose estimates at t − 1, that is, p̂t−1. Set m̂t to be 0.

Step 2. Apply the pose transformation operator Wp̂t−1
to get

the pose normalized version of the frame Ĩ
Wp̂t−1 (pj−p̂t−1−m̂t)
t s,

that is, I(Wp̂t−1
(u, pj − p̂t−1 − m̂t), t).

Step 3. Use

l̂t =
(
Bp j|t−1B

T
p j|t−1

)−1
BT

p j|t−1
Ĩ

Wp̂t−1 (pj−p̂t−1−m̂t)
t(1)

(11)

to estimate l̂t of the pose normalized image Ĩ
Wp̂t−1 (pj−p̂t−1−m̂t)
t .

Step 4. With the estimated l̂t from Step 3, use

Δm̂ = [GpjG
T
pj

]−1
Gpj

(
Ĩ

Wp̂t−1 (p j−p̂t−1−m̂t)
t −Bp j|t−1×1 l̂t

)
(12)

to estimate the motion increment Δm, where

Gpj = Cpj|t−1×1 l̂t . (13)

Update m̂t with m̂t ← m̂t + Δm.

Step 5. Repeat Steps 2, 3, and 4 for that input frame
till the difference error ε between the pose normalized

image Ĩ
Wp̂t−1 (pj−p̂t−1−m̂t)
t and the rendered image (Bp j|t−1 +

Cp j|t−1×2m̂t)×1 l̂t can be reduced below an acceptable thresh-

old. This gives l̂t and m̂t of (4).

Step 6. Set t = t + 1. Repeat Steps 1, 2, 3, 4, and 5. Continue
till t = N − 1.

3. FACE RECOGNITION FROM VIDEO

We now explain the face recognition algorithm and analyze
the importance of different measurements for integrating
the recognition performance over a video sequence. In our
method, the gallery is represented by a textured 3D model of
the face. The model can be built from a single image [33],
a video sequence [34] or obtained directly from 3D sensors
[17]. In our experiments, the face model will be estimated
from a gallery video sequence for each individual. Face
texture is obtained by normalizing the illumination of the
first frame in the gallery sequence to an ambient condition,
and mapping it onto the 3D model. Given a probe sequence,
we will estimate the motion and illumination conditions
using the algorithms described in Section 2.2. Note that the
tracking does not require a person-specific 3D model—a
generic face model is usually sufficient. Given the motion and
illumination estimates, we will then render images from the
3D models in the gallery. The rendered images can then be
compared with the images in the probe sequence. For this
purpose, we will design robust measurements for comparing
these two sequences. A feature of these measurements will
be their ability to integrate the identity over all the frames,
ignoring some frames that may have the wrong identity.

Let Ii, i = 0, . . . ,N − 1 be the ith frame from the probe
sequence. Let Si, j , i = 0, . . . ,N − 1 be the frames of the
synthesized sequence for individual j, where j = 1, . . . ,M
and M is the total number of individuals in the gallery.
Note that the number of frames in the two sequences to
be compared will always be the same in our method. By
design, each corresponding frame in the two sequences will
be under the same pose and illumination conditions, dictated
by the accuracy of the estimates of these parameters from the
probes sequences. Let di j be the Euclidean distance between
the ith frames Ii and Si, j . We now compare three distance
measures that can be used for obtaining the identity of the
probe sequence:

(1) ID = arg min
j

min
i

di j , (14)

(2) ID = arg min
j

max
i

di j , (15)

(3) ID = arg min
j

1
N

∑

i

di j . (16)
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(a) (b) (c)

Figure 4: The back projection of the feature points on the generated
3D face model using the estimated 3D motion onto some input
frames.

The first alternative computes the distance between the
frames in the probe sequence and each synthesized sequence
that are the most similar and chooses the identity as the
individual with the smallest distance. The second distance
measure can be interpreted as minimizing the maximum
separation between the frames in the probe sequence and
synthesized sequences. Both of these measures suffer from
a lack of robustness, which can be critical for their perfor-
mance since the correctness of the frames in the synthesized
sequences depends upon the accuracy of the illumination
and motion parameter estimates. For this purpose, we
replace the max by the f th percentile and the min (in the
inner distance computation of 1) by the (1− f )th percentile.
In our experiments, we choose f to be 0.8.

The third option (16) chooses the identity as the min-
imum mean distance between the frames in the probe
sequence and each synthesized sequence. Under the assump-
tions of Gaussian noise and uncorrelatedness between
frames, this can be interpreted as choosing the identity
with the maximum a-posterior probability given the probe
sequence.

As the images in the synthesized sequences are pose
and illumination normalized to the ones in the probe
sequence, di j can be computed directly using the Euclidean
distance. Other distance measurements, like [14, 35], can
be considered in situations where the pose and illumination
estimates may not be reliable or in the presence of occlusion
and clutter. We will look into such issues in our future work.

3.1. Video-based face recognition algorithm

Using the above notation, let Ii, i = 0, . . . ,N − 1 be N frames
from the probe sequence. Let G1, . . . ,GM be the 3D models
with texture for each of M galleries.

Step 1. Register a 3D generic face model to the first
frame of the probe sequence. This is achieved using the
method in [36]. Estimate the illumination and motion model
parameters for each frame of the probe sequence using the
method described in Section 2.4

Step 2. Using the estimated illumination and motion param-
eters, synthesize, for each gallery, a video sequence using the
generative model of (1). Denote these as Si, j , i = 1, . . . ,N
and j = 1, . . . ,M.

Step 3. Compute di j as above.

Step 4. Obtain the identity using a suitable distance measure
as in (14) or (15) or (16).

4. EXPERIMENTAL RESULTS

4.1. Accuracy of tracking and illumination estimation

We will first show some results on the accuracy of tracking
and illumination estimation with known ground truth. This
is because of the critical importance of this step in our
proposed recognition scheme. We use the 3DMM [33] to
generate a face. The generated face model is rotated along
the vertical axis at some specific angular velocity, and the
illumination is changing both in direction (from right-
bottom corner to the left-top corner) and in brightness (from
dark to bright to dark). In Figure 4, the images show the
back projection of some feature points on the 3D model onto
the input frames using the estimated motion under three
different illumination conditions. In Figure 5, (a) shows the
comparison between the estimated motion (in blue) and the
ground truth (in red). The maximum error in pose estimates
is 2.53◦ and the average error is 0.67◦. Figure 5(b) shows the
norm of the error between the ground truth illumination
coefficients and the estimated ones, normalized with the
ground truth. The maximum error is 4.93% and the average
is 4.1%.

The results on tracking and synthesis on two of the
probe sequences in our database (described next) are shown
in Figure 6. The inverse compositional tracking algorithm
can track about 20 frames per second on a standard
PC using a MATLAB implementation. Real-time tracking
could be achieved through better software and hardware
optimization.

4.2. Face database and experimental setup

Our database consists of videos of 57 people. Each person
was asked to move his/her head as they wished (mostly rotate
their head from left to right, and then from down to up), and
the illumination was changed randomly. The illumination
consisted of ceiling lights, lights from the back of the head
and sunlight from a window on the left side of the face.
Random combinations of these were turned on and off and
the window was controlled using dark blinds. There was
no control over how the subject moves his/her head or on
facial expression. Sample frames of these video sequences
are shown in Figure 7. The images are scale normalized and
centered. Some of the subjects had expression changes also,
for example, the last row of the Figure 7. The average size
of the face was about 70 × 70 with the minimum size being
50 × 50. Videos are captured with uniform background.
We recorded 2 to 3 sessions of video sequences for each
individual. All the video sessions are recorded within one
week. The first session is used as the gallery for constructing
the 3D textured model of the head, while the remaining
are used for testing. We used a simplified version of the
method in [34] for this purpose. We would like to emphasize
that any other 3D modeling algorithm would also have
worked. Texture is obtained by normalizing the illumination
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Figure 5: (a) 3D estimates (blue) and ground truth (red) of
pose against frames. (b) The normalized error of the illumination
estimates versus frame numbers.

of the first frame in each gallery sequence to an ambient
illumination condition and mapping onto the 3D model.

As can be seen from Figure 7, the pose and illumination
vary randomly in the video. For each subject, we designed
three experiments by choosing different probe sequences.

Experiment A

A video was used as the probe sequence with the average pose
of the face in the video being about 15◦ from frontal.

Experiment B

A video was used as the probe sequence with the average pose
of the face in the video being about 30◦ from frontal.

Figure 6: Original images, tracking and synthesis results are shown
in three successive rows for two of the probe sequences.

Figure 7: Sample frames from the video sequences collected for our
database (best viewed on a monitor).

Experiment C

A video was used as the probe sequence with the average pose
of the face in the video being about 45◦ from frontal.

Each probe sequence has about 20 frames around the
average pose. The variation of pose in each sequence was
less than 15◦, so as to keep pose in the experiments disjoint.
The probe sequences are about 5 seconds each. This is
because we wanted to separate the probes based on pose
of the head (every 15 degrees) and it does not take the
subject more than 5 seconds to move 15 degrees when
continuously rotating the head. To show the benefit of video-
based methods over image-based approaches, we designed
three new experiments: D, E, and F by taking random single
images from A, B, and C, respectively.
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Figure 8: CMC curve for video-based face recognition experiments
A to C; (a) with distance measurement 1 in (14), (b) with distance
measurement 2 in (15), and (c) with distance measurement 3 in
(16).

4.3. Recognition results

We plot the cumulative match characteristic (CMC) [1, 2]
for experiments: A, B, and C with measurement 1 (14),
measurement 2 (15), and measurement 3 (16) in Figure 8.
In experiment A, where pose is 15◦away from frontal, all
the videos with large and arbitrary variations of illumination
are recognized correctly. In experiment B, we achieve about
95% recognition rate, while for experiment C it is 93% using
the distance measure (14). Irrespective of the illumination
changes, the recognition rate decreases consistently with
large difference in pose from frontal (which is the gallery), a
trend that has been reported by other authors [4, 5]. Note that
the pose and illumination conditions in the probe and gallery
sets can be completely disjoint.

4.4. Performance analysis

Performance with changing average pose

Figures 8(a), 8(b), and 8(c) show the recognition rate with
the measurements in (14), (15), and (16). Measurement
1 in (14) gives the best result. This is consistent with
our expectation, as (14) is not affected by the few frames
in which the motion and illumination estimation error is
relatively high. The recognition result is affected mostly by
registration error which increases with nonfrontal pose (i.e.,
A→B→C). On the other hand, measurement 2 in (15) is
mostly affected by the errors in the motion and illumination
estimation and registration, and thus the recognition rate
in Figure 8(b) is lower than that of Figure 8(a). Ideally,
measurement 3 should give the best recognition rate as
this is the MAP estimation. However, the assumptions of
Gaussianity and uncorrelatedness may not be valid. This
affects the recognition rate for measurement 3, causing it
perform worse than measurement 1 (14) but better than
measurement 2 (15). We also found that small errors in 3D
shape estimation have negligible impact on the motion and
illumination estimates and the overall recognition result.

Effect of registration and tracking errors

There are two major error sources: registration and motion/
illumination estimation. The error in registration may affect
the motion and illumination estimation accuracy in sub-
sequent frames, while robust motion and illumination
estimation may regain tracking back after some time, if the
registration errors are small.

In Figures 9(a), 9(b), and 9(c), we show the plots of
error curves under three different cases. Figure 9(a) is the
ideal case, in which the registration is accurate and the
error in motion and illumination estimation is consistently
small through the whole sequence. The distance dik from the
probe sequence Ii with the true identity k to the synthesized
sequence with the correct model Si,k, will always be smaller
than di j , j = 1, . . . , k − 1, k + 1, . . . ,M. In this case, all
the measurements 1, 2, and 3 in (14), (15) or (16) will
work. In the case shown in Figure 9(b), the registration
is correct but the error in the motion and illumination
estimation accumulates. Finally, the drift error causes dik,
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the distance from the probe sequence to the synthesized
sequence with the correct model (shown in bold red) to
be higher than some other distance di j , j /=k (shown in
green). In this case, measurement 2 in (15) will be wrong
but measurements 1 and 3 in (14) or (16) still work. In
Figure 9(c), the registration is not accurate (the error dik
at the first frame is significantly higher than in (a) and
(b)), but the motion and illumination estimation is able to
regain tracking after a number of frames where the error
decreases. Under this case, both measurements 1 and 2 in
(14) and (15) will not work, as it is not any individual frame
that reveals the true identity, but the behavior of the error
over the collection of all frames. Measurement 3 in (16)
computes the overall distance by taking every frame into
consideration, thus it works in such cases. This shows the
importance of using different distance measurements based
on the application scenario. Also, the effect of obtaining the
identity by integrating over time is seen.

4.5. Comparison with other approaches

The area of video-based face recognition is less standardized
than image-based approaches. There is no standard dataset
on which both image and video-based methods have been
tried, thus we do the comparison on our own dataset. This
dataset can be used for such comparison by other researchers
in the future.

Comparison with 3DMM-based approaches

3DMM has achieved a significant impact in the face bio-
metrics area, and obtained impressive results in pose and
illumination varying face recognition. It is similar to our
proposed approach in the sense that both methods are
3D approaches, estimate the pose, illumination, and do
synthesis for recognition. However, 3DMM [5] method
uses the Phong illumination model, thus it cannot model
extended light sources (like the sky) accurately. To overcome
this, Samaras and Zhang [4] proposed the 3D shperical
harmonics basis morphable model (SHBMM) that integrates
the spherical harmonics illumination representation into the
3DMM. Also, 3DMM and SHBMM methods have been
applied to single images only. Although it is possible to
repeatedly apply 3DMM or SHBMM approach to each
frame in the video sequence, it is inefficient. Registration
of the 3D model to each frame will be needed, which
requires a lot of computation and manual work. None
of the existing 3DMM approaches integrate tracking and
recognition. Our proposed method, which integrates 3D
motion into SHBMM, is a unified approach for modeling
lighting and motion in a face video sequence.

Using our dataset, we now compare our proposed
approach against the SHBMM method of [4], which was
shown, give better results than 3DMM in [5]. We will also
compare our results with the published results of SHBMM
method [4] in the later part of this section.

Recall that we designed three new experiments: D, E,
and F by taking random single images from A, B, and
C, respectively. In Figure 10, we plot the CMC curve with
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Figure 9: The plots of error curves under three different cases: (a)
both registration and motion/illumination estimation are correct,
(b) registration is correct but motion/illumination estimation
has drift error, and (c) registration is inaccurate, but robust
motion/illumination estimation can regain tracking after a number
of frames. The black, bold curve shows the distance of the probe
sequence with the synthesized sequence of the correct identity, while
both the gray bold and dotted curves show the distance with the
synthesized sequences using the incorrect identity.

measurement 1 in (14) (which has the best performance
for experiments: A, B, and C) for the experiments: D, E,
and F and compare them with the ones of the experiments:
A, B, and C. The image-based approach recognition was
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Figure 10: Comparison between the CMC curves for the video-
based face experiments A to C with distance measurement 1 against
SHBMM method of [4].

achieved by integrating spherical harmonics illumination
model with the 3DMM (which is essentially the idea in
SHBMM [4]) on our data. For this comparison, we randomly
chose images from the probe sequences of experiments: A,
B, and C and computed the recognition performance over
multiple such random sets. Thus the experiments D, E,
and F average the image-based performance over different
conditions. By analyzing the plots in Figure 10, we see that
the recognition performance with the video-based approach
is consistently higher than the image-based one, both in
rank 1 performance as well as the area under the CMC
curve. This trend is magnified as the average facial pose
becomes more nonfrontal. Also, we expect that registration
errors, in general, will affect image-based methods more
than video-based methods (since robust tracking may be able
to overcome some of the registration errors, as shown in
Section 4.4).

It is interesting to compare these results against the
results in [4], for image-based recognition. The size of the
databases in both cases is close (though ours is slightly
smaller). Our recognition rate with a video sequence at
average 15 degrees facial pose (with a range of 15 degrees
about the average) is 100%, while the average recognition
rate for approximately 20 degrees (called side view) in
[4] is 92.4%. For the experiments B and C, [4] does not
have comparable cases and goes directly to profile pose (90
degrees), which we do not have. Our recognition rate at 45◦

average pose is 93%. In [4], the quoted rates at 20◦ is 92% and
at 90◦ is 55%. Thus the trend of our video-based recognition
results are significantly higher than image-based approaches
that deal with both pose and illumination variations.

We would like to emphasize that the above paragraph
shows a comparison of recognition rates on two different
datasets. While this may not seem completely fair, we are
constrained by the lack of a standard dataset on which to
compare image- and video-based methods. We have shown
a comparison on our dataset using our implementation in
Figure 9. The objective of the above paragraph is just to point
out some trends with published results on other datasets that
do not have video—these should be taken as very definitive
statements.

Comparison with 2D approaches

In addition to comparing with 3DMM-based methods, we
also do the comparison against traditional 2D methods.
We choose the Kernel PCA [31] based approaches as it
has performed quite well in many applications. We down-
loaded the Kernel PCA code from http://asi.insa-rouen.fr/
arakotom/toolbox/index.html, and implemented the Kernel
PCA with the LDA in MATLAB. In the training phase, we
applied KPCA using the polynomial kernel and decrease the
dimension of the training samples to 56. Then multiclass
LDA is used for separating between different people. For
each individual, we use the same images that we used for
constructing the 3D shape in our proposed 3D approach as
the training set. With this KPCA/LDA approach, we tested
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the recognition performance using single frames and the
whole video sequences.

When we have a single frame as probe, we use k-
Nearest Neighbor for the recognition, while in the case
of video sequence, we compute the distance from every
frame in the probe sequence to the centroid of the training
samples in each class, take the summation over time, and
then rank the distance of the sequence to each class. Here,
we show the results of recognition with the described 2D
approach using single frames and video sequences about 15
degrees (comparable to experiments: A and D), 30 degrees
(comparable to experiments: B and E), and 45 degrees
(comparable to experiments: C and F) in Figure 11. For
the comparison, we also show the results of our approach
with video sequences in experiments: A, B, and C. Note
that testing frames and sequences are the same as those
used in experiments: A/B/C and D/E/F. Since 2D approaches
cannot model the pose and illumination variation well,
the recognition results are much worse compared to 3D
approaches under arbitrary pose and illumination variation.
However, we can still see the advantage of integrating the
video sequences in Figure 11.

Comparison with 2D illumination methods

The major disadvantage of the 2D illumination methods
is that they cannot handle local illumination conditions
(lighting coming from some specific direction such that
only part of the object is illuminated). In Figure 12, we
show the comparison in removing local illumination effects
between the spherical harmonics illumination model against
the local histogram equalization method. In the three images
in Figure 12(a), the top one is the original frame with
illumination coming from the left side of the face. The left
image in the second row is local histogram equalized, and
the right one is resynthesized with the spherical harmonics
illumination model with some predefined ambient illumi-
nation. In the local histogram equalized image, although
the right side of the face is enhanced compared with the
original one, the illumination direction can still be clearly
perceived. But in the one synthesized with the spherical
harmonics illumination model, the direction of illumination
is almost completely removed, and no illumination direction
information is retained. In Figure 12(b), we show the plot of
the error curves of the probe sequence (an image of which is
shown in Figure 12(a)) with the local histogram equalization
method, while in Figure 12(c) we show the error curves with
the method we proposed. It is clear that 3D illumination
methods can achieve better results under local illumination
conditions.

5. CONCLUSIONS

In this paper, we have proposed an analysis-by-synthesis
method for video-based face recognition that relies upon
a novel theoretical framework for integrating illumination
motion and shape models for describing the appearance
of a video sequence. We started with a brief exposition
of this theoretical result, followed by methods for learning
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Figure 11: Comparison between the CMC curves for the video-
based face experiments A to C with distance measurement 1 in (14)
against KPCA+LDA-based 2D approaches.
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Figure 12: The comparison over local illumination effects between
the spherical harmonics illumination model and the local his-
togram equalization method. (a) Top: original image; bottom left:
local histogram equalized image; bottom right: synthesis with
spherical harmonics illumination model in a predefined ambient
illumination. (b) Plots of the error curves using the local histogram
equalization. (c) Plots of the error curves using the proposed
method. The bold curve is for the face with the correct identity.

the model parameters. Then, we described our recognition
algorithm that relies on synthesis of video sequences under
the conditions of the probe. We collected a face video

database consisting of 57 people with large and arbitrary
variation in pose and illumination and demonstrated the
effectiveness of the method on this new database. A detailed
analysis of performance is also carried out. Future work on
video-based face recognition will require experimentation
on large datasets, design of suitable metrics, and tight
integration of the tracking and recognition phases.
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1. INTRODUCTION

Over the past few decades, face recognition has emerged to
be among the most active and challenging research problems
in computer vision and image analysis. Particularly, the sub-
space projection-based face representation techniques such
as PCA [1], LDA [2], ICA [3], and LFA [4] have achieved
remarkable progress in terms of recognition performance.
However, the performance of current systems is still limited
by external conditions such as illumination, head pose, facial
expression, and occlusion [5–8].

A lot of research efforts have been spent to overcome the
deteriorating effects of these external factors. Particularly, the
part-based face representation methods, such as independent
component analysis (ICA) and local feature analysis (LFA),
have shown promising performance under certain facial con-
ditions. As the performance of projection-based methods
(such as PCA) relies heavily on accurate face normalization,
the sensitivity to normalization inherently imposes the re-
quirement of good image quality. The part-based methods
relax much of this image quality constraint. The advantage of
these part-based methods over the projection-based methods
comes from their spatially localized basis vectors. Since face
is a nonrigid object, these part-based face representations are

less sensitive to facial variations due to partial occlusions and
local distortions.

However, the part-based method alone loses the global
relationship information among various face features. As
such, holistic methods, such as PCA, still show better perfor-
mance for minor distorted face images as in simple duplica-
tions or images with slight facial expressions than that of the
part-based method. Based on this viewpoint, it has been ar-
gued that practical systems should adopt a combination of
global and local part-based methods to stretch the overall
system’s verification performance [4, 5]. This point of view
is also encouraged by those studies on human nature in psy-
chology community which insists that people should utilize
both local and global features of faces for recognition [9].

To realize this paradigm, an efficient fusion strategy is
needed. There have been much research efforts set forth to
fuse the local and global information in score level [10].
Sum-rule fusion, voting fusion, or other classifiers such as
support vector machines (SVM) have been adopted for the
score-level fusion. However, most fusion strategies seek to
locate a fixed set of weights between both pieces of informa-
tion. This is quite different from the behavior of human cog-
nition where the global features have been utilized for recog-
nizing a remote face and the local features have been utilized
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to recognize an occluded face such as one wearing sunglasses.
This shows that fusion of the holistic and the part-based
methods should be adaptive to external conditions of the in-
put face image.

In this paper, we propose a method to isolate the external
factors for efficient fusion of holistic (global) and part-based
(local) information. We will investigate whether the external
factors can be explicitly estimated and be used to boost the
verification performance or not. Essentially, the problem is
treated as an estimation and classification problem. Encod-
ing and estimation schemes are proposed to handle the com-
plex situations whereby individual external factor (such as
pose, illumination, expression, and occlusion) contains vary-
ing conditions (such as directions of illumination and pose,
and location of occlusion). A classification framework is then
employed to deal with these multiple external factors and
face features. Empirical experiments were performed to ob-
serve the effectiveness of the proposed method using the AR
database [11].

The rest of this paper is organized as follows. In Section 2,
the proposed methodology is described and illustrated. Es-
sentially, a coding system is formulated to provide an explicit
descriptor of the external conditions. The estimated codes
which represented the environmental information are sub-
sequently fused with local and global face feature informa-
tion for identity verification. In Section 3, the database and
the details of our experimental observations are presented.
Finally, some concluding remarks are drawn in Section 4.

2. PROPOSED METHODOLOGY

2.1. Dealing with external factors

2.1.1. Segregating different factors using code words

We present a fundamental strategy to deal with external fac-
tors in this section. The basic idea is to encode the various ex-
ternal factors so that these codes can be utilized to segregate
the different factors where an adaptive fusion of all informa-
tion for verification can be performed. Similar to normal-
ization techniques, we can anticipate that good verification
performance will be achieved whereby the identities from
face images can be easier distinguished or matched under ho-
mogenous conditions than that under a flood of different ex-
ternal factors which make the appearance different even for
the same identity.

This method is motivated by our experimental observa-
tion. Figure 1 shows an exemplary case. Each dot in this fig-
ure represents the measured face similarities between a probe
and a gallery in terms of the PCA output space (i.e., Eu-
clidean distance from comparison of two points in PCA sub-
space which corresponds to the horizontal axis of plots in
Figure 1) and the ICA output space (i.e., Euclidean distance
from comparison of two points in ICA subspace which cor-
responds to the vertical axis of plots in Figure 1). Since each
dot contains two (or more, for more than two modalities)
distance components, we will call it a face distance vector.
The grey tone and the dark tone dots denote the face dis-
tance vectors from genuine and imposter matches, respec-

Total

With glasses Without glasses

Without glasses Without glasses
&

With glasses With glasses

Figure 1: Distribution of genuine (grey tone) and imposter (dark
tone) face distance vectors.

tively. According to the prior information regarding whether
the subject in each image is wearing glasses or not, every
match can be divided into two cases as shown on the right
side of Figure 1: the top panel indicates that only one sub-
ject in either the probe image or the gallery image is wearing
glasses, and the bottom panel indicates that either both ob-
jects are wearing glasses or both are not. It can be seen from
this figure that the distributions of genuine and imposter dis-
tance vectors are more separable when they are divided than
when they are mixed together. Hence, when a certain amount
of prior information regarding the glasses of the subject is
known, we postulate that a higher verification performance
can be achieved by introducing two distinct classifiers for the
two better segregated cases than that attempting to classify
the mixed case using a single classifier.

Apart from the information on wearing glasses, the above
matching data (distance vectors) can be extended to various
cases using information from other external factors such as
illumination, pose, and facial expression. Although the data
distribution of a case of external factor is different from that
of another case, the information on the external factors is
homogenous within each case. Hence, a group of matching
data under a single case can be treated as a band. In order
to effectively separate the genuine and the imposter distribu-
tions in a manner similar to that in Figure 1, a local classifier
is required for each pair of conditions within and between
the bands. Since the entire combinatorial pairs within and
between the external factors should be considered, this will
result in an explosion of the number of local classifiers re-
quired.

Here, we devise a solution which integrates multiple lo-
cal classifiers into a single classification framework. Firstly,
we define an axis, which we called a code distance axis (this
terminology will be explained in greater detail in next sec-
tion) in addition to the axes of the face distance vector. With
this definition of a new axis, we can then assign a certain
coordinate value to each band, and we will call this value a
code distance. The code distance of one band should be dif-
ferent from another band indicating difference among those
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Figure 2: Separating hyperplanes in a newly defined higher-
dimensional space (here, e.g., three dimensions). The black curved
lines represent the decision hyperplanes ordered according to dif-
ferent code distances.

external factors. As illustrated in Figure 2, the mass of data
can be divided into different bands in the space along the
code distance axis when all the various external factors are
considered. Since the code distance axis can cater for vari-
ous external factors, a single classifier can thus be designed
to fuse the diverse information within a single classification
framework. Here, we note that the prior information regard-
ing external factors is unknown in real-word applications,
and it has to be estimated. An estimation-classifier will be de-
signed for individual external factor estimation and a fusion-
classifier will be designed for information fusion after esti-
mation. We will employ the well-known SVM classifier for
both external factors estimation and information fusion, and
pay particular attention to illumination variations, facial ex-
pressions, and partial occlusions in this study.

2.1.2. Code design

As mentioned above, in order to sort and segregate the en-
tire set of face distance vectors according to the external vari-
ables, a new axis is defined. This code distance axis needs to
satisfy the following two conditions for effective information
segregation. Firstly, the coordinates within the code distance
axis should vary according to the difference among the exter-
nal factors. This is obvious, because the objective of this new
axis is to separate each band such that a large difference be-
tween two external factors results in a large matching error.
Secondly, within each band, the symmetry between external
factors of the probe and the gallery should be satisfied. This
is because the objective of a verification system is merely to
measure the similarity between two input face images regard-
less of whether it is probe or gallery. Hence, a matching data
should remain within the same band when the external fac-
tors of its probe and gallery are reversed.

Considering these requirements, we decided to repre-
sent each external condition with appropriate code words,
such that each matching coordinate (from comparison of
two code words) along the code distance axis is determined
by the Euclidean distance between the code words of probe
and gallery. This is the main reason that the new axis is called
a code distance axis. In the rest of this section, we will discuss
the design of our code word system.

We begin with an intuitive code assignment which as-
signs a 2-digit binary code for the illumination condition ac-
cording to the lighting sources. There are four different il-
lumination conditions in AR database namely, interior light
(IL) where the subject is illuminated only by the interior
lights, left light (LL) where an additional light source on the
left is turned on, right light (RL) where an additional light
source on the right is turned on, and bidirectional light (BL)
where additional light sources on the left and on the right are
both turned on. Here, the following codes are assigned: {0, 0}
for IL, {1, 0} for LL, {0, 1} for RL, and {1, 1} for BL. Although
this intuitive encoding appears to give a clear representation
of external conditions, it causes problems which eventually
degrade the recognition performance. These problems are
enumerated as follows.

Firstly, the integer value encoding causes an overlap of
different bands which should have been separated. In other
words, there exist different bands which share the same code
distance. For example, the code distance between IL and LL
and that between LL and BL are both equal to 1, while the ac-
tual distributions of these two bands are quite different from
each other.

Secondly, this method cannot guarantee appropriate or-
dering of data distribution along the code distance axis.
Let us give an example using the illumination factor. Con-
sider a band where IL images and RL images are matched
within, and another band where IL images and BL images
are matched within (for convenience sake, we will call them
IL-RL band and IL-BL band, resp.). Since the BL (bidirec-
tionally illuminated) face images are more uniformly illumi-
nated than the RL faces images, the contrasting effect is less
severe for IL-BL than that for IL-RL. Consequently, the de-
sired threshold of the IL-BL band should be smaller than that
of the IL-RL band. However, the computed code distances
are
√

2 (= ‖[0 0]−[1 1]‖) and 1 (= ‖[0 0]−[0 1]‖), respec-
tively for IL-BL and IL-RL. This shows the ordering effect of
code distance with respect to amount of difference among
the conditional pairs.

Figure 3 illustrates this ordering problem with simplified
examples. Here, the genuine and the imposter matches are
plotted on coordinates according to their image distances
(e.g., PCA, ICA, or LFA output space) and code distances.
Unlike Figures 1 and 2, this figure shows only one face feature
with code distance for simplicity. From Figure 3(a), which il-
lustrates the match data distribution according to the intu-
itive code design, it follows that the trained separating hy-
perplane would be too curvy and the margin could be very
narrow due to the unordered distributions. For such case, it
would be difficult for SVM to converge to a separating hyper-
plane which generalizes well.

In order to circumvent the above problems, we assign
floating point numbers for code words and define a code dis-
tance axis for each of the modalities being fused to reflect
the distributions of corresponding data groups under con-
ditional variations. Here, we establish a principle of design-
ing code word in which the code distance varies according to
the mean of the distribution of corresponding genuine-user
matched distances of each modality from training data. Sat-
isfying this principle, we postulate that the coded data would
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Figure 3: Variation of match distributions: the black and the grey circles denote the genuine and the imposter matches, respectively, and
the white circle denotes a new sample match. The grey line between the circles indicates an optimal separating hyperplane of SVM. (a)
Intuitive code design leads to a curvy optimal separating hyperplane and narrow margin. (b) Our final code design leads to an almost
straight hyperplane and wider magin.

then be distributed as illustrated in Figure 3(b), where we ob-
tain a nearly straight separating hyperplane and wide margin.

According to the above principle of code design based on
the mean of genuine-user distance distribution, the following
procedure is established to compute an ordered set of vertices
which reveals the intrarelationship among the step differ-
ences within each external factor (e.g., for the external factor
on illumination, those left, right, frontal, and bidirectional
illumination step differences should occupy vertices which
show connections among each other as seen in Figure 4).

(1) Order the conditions within the external factor from
1 to n, where n is the total number of the conditions
(e.g., illumination: 1. frontal, 2. left, 3. right, and 4.
bidirectional lighting).

(2) Find the entire combinatorial set of code distances
from the available face distances. Each of the code dis-
tances is computed based on the mean of genuine-user
face distances of corresponding band which matches
images from ith condition with images from jth con-
dition Di, j (0 ≤ i < j ≤ n).

(3) Assign an n − 1 dimensional zero vector to the first of
the ordered conditions as its code.

(4) Initialize the code of the next (say kth) condition as
Ck = [c1

kc
2
k · · · ck−1

k 0 · · · 0]. Then calculate Ck from
the solution of the following simultaneous equations:

∥
∥C1 − Ck

∥
∥ = D1,k,

∥
∥C2 − Ck

∥
∥ = D2,k,

...
∥
∥Ck−1 − Ck

∥
∥ = Dk−1,k.

(1)

(5) Repeat procedure 4 until the nth condition.

We will walk through an example of encoding the PCA
feature based on the four conditions within the illumina-
tion factor (for fusion of multiple modalities, this proce-
dure should be repeated for those other modalities to be
fused with PCA in order to find their code words). From
the four kinds of known illumination conditions, the geo-

Left
(32.5, 0, 0)

Front
(0, 0, 0)

Right
(−0.66, 38.7, 0)

Bidirection
(10.8, 22.5, 28.6)

Figure 4: An example code assignment for illumination.

metric relationship among the codes of illumination is the
shape of a tetrahedron as shown in Figure 4. The bits length
of the code word for illumination would be at least 3 since
the tetrahedron is of 3-dimensional shape. The only prereq-
uisite condition for the code word design is the distances
among code words for different conditions where these dis-
tances should reveal the relationships among the conditions.
In other words, we care only about the shape of the tetra-
hedron (lengths of its 6 edges) in Figure 4, and we do not
care about its absolute position or rotation in the three-
dimensional code word space.

Starting with IL (interior light), we assign a code word
CIL = {0, 0, 0} for IL. Then we calculate the code distance
between the codes of IL and LL (left light), DIL,LL by taking
the average of face distances of genuine-user matchings when
the illumination conditions of their galleries are IL and those
of their probes are LL. Now, we can calculate the code of LL,
CLL = {c1

LL, c2
LL, c3

LL}, using the equation (‖CIL − CLL‖)2 =
(DIL,LL)2. Here, we arbitrarily initialize the code of LL as
CLL = {c1

LL, 0, 0} wherein c2
LL and c3

LL are set to zeros be-
cause CLL can be any point when the distance from CIL sat-
isfies DIL,LL. From our experimental data, DIL,LL is found to
be 32.5, and hence the resulting CLL is {32.5, 0, 0}. In a sim-
ilar manner, we can find the code for RL (right light) CRL

usingDIL,RL,DLL,RL, CIL, and CLL. Also, the code for BL (bidi-
rectional light) CBL can be calculated. This procedure can be
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Figure 5: Face distance vector distribution comparing smiling faces with frowning faces under different illuminations. (x-axis is PCA output
space, y-axis is ICA output space.) The illumination conditions of probe and gallery are (a) interior light, (b) left light, (c) right light, and
(d) bidirectional lights.

summarized as solving the following second-order simulta-
neous equations:

(i) initialization: CIL = {0, 0, 0} CLL = {c1
LL, 0, 0} CRL =

{c1
RL, c2

RL, 0} CBL = {c1
BL, c2

BL, c3
BL},

(ii) simultaneous code distance equations (six combina-
tions from the four conditions):

(∥
∥CIL − CLL

∥
∥
)2 = (DIL,LL

)2
,

(∥
∥CIL − CRL

∥
∥
)2 = (DIL,RL

)2
,

(∥
∥CLL − CRL

∥
∥
)2 = (DLL,RL

)2
,

(∥
∥CIL − CBL

∥
∥
)2 = (DIL,BL

)2
,

(∥
∥CLL − CBL

∥
∥
)2 = (DLL,BL

)2
,

(∥
∥CRL − CBL

∥
∥
)2 = (DRL,BL
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(iii) the resulting code words for illumination conditions
are shown in Figure 4.

Theoretically, when we design the code word by the above
method, we have to consider the entire set of all possible
combinations of conditions among the external factors of
the database. However, excessively long code words would
then be required and we have to solve complex simultane-
ous equations. Instead, we assume that each kind of external
factor affects the face distances independently. This assump-
tion is justifiable from our empirical observations as shown
in Figure 5. The four plots in Figure 5 show the distribution
of face distance vectors (in PCA and ICA output spaces) from
a comparison of images of smiling face with images of frown-
ing face. The difference among these plots is the illumination
condition of both probe and gallery images. The illumina-
tion condition for both the probe and the gallery is IL in
Figure 5(a), LL in Figure 5(b), RL in Figure 5(c), and BL in
Figure 5(d). Here we find that the distribution of face dis-
tances between images of two different expressions is quite
similar regardless of the illumination condition. Hence, we
can postulate that facial expressions and illuminations are
nearly independent in terms of their resultant matching ef-
fects. Based on this observation and assumption, we then
consider each external factor separately. For illumination, as
mentioned, since there are four kinds of illumination con-
ditions in our database, we assigned 3 digits. Our final code

Illumination Expression Sunglass Scarf

Il1 Il2 Il3 Exp1 Exp2 Exp3 Gls Scf

Code with eight elements

Figure 6: The organization of total eight code words.

design has 3 digits for expression, 1 digit for sunglasses, and
1 digit for scarf, all according to the available experimented
conditions from AR database. The total eight code words are
organized as shown in Figure 6. Finally, we consolidate the
code words for each factor and build a mapping table which
is filled with these code words.

2.1.3. Estimation of external factors

Thus far, we have discussed combining the face similarity
information and external factor information with the as-
sumption that we already know the external factors of each
image. However, in real-life applications, no prior knowl-
edge about the external factors is provided, and an estima-
tion of the external conditions is essential in order to imple-
ment this method. To estimate the external conditions, we
adopted the training-based approach. In [12], Huang et al.
reported excellent pose estimation result in their work and
this inspired us to estimate the external conditions by ex-
tending their SVM-based approach. An SVM (we called it
code-estimation-SVM which is differentiated from the clas-
sification or fusion-SVM for identity verification) is deployed
to learn and then estimate the external conditions for unseen
data.

The PCA feature was used as the main input of these
code-estimation-SVMs since it has high sensitivity to the ex-
ternal factors. As a result, the PCA feature will always be
used for code estimation, no matter what face representation
method is being encoded. As shown in Figure 7, the PCA co-
efficients of the face images were fed into the SVMs which
have been trained under different conditions. Four distinct
multiclass SVMs were trained to estimate the conditions of
each external factor from the AR database. Based on the esti-
mated information, we encoded the final external conditions
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Table 1: Condition code mapping for each method.

Condition (symbol : label) PCA code ICA code LFA code

Illumination

Interior (IL : 1) (0, 0, 0) (0, 0, 0) (0, 0, 0)

Left (LL : 2) (32.5, 0, 0) (1.21, 0, 0) (0.72, 0, 0)

Right (RL : 3) (−0.66, 38.7, 0) (0.21, 1.31, 0) (0.33, 0.67, 0)

Bidirection (BL : 4) (10.8, 22.5, 28.6) (0.55, 0.67, 0.98) (0.42, 0.36, 0.61)

Expression

Neutral (NE : 1) (0, 0, 0) (0, 0, 0) (0, 0, 0)

Smile (SE : 2) (26.3, 0, 0) (1.03, 0, 0) (0.67, 0, 0)

Anger (AE : 3) (2.89, 26.1, 0) (0.24, 1.13, 0) (0.16, 0.75, 0)

Scream (SE : 4) (12.8, 23.9, 24.3) (0.49, 0.89, 0.98) (0.31, 0.62, 0.65)

Sunglasses
Without (NG : 0) 0 0 0

With (WG :1) 41.1 16.3 1.39

Scarf
Without (NS : 0) 0 0 0

With (WS : 1) 51.1 15.1 1.92

PCA
projection

Condition
code

SVM
illumination

SVM
pose

SVM
expression

SVM
glasses

Code
mapping

Code estimation

Figure 7: The process of code estimation.

by mapping the code words from a code mapping table. Since
the code words provide information about distribution of the
face distances of a given modality, the code words of the map-
ping table should be obtained based on the face representa-
tion method which is being encoded. In other words, even
when the ICA face feature is combined with its code (coded-
ICA), the estimation-SVM still takes PCA coefficients as its
input, except that the code mapping table is determined by
ICA features (an example of the code mapping table is shown
in Table 1).

2.2. Information fusion

With the main idea of the proposed method, in this section
we will specify the entire system flow. Two different scenarios
will be considered: the first is to combine different facial in-
formation of a single face feature (either PCA, ICA, or LFA)
with its corresponding code information; and the second is to
combine all information including the global (PCA), the lo-
cal (ICA or LFA), and their corresponding code information.
Through these two scenarios, we can empirically verify the
advantages of our system in terms of performance enhance-
ment in aspects of isolation of effects of external factors and
fusion efficiency. We will call the first a coded-feature (e.g.,
either coded-PCA, coded-ICA, and coded-LFA) and call the
second a coded-fusion system.

2.2.1. Coded-feature: combining face
data and condition codes

As described in the previous section, the information from
external factors estimation will be fused with the face infor-
mation using SVM (fusion-SVM). Given a probe image, its
environmental/conditional factors are first estimated and en-
coded by the estimation-SVM which takes the PCA coeffi-
cients of the image. The code distance is calculated by com-
paring the estimated code of the probe image with that of the
gallery image. The face distance is next computed in a similar
way by comparing the face templates from the probe and the
gallery. Eventually the feature vector, which consists of the
code distance and the face distance, is fed into the SVM clas-
sifier which decides whether the probe is a genuine-user or
an imposter. Figure 8(a) shows a system which combines the
code output distance and the original feature output distance
from, for example, the ICA feature.

2.2.2. Coded-fusion: fusion of coded global
and local face features

We will work on both the holistic (PCA) and part-based (ei-
ther ICA or LFA) feature extraction methods in this study.
Apart from the conditional code, both holistic and part-
based face features are important direct information for
identity discrimination. Thus, fusion of all these data will
widen the between-class variation at the higher dimensional
space.

Combining two face features with the codes is a rather
straightforward procedure. For each and every probe and
gallery match, we feed the face distances and the code dis-
tances into the fusion-SVM directly. Figure 8(b) shows an
entire system fusing PCA and ICA feature distances with esti-
mated conditional code distances. The output of the fusion-
SVM is a score indicating whether the matching belongs
to a genuine-user match or an imposter match. Certainly,
apart from combining PCA with ICA features, other fea-
tures such as LFA can also be incorporated into the system
in Figure 8(b) by replacing the position of ICA to extend the
recognition capability.



Sang-Ki Kim et al. 7

PCA

ICA

PCA

ICA

Probe

Gallery

Genuine
or

imposter?

ICA code
estimation

ICA code
estimation

SVM

+

−

+

−

(a)

PCA

ICA

PCA

ICA

Probe

Gallery

Genuine
or

imposter?

PCA code
estimation
PCA code
estimation

ICA code
estimation
ICA code

estimation
SVM

+

−

+

−
+

−

+

−

(b)

Figure 8: Diagram for (a) coded-ICA and (b) coded-fusion.

(1) (2) (3) (4) (5) (6) (7)

(8) (9) (10) (11) (12) (13)

Figure 9: The conditions of AR database: (1) neutral, (2) smile, (3) anger, (4) scream, (5) left light on, (6) right light on, (7) both lights on,
(8) sunglasses, (9) sunglasses/left light, (10) sunglasses/right light, (11) scarf, (12) scarf/left light, (13) scarf/right light.

3. EXPERIMENTS

3.1. Data set: AR database

To evaluate the proposed method, we adopted a publicly
available database, the AR database from [11]. The AR
database contains 3315 images from 116 individuals. Each
person participated in two sessions (some of them only par-
ticipated in one session), which are separated by a two-week
time interval. For each session, 13 images were captured un-
der different states by varying illumination, facial expression,
and occlusion using sunglasses and scarf. Figure 9 shows a
sample set of 13 images from one session. The face of each
image was located manually by clicking a mouse at the cen-
ter of each eye. All images were normalized to 56 × 46 pixels
according to the eye centers, by rotating and subsampling.
Then, the images were histogram-equalized, and the pixels
were normalized to have zero mean and unit variations. The
training set and the test set are not composed to have any
common person, for example the training set consists of im-
ages of people whose ID number is odd and the test set con-
sists of the remaining images.

3.2. Experimental design

In this section, we explain the specifications regarding our
experiments. All the experiments were performed under the
identity verification scenario. Utilizing all images from the
AR database, the sizes of genuine-user and imposter popula-
tions generated for verification are, respectively, 20 124 and
1 363 492 for training and 20 046 and 1 342 029 for test. For
each face feature extraction method, we used different num-

ber of features which shows the best verification performance
(for PCA, 275 features were used; for ICA, 225 features were
used; and for LFA, 20 features were used). The receiver op-
erating characteristic (ROC) curve and the equal error rate
(EER) will be used to compare the performances.

3.2.1. Condition code estimation

Our first experiment is to observe the accuracy of condi-
tion code estimation. The code estimator is composed of two
parts: the first part is to estimate the external condition of an
input image (condition estimator), and the second part is to
map proper code words based on the estimated external con-
ditions (code mapping table). The condition estimator takes
the PCA features of the input image and then outputs a la-
bel indicating the external condition of the input. We first
labeled each of training images based on the ground truth of
external conditions. For example, image (9) of Figure 9 is la-
beled as 2-1-1-0 (illumination-expression-sunglasses-scarf)
which means that the subject is illuminated by left light, with
neutral expression, wearing sunglasses, and wearing no scarf.
Then, we trained the condition estimators using these labels
and PCA coefficients of the training set. A total of four SVMs
were trained to estimate illumination, pose, expression, and
glasses, respectively.

Unlike the condition estimators, the code mapping part
is determined based on the adopted face feature. This means
that for coded-ICA, the code words should be determined
based on means of ICA projected data. For coded-LFA,
the code words should be determined based on means of
LFA data, and for coded-PCA, the code words should be
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(a) (b)

(c)

(d)

Figure 10: (a) Mean images; (b) leading PCA bases; (c) leading ICA bases; (d) leading LFA bases.

Table 2: Composition of AR database subsets for experiment 2.

Subset names Included image numbers of AR database

Illumination variation {1, 5, 6, 7}
Expression variation {1, 2, 3, 4}
Sunglasses variation {1, 8}
Scarf variation {1, 11}

determined based on means of PCA data. Figure 10 shows
the mean vector and leading basis images of each face repre-
sentation method. To summarize, using the projected data,
we obtain the face distances of all possible genuine-user
matches within each of the training set. Then, using the dis-
tribution of these face distances, we build the code mapping
table for each method following the procedure in section
2.2.1. The resulting code mapping table is shown in Table 1.

Putting the condition estimators and the code mapping
table together, we then complete the code estimation pro-
cess. The process of the code estimator for coded LFA, for
example, is as follows. Firstly, the PCA coefficients of a given
input image are fed into the condition estimators. Assume
that the estimated result is 4-1-0-1. Then the corresponding
code word for the external factor is picked: {(0.42, 0.36,0.61)
(0,0,0) (1.39) (0)}. Finally, these code words are concate-
nated in a code word {0.42, 0.36, 0.61, 0., 0, 0, 1.39, 0} for the
given input image. With the estimated code word, the accu-
racy of code estimation is finally computed by comparing it
with the ground truth from the test set.

3.2.2. Fusion of single face feature with condition code

In the next experiment, we integrate our encoding scheme
to each face feature (individually for PCA, ICA, and LFA).
Our purpose is to validate whether the proposed method can
isolate the effects of external factors and to observe which
face feature can incorporate the encoding scheme more ef-

Table 3: Results of code estimation.

Condition Estimation accuracy (%)

Illumination 99.33

Expression 94.37

Sunglasses 100.00

Scarf 99.94

fectively. Using the projected feature data, we obtain the face
distances of all possible matches within each of the training
and the test set. Each of these distances is labeled as either
a “genuine-user” or an “imposter” according to the known
comparisons. Based on the ground truth of conditions from
the training data set, we encoded the external conditions us-
ing the codes from the code mapping table. Then, we calcu-
lated the code distances of the training data set in a similar
way to that we did for face distances.

Eventually, we have the face distances and the code dis-
tances computed for feeding into fusion-SVM for identity
verification. We trained the fusion-SVM using these face and
code distances obtained from the training data set. These
inputs for the SVM were in the form of two-dimensional
vectors and labeled as 0 or 1 according to whether they are
from the genuine or the imposter matching. For test, the code
words of the probe and the gallery are estimated by the code
estimator, and their code distance is fed into fusion-SVM
with corresponding face distance. Finally, the fusion-SVM
outputs a value predicting whether they are genuine match
(close to 0) or imposter match (close to 1).

3.2.3. Fusion of coded-PCA with part-based features

In this experiment, we test the proposed method for fusing
the holistic and the part-based methods (coded PCA+ICA
or coded PCA+LFA). Here we employ a similar code assign-
ment as described in the previous section. The fusion-SVM
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Figure 11: Test results of experiment 1 in ROC curves. The horizontal and the vertical axes indicate FAR (false accept rate) and GAR (genuine
accept rate), respectively: (a) PCA and coded-PCA, (b) ICA and coded-ICA, (c) LFA and coded-LFA.

Table 4: Results of experiments.

Experiment Methods EER (%)

Coded-feature

PCA 32.76

Coded-PCA 26.45

ICA 29.48

Coded-ICA 25.50

LFA 27.62

Coded-LFA 26.84

Coded-fusion

PCA+ICA 28.83

Coded-PCA+ICA 24.94

PCA+LFA 26.14

Coded-PCA+LFA 21.25

takes the face distances and the code distances of each of
both methods being fused as inputs in the form of a four-
dimensional feature vector. For performance comparison
purpose, we performed an additional experiment on simple
fusion without inclusion of conditional codes.

Several subsets of test data as well as an entire one were
experimented, in order to compare the performance of pro-
posed method with that of PCA [1], ICA [3], and LFA [4]
under variations of different external factors. The subsets are
composed so that only one kind of external factor is varied
within each subset. Those images which are included in each
subset are tabulated in Table 2, and the labels of images are
indicated in Figure 9.

3.3. Results

Condition code estimation

Table 3 shows the accuracy of code estimation using PCA co-
efficients test data. The estimation accuracy is the percentage
of correctly estimated external condition with respect to the
ground truth for the entire test set. It is seen here that for all
external factors, the estimation rates are quite high. This re-

sult shows that the PCA coefficients contain rich information
of external factors which can be useful for identity discrimi-
nation.

Fusion of condition code with single face feature

The resulting verification performances of the coded-feature
experiments are shown in the form of ROC curves in
Figure 11, and the corresponding EERs are shown in Table 4.
Here we see that by applying the proposed method, we could
improve the verification performances of all three face rep-
resentations from the original PCA [1], ICA [3], and LFA
[4]. These results show that the proposed method success-
fully isolates the effects of external factors. Particularly, the
best improvement margin has been achieved using PCA fea-
tures. On the other hand, there is only 1% of performance
improvement from coded-LFA over LFA. This shows that
PCA contains much information on external factors in ad-
dition to those identity discriminative features.

Fusion of coded-PCA with part-based features

The results from the final set of experiments are shown in
Figure 12 and Table 5. Here, we achieved respectively 3.89%
and 4.89% of performance improvements using coded-
PCA+ICA and coded-PCA+LFA with respect to their corre-
sponding simple-fusion. These results are seen to be higher
than any of those singly coded-PCA, -ICA, and –LFA, hence
suggesting the efficiency of our method for multiple fea-
tures fusion. The experimental results on data subsets are
also shown in Table 5. Among PCA, ICA, and LFA, the best
method for each subset is different, but coded-PCA+ICA and
coded-PCA+LFA outperform others for every external fac-
tor variation. These results reflect the adaptation of coded-
method to various external conditions.

From Table 5, we can see that both PCA [1] and ICA
[3] by themselves are severely weak for scarf variation. How-
ever, with coded-PCA+ICA, the situation improves signifi-
cantly in this scenario of scarf variation. As for sunglasses
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Figure 12: Test results of experiment 2 in ROC curves: (a) PCA, ICA, and coded-PCA+ICA, (b) PCA, LFA, and coded-PCA+LFA.

Table 5: Results of experiment on subsets of AR database in terms of EER.

Method Total
Data subset

Illumination variation Expression variation Sunglasses variation Scarf variation

Coded-(PCA+ICA) 24.94 13.02 12.00 17.26 29.24

Coded-(PCA+LFA) 21.25 11.32 12.29 16.43 21.32

PCA [1] 32.76 21.45 12.67 21.40 42.38

ICA [3] 29.48 15.82 14.68 20.30 39.58

LFA [4] 27.62 16.40 20.76 29.01 25.88

and other variations, the coded-PCA+ICA show consistent
improvements over the relatively good verification perfor-
mances. When comparing coded-PCA+LFA with the origi-
nal LFA [4], similar improvements are seen for all external
factor variations. These results support our claim that the
proposed method isolates the effect of external factors.

4. CONCLUSION

In this paper, we proposed a code-based method which iso-
lates the effects of external conditions from the feature data
for effective identity verification. Main attention was paid
to a robust classification scheme under considerable vari-
ation of environmental conditions. With deliberate design
of a conditional code scheme, the code information was
shown to aid the SVM to improve the verification perfor-
mance than one without the code. Our empirical results
show that the conditional code significantly contributes to
SVM classification under a wide range of varying external
conditions.

One major technical contribution of this paper is the in-
troduction of a novel approach to deal with data variation in
pattern recognition. In this application on face verification,
we attempted to quantify the original cause of data variation
and included these quantitative values for robust verification.
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1. INTRODUCTION

The performance of face-recognition systems is achieved at
a high level when these systems are robust to noise, corrup-
tions, and variations in face images [1]. To make face recog-
nition systems robust, multiclass artificial neural networks
(ANNs) capable of learning from noisy data have been sug-
gested [1, 2]. However, on large face image datasets, con-
taining many images per class (subject) or large number of
classes, such neural-network systems cannot provide the per-
formance at a high level. This happens because boundaries
between classes become complex and a recognition system
can fail to solve a problem; see [1–3].

To overcome such problems, pairwise classification sys-
tems have been proposed; see, for example, [4]. Pairwise clas-
sification system transforms a multiclass problem into a set
of binary classification problems for which class boundaries
become much simpler than those for a multiclass system. Be-
side that, the density of training samples for a pairwise clas-
sifier becomes lower than that for a multiclass system, mak-
ing a training task even simpler. As a result, classifiers in a
pairwise system can learn to divide pairs of classes most effi-
ciently.

The outcomes of pairwise classifiers, being treated as class
membership probabilities, can be combined into the final
class posteriori probabilities as proposed in [4]. This pro-

posed method aims to approximate the desired posteriori
probabilities for each input although such an approximation
requires additional computations. Alternatively, we can treat
the outcomes of pairwise classifiers as class membership val-
ues (not as probabilities) and then combine them to make
decisions by using the winner-take-all strategy. We found
that this strategy can be efficiently implemented within a
neural network paradigm in the competitive layer as de-
scribed in [5].

However, the efficiency of such pairwise neural-network
schemes has not been yet explored sufficiently in face recog-
nition applications. For this reason in this paper we are aim-
ing to explore the ability of pairwise neural-network systems
to improve the robustness of face recognition systems. The
exploration of this issue is very important in practice, and
that is the novelty of this research. In our experiments, the
pairwise neural networks are shown to outperform the mul-
ticlass neural-network systems in terms of the predictive ac-
curacy on the real face image datasets.

Further in Section 2, we briefly describe a face image rep-
resentation technique and then illustrate problems caused by
noise and variations in image data. Then in Section 3 we in-
troduce a pairwise neural-network system proposed to en-
hance the robustness of face recognition system. In Section 4
we describe our experiments, and finally in Section 5 we con-
clude the paper.
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2. FACE IMAGE REPRESENTATION AND
NOISE PROBLEMS

Image data are processed efficiently when they are rep-
resented as low-dimensional vectors. Principal component
analysis (PCA), allowing data to be represented in a low-
dimensional space of principal components, is a common
technique for image representation in face recognition sys-
tems; see, for example, [1–3]. Resultant principal compo-
nents make different contribution to the classification prob-
lem.

The first two principal components, which make the
most important contribution to face recognition, can be used
to visualise the scatter of patterns of different classes (faces).
Particularly, the use of such visualisation allows us to ob-
serve how noise can corrupt the boundaries of classes. For
instance, Figure 1 shows two examples of data samples repre-
senting four classes whose centres of gravity are visually dis-
tinct. The left-side plot depicts the samples taken from the
original data while the right-side plot depicts the same sam-
ples mixed with noise drawn from a Gaussian density func-
tion with zero mean and the standard deviation alpha = 0.5.

From the above plot, we can observe that the noise cor-
rupts the boundaries of the classes, affecting the performance
of a face recognition system. It is also interesting to note that
the boundaries between pairs of the classes do not change
much. This observation inspires us to exploit a pairwise-
classification scheme to implement a neural network-based
face recognition system which would be robust to noise in
image data.

3. A PAIRWISE NEURAL-NETWORK SYSTEM FOR
FACE RECOGNITION

The idea behind the pairwise classification is to use two-
class ANNs learning to classify all possible pairs of classes.
Consequently, for C classes a pairwise system should include
C∗(C − 1)/2 ANNs trained to solve two-class problems. For
instance, given C = 3 classes Ω1, Ω2, and Ω3 depicted in
Figure 2, we can setup three two-class ANNs as illustrated in
this figure. The lines f i/ j are the separating functions learnt
by the ANNs to separate class i from class j. We can assume
that functions f i/ j give the positive values for inputs belong-
ing to classes i and the negative values for the classes j.

Now we can combine functions f 1/2, f 1/3, and f 2/3 to build
up the new separating functions g1, g2, and g3. The first func-
tion g1 combines the outputs of functionsf 1/2 and f 1/3 so that
g1 = f 1/2 + f 1/3. These functions are taken with weights of 1.0
because both f 1/2 and f 1/3 give the positive output values for
data samples of class Ω1. Likewise, the second and third sep-
arating functions g2 and g3 are described as follows:

g2 = f2/3 − f1/2, g3 = − f1/3 − f2/3. (1)

In practice, each of the separating functions g1, . . . , gc can
be implemented as a two-layer feed-forward ANN with a
given number of hidden neurons fully connected to the input
nodes. Then we can introduce C output neurons summing all
outputs of the ANNs to make a final decision. For instance,

the pairwise neural-network system depicted in Figure 3 con-
sists of three ANNs learning to approximate functions f 1/2,
f 1/3, and f 2/3. The three output neurons g1, g2, and g3 are
connected to these networks with weights equal to (+1, +1),
(−1, +1), and (−1,−1), respectively.

In general, a pairwise neural-network system consists
of C(C − 1)/2 ANN classifiers, represented by functions
f1/2, . . . , fi/ j , . . . , fC−1/C, and C output neurons g1, . . . , gc,
where i < j = 2, . . . ,C. We can see that the weights of output
neurons gi connected to the classifiers fi/k and fk/i should be
equal to +1 and −1, respectively.

Next, we describe the experiments which are carried
out to evaluate the performance of this technique on syn-
thetic and real face images datasets. The performances of the
pairwise-recognition systems are compared with those of the
multiclass neural networks.

4. EXPERIMENTS

In this section, we describe our experiments with synthetic
and real face image datasets, aiming to examine the proposed
pairwise and multiclass neural-network systems. The exam-
ination of these systems is carried out within 5-fold cross-
validation.

4.1. Implementation of recognition systems

In our experiments, both pairwise and standard multiclass
neural networks were implemented in Matlab, using neu-
ral networks Toolbox. The pairwise classifiers and the mul-
ticlass networks include hidden and output layers. For the
pairwise classifiers, the best performance was achieved with
two hidden neurons, while for the multiclass networks the
numbers of hidden neurons were dependent on problems
and ranged between 25 and 200. The best performance for
pairwise classifiers was obtained with a tangential sigmoid
activation function (tansig), while for multiclass networks
with a linear activation function (purelin). Both types of the
networks were trained by error back-propagation method.

4.2. Face image datasets

All the face images used in our experiments are processed
to be in a grey scale ranging between 0 and 255. Because of
large dimensionalities of these data, we used only the first 100
principal components retrieved with function “princomp”.

The face image datasets Cambridge ORL [6], Yale ex-
tended B [7], and Faces94 [8], which were used in our exper-
iments, were partially cropped and resized in order to satisfy
the conditions of using function “princomp”. Image sizes for
the ORL, Yale extended B, and Faces94 were 64×64, 32×32,
and 45× 50 pixels, respectively. For these face image sets, the
number of classes and number of samples per subject were
40 and 10, 38 and 60, and 150 and 20, respectively.

4.3. Impact of data density in case of synthetic data

These experiments aim to compare the robustness of the
proposed and multiclass neural networks to the density of



J. Uglov et al. 3

0 1 2 3 4 5 6 7

p1

0

1

2

3

4

5

p2

(a)

0 1 2 3 4 5 6 7

p1

0

1

2

3

4

5

p2

(b)

Figure 1: An example of scattering the samples drawn from the four classes for alpha = 0 (a) and alpha = 0.5 (b) in a plane of the first two
principal components p1 and p2.
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Figure 2: Splitting functions f 1/2, f 1/3, and f 2/3 dividing the follow-
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Figure 3: An example of pairwise neural-network system for C = 3
classes.

synthetic data. The synthetic data were generated for four
classes which were linearly separable in a space of two vari-
ables, p1 and p2 that allowed us to visualise the boundaries
between the classes. Each of these variables ranges between 0
and 1.

The class boundaries are given by the following lines:

y = p1 + 0.5, y = p2 + 0.5. (2)

The number of data samples in each class was given be-
tween 10 and 200, making the data density different. Clearly,
when the density is higher, the data points are closer to each
other, and the classification problem becomes more difficult.
Figure 4 shows two cases of the data densities with 10 and
200 samples per class.

From this figure, we see that when the density is high the
data samples may be very close to each other, making the
classification problem difficult. Hence, when the data den-
sity is high or the number of classes is large, pairwise classi-
fiers learnt from data samples of two classes can outperform
multiclass systems learnt from all the data samples. This hap-
pens because the boundaries between pairs of classes become
simpler than the boundaries between all the classes.

The robustness of the proposed pairwise and multiclass
systems is evaluated in terms of the predictive accuracy on
data samples uniformly distributed within (0, 1). The classes
C1, . . . ,C4 are formed as follows:

C1 : p1 ∈ [0, 0.5], p2 ∈ [0, 0.5]; C2 : p1 ∈ [0, 0.5],

p2 ∈ [0.5, 1.0], C3 : p1 ∈ [0.5, 1.0], p2 ∈ [0.5, 1.0];

C4 : p1 ∈ [0.5, 1.0], p2 ∈ [0, 0.5].
(3)

In theory, multiclass neural networks with two hidden
and four output neurons are capable of solving this classi-
fication problem. However, practically the performance of a
multiclass neural network is dependent on the initial weights
as well as on the density of data samples.
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In our experiments, the numbers of data samples per
class were given between 50 and 200. Table 1 shows the per-
formances of the pairwise and multiclass systems for these
data.

From this table we can see that the proposed pairwise
system outperforms the multiclass system on 16% and 20%
when the numbers of samples are 50 and 200, respectively.

4.4. Impact of data density in case of Yale data

The Yale extended B data contain 60 samples per subject that
gives us an opportunity to examine the robustness of the face
recognition systems to the data density. In these experiments,
we compare the performances of both recognition systems
trained on the datasets containing different number of sam-
ples per subject. The numbers of these samples are given 12,
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Figure 6: Performance of the pairwise and multiclass-recognition
systems over the number of classes. Solid lines and bars are the mean
and 2σ intervals, respectively.

24, 36, 48, and 60 per subject. Figure 5 shows the perfor-
mance of the proposed pairwise and multiclass systems over
the number of samples per subject.

From this figure, we can see that the proposed pairwise-
recognition system significantly outperforms the multiclass
system in terms of the predictive accuracy on the test data.
For instance, for 24 samples a gain in the accuracy is equal to
9.5%. When the number of samples is 60, the gain becomes
11.5%.

4.5. Impact of the number of classes in
case of faces94 data

The Faces94 dataset contains images of 150 subjects. Each of
these subjects is represented by 20 images. Hence, this image
dataset gives us an opportunity to compare the performances
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Figure 7: Performances of the multiclass recognition systems over the number of hidden neurons for 25, 50, 100, and 150 classes. Solid lines
and bars are the mean and 2σ intervals, respectively.

of the proposed and multiclass recognition systems against
different number of classes (subjects). In our experiments,
we vary the number of classes between 25 and 150 as depicted
in Figure 6.

From this figure, we can see that when the number of
classes varies between 25 and 50, the performance of both
systems in terms of predictive accuracy is close to maximal.
However, when the number of classes increases, the perfor-
mance of the multiclass system declines while the perfor-
mance of the pairwise system remains near to maximal.

In these experiments, the best performance of the multi-
class system was obtained with 100 hidden neurons. Figure 7
shows the performance of the multiclass system versus the
numbers of hidden neurons under different numbers of
classes.

From this figure, we can observe first that the number
of hidden neurons does not contribute to the performance

much. In most cases, the best performance is achieved with
100 hidden neurons.

4.6. Robustness to noise in ORL and Yale datasets

From our observations, we found that the noise existing in
face image data can seriously corrupt class boundaries, mak-
ing recognition tasks difficult. Hence, we can add noise of
variable intensity to face data in order to examine the robust-
ness of face-recognition systems. The best way to make data
noisy is to add artificial noise to principal components rep-
resenting face-image data. An alternative way is to add such
noise directly to images. However, this method affects only
the brightness of image pixels not the class boundaries loca-
tions.

For this reason in our experiments we add artificial noise
to the principal components representing the ORL and Yale
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Figure 8: Performance of the pairwise and multiclass recognition systems over noise levels alpha. Solid lines and bars are the mean and 2σ
intervals, respectively.

Table 1: Performance of the pairwise and multiclass recognition systems over the number of data samples. The performances are represented
by the means and 2σ intervals.

Classification system Number of data samples per class

50 100 150 200

Pairwise 0.965± 0.0103 0.981± 0.0124 0.983± 0.012 0.976± 0.0253

Multiclass 0.796± 0.157 0.812± 0.1485 0.807± 0.157 0.774± 0.1515

data in order to compare the robustness of the proposed pair-
wise and multiclass recognition systems. The performances
of the pairwise and multiclass recognition systems over dif-
ferent noise levels are shown in Figure 8.

From this figure, we can see that for alpha ranging be-
tween 0.0 and 1.3, the proposed pairwise system outperforms
the multiclass system. For instance, for alpha = 0.0, a gain in
the performance is 2.0% on the ORL and 4.0% on the Yale
datasets. For alpha = 1.1, the gain becomes 10.2% and 14.1%,
respectively.

5. CONCLUSION

In order to reduce the negative effect of noise, corruptions,
and variations in face images, we have proposed a pairwise
neural-network system for face recognition. We assumed that
the use of such classification scheme can improve the robust-
ness of face recognition. Such assumption has been made on
the base of our observations that the boundaries between
pairs of classes are corrupted by noise much less than the
boundaries between all the classes. High density of data can

also make the recognition task difficult for multiclass sys-
tems.

We have compared the performances of the proposed
pairwise and multiclass neural-network systems on the syn-
thetic data as well as on the real face images. Having esti-
mated the mean values and standard deviations of the per-
formances under different levels of noise in the image data
and different numbers of classes and samples per subject, we
have found that the proposed pairwise system is superior to
the multiclass neural-network system.

Thus, we conclude that the proposed pairwise system is
capable of decreasing the negative effect of noise and varia-
tions in face images. Clearly, this is a very desirable property
for face recognition systems when the robustness is of crucial
importance.
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This paper proposes a full-body layered deformable model (LDM) inspired by manually labeled silhouettes for automatic model-
based gait recognition from part-level gait dynamics in monocular video sequences. The LDM is defined for the fronto-parallel
gait with 22 parameters describing the human body part shapes (widths and lengths) and dynamics (positions and orientations).
There are four layers in the LDM and the limbs are deformable. Algorithms for LDM-based human body pose recovery are then
developed to estimate the LDM parameters from both manually labeled and automatically extracted silhouettes, where the au-
tomatic silhouette extraction is through a coarse-to-fine localization and extraction procedure. The estimated LDM parameters
are used for model-based gait recognition by employing the dynamic time warping for matching and adopting the combination
scheme in AdaBoost.M2. While the existing model-based gait recognition approaches focus primarily on the lower limbs, the es-
timated LDM parameters enable us to study full-body model-based gait recognition by utilizing the dynamics of the upper limbs,
the shoulders and the head as well. In the experiments, the LDM-based gait recognition is tested on gait sequences with differences
in shoe-type, surface, carrying condition and time. The results demonstrate that the recognition performance benefits from not
only the lower limb dynamics, but also the dynamics of the upper limbs, the shoulders and the head. In addition, the LDM can
serve as an analysis tool for studying factors affecting the gait under various conditions.
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1. INTRODUCTION

Automatic person identification is an important task in vi-
sual surveillance, and monitoring applications in security-
sensitive environments such as airports, banks, malls, park-
ing lots, and large civic structures, and biometrics such as
iris, face, and fingerprint have been researched extensively for
this purpose. Gait, the style of walking of an individual, is an
emerging behavioral biometric that offers the potential for
vision-based recognition at a distance where the resolution
is not high enough for the other biometrics to work [1–4].
In 1975 [5], Johansson used point light displays to demon-
strate the ability of humans to rapidly distinguish human lo-
comotion from other motion patterns. Similar experiments
later showed the capability of identifying friends or the gen-
der of a person [6, 7], and Stevenage et al. show that humans
can identify individuals based on their gait signature in the
presence of lighting variations and under brief exposures [8].
Recently, there has been increased research activities in gait
recognition from video sequences. Vision-based gait capture

is unobtrusive, requiring no cooperation or attention of the
observed subject and gait is difficult to hide. These advan-
tages of gait as a biometric make it particularly attractive in
human identification at a distance. In a typical vision-based
gait recognition application, a monocular video sequence is
used as the input.

Gait recognition approaches can be broadly categorized
into the model-based approach, where human body struc-
ture is explicitly modeled, and the model-free approach,
where gait is treated as a sequence of holistic binary patterns
(silhouettes). Although the state-of-the-art gait recognition
algorithms are taking the model-free approach [3, 4, 9–12],
from the literature of the anthropometry and the biome-
chanics of human gait [13, 14], human body is structured
with well-defined body segments and human gait is essen-
tially the way locomotion is achieved through the move-
ment of human limbs. Therefore, for detailed analysis and
in-depth understanding of what contributes to the observed
gait (and gait-related applications), it is natural to study
the movement of individual human body segments, rather
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than treating human body as one whole holistic pattern. For
example, contrary to common beliefs that cleaner silhou-
ettes are desired for successful recognition, a recent study
[15] shows that automatically extracted (noisy) silhouette
sequences achieve better recognition results than very-clean
(more accurate) manually segmented silhouettes [16], and
the explanation in [16] is that there are correlated errors
(noise) contributing to the recognition in the noisy silhou-
ette sequences. On the other hand, the model-based ap-
proach [17–21] extracts gait dynamics (various human body
poses) for recognition and appears to be more sound, but it
is not well studied and less successful due to the difficulties
in accurate gait dynamics extraction [1, 3]. For these existing
model-based gait recognition algorithms, only the dynamics
of the lower body (the legs) are used for recognition, except
in [20], where the head x-displacement is also used. However,
in the visual perception of a human gait, the dynamics of the
upper-body, including the arms, the shoulders, and even the
head, contributes significantly to the identification of a fa-
miliar person as well. Therefore, it is worthwhile to investi-
gate whether it is feasible to extract the upper-body dynamics
from monocular video sequences and whether the gait recog-
nition performance can benefit from it.

Motivated by the discussions above, the earlier version of
this paper proposed a new full-body articulated human body
model for realistic modeling of human movement, named as
the layered deformable model (LDM) [22]. It is inspired by
the manually labeled body-part-level silhouettes [15] from
the “gait challenge” data sets, which were created for studying
gait recognition from sequences free from noise and back-
ground interference, and it is designed to closely match them
in order to study gait recognition from detailed part-level gait
dynamics. In this paper, more detailed descriptions and in-
depth discussions on the LDM and the pose recovery algo-
rithms proposed in [22] are provided; and furthermore, the
LDM is applied to the automatic model-based gait recogni-
tion problem. An overview of the LDM-based gait recogni-
tion is shown in Figure 1. A coarse-to-fine silhouette extrac-
tion algorithm is employed to obtain silhouettes automat-
ically from a monocular video sequence and human body
pose recovery algorithms are then developed to estimate the
LDM parameters from the silhouettes. The pose recovery al-
gorithms developed here do not rely on any tracking algo-
rithm. Hence, it is fully automatic and does not suffer track-
ing failures as in [17], where manual parameter estimation
is needed when the tracking algorithm fails due to the prob-
lems of body part self-occlusion, shadows, occlusion by other
objects, and illumination variation in the challenging out-
door environment. Next, the dynamic time warping (DTW)
algorithm is utilized for matching body part dynamics and
the combination scheme in AdaBoost.M2 is adopted to inte-
grate the various part-level gait dynamics. The gait recogni-
tion experiments are carried out on a subset of the gait chal-
lenge data sets [9, 15] and several interesting observations are
made.

The rest of this paper is organized as follows: Section 2
describes the LDM. In Section 3, human body pose recov-
ery algorithms are presented in more details for manual sil-
houettes and automatically extracted silhouettes, followed

by a brief discussion on the computational complexity. The
LDM-based gait recognition module is then proposed in
Section 4. Finally, the experimental results are reported in
Section 5 and conclusions are drawn in Section 6.

2. THE LAYERED DEFORMABLE MODEL

As discussed in [22], in model-based gait recognition, the
desirable human body model should be of moderate com-
plexity for fast processing while at the same time it should
provide enough features for discriminant learning. In other
words, a tradeoff between the body model complexity (con-
cerning the efficiency) and the model descriptiveness (con-
cerning the accuracy) is sought. It is not to be as detailed as
a fully deformable model used for realistic modeling (e.g.,
of animated characters in movies) in computer graphics and
animations, while it must model limbs individually to en-
able model-based recognition. The existing model-based gait
recognition algorithms [17–21] regard the lower-body (the
legs) dynamics as the discriminative features and almost
completely ignore the upper-body dynamics. Such ignorance
is partly due to the difficulty in accurate extraction of the
upper-body dynamics and their assumption that the leg dy-
namics are most important for recognition. However, in our
opinion, the upper-body dynamics (the arms, shoulders, and
head) provide us with valuable information for identification
of a person as well. Therefore, gait recognition algorithms
based on a full-body model are expected to achieve better re-
sults than those relying on only the lower-body dynamics.

Although there are works making use of the full-body in-
formation, such as the seven-ellipse representation in [23]
and the combination of the left/right projection vectors and
the width vectors in [24], these representations are rather
heuristic. Since the biomechanics of human gait is a well-
studied subject, it is helpful to develop a human body model
by incorporating knowledge from this area. At the same time,
as a vision-based approach, the information available for
model estimation is limited to what can be extracted from a
camera at a distance different from the marker-based studies
in biomechanics of human gait [14].

The human full-body model named as the layered de-
formable model (LDM) was first proposed in [22] for the
most commonly used fronto-parallel gait (side-view), al-
though it can be designed for gait from various viewing an-
gles. Without loss of generality, it is assumed that the walk-
ing direction is from the right to the left. This model is in-
spired by the manually labeled silhouettes provided by the
University of South Florida (USF) [15], where the silhouette
in each frame was specified manually for five key sets: the
gallery set, probes B, D, H, and K. (In typical pattern recog-
nition problems, such as human identification using finger-
prints, face, or gait signals, there are two types of data sets:
the gallery and the probe [9]. The gallery set contains the
set of data samples with known identities and it is used for
training. The probe set is the testing set where data samples
of unknown identity are to be identified and classified via
matching with corresponding entries in the gallery set.) In
addition, more detailed specifications in terms of body parts
were provided. These manual silhouettes are considered to
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be the ideal “clean” silhouettes that can be obtained from the
raw video sequences.

Following [22], the LDM consists of ten segments model-
ing the ten body parts: the head (a circle), the torso (a semiel-
lipse on top of a rectangle), the left/right upper arms (rect-
angles), the left/right lower arms (quadrangles), the left/right
upper/lower legs (quadrangles). The feet and the hands are
not modeled explicitly since they are relatively small in size
and difficult to detect consistently due to occlusion with the
“background” (e.g., covered by grass). Figure 2 is an illustra-
tion of the LDM, which matches closely to the manual sil-
houettes in [15]. The model is defined based on a skeleton
model, which is shown as thick lines and black dots in the
figure.

The LDM is specified in [22] using the following 22 pa-
rameters that define the lengths, widths, positions, and ori-
entations of body parts, with the number of parameters for
each category in brackets:

(i) lengths (6): the lengths of various body parts LH (the
radius of the head), LT (the torso), LUA (the upper
arm), LLA (the lower arm, including the hand), LTH

(the thigh), and LLL (the lower leg, including the feet);

(ii) widths (3): the widths (thickness) of body parts WT

(the torso, which is equal to the width of the top of the
thigh),WK (the knee), andWA (the arm, assuming the
same width for the upper and lower parts);

(iii) positions (4): the global position (xG, yG), which is also
the position of the hip joint, and the shoulder displace-
ment (dxSh,dySh);

(iv) body part orientations (9): θLTH (the left thigh), θRTH

(the right thigh), θLLL (the left lower leg), θRLL (the
right lower leg), θLUA (the left upper arm), θRUA (the
right upper arm), θLLA (the left lower arm), θRLA (the
right lower arm), and θH (the head, the neck joint an-
gle). The body part orientation is measured in the an-
gle between the major axis of the body part and the
horizontal axis, following the biomechanics conven-
tions in [13]. In Figure 2, θRLL, θLTH, and θH are labeled
for illustration.

In addition to the 22 parameters for the LDM, the height of
the human full-body is denoted as HF .

Furthermore, in order to model the human body self-
occlusion (e.g., between legs, arms, and torso), the follow-
ing four layers are introduced in [22], inspired by the layered
representation in [25]:

(i) layer one: the right arm;
(ii) layer two: the right leg;

(iii) layer three: the head, the torso, and the left leg;
(iv) layer four: the left arm

where the first layer is furthest from the camera (frequently
occluded) and the fourth layer is the closest to the cam-
era (seldom occluded). Figure 3 shows each layer as well as
the resulted overlaid image. As seen from the figure, self-
occlusion is explained well with this model. Let L j denote the
image of layer j, where j = 1, 2, 3, 4. The gait stance image Ig
obtained by overlying all layers in order can be written as

Ig = L4 + B
(

L4
)∗(L3 + B

(
L3
)∗(L2 + B

(
L2
)∗L1

))
, (1)

where “∗” denotes the elementwise multiplication and B(L j)
is the mask obtained by setting all the foreground pixels (the
body segments) in L j to zero and all the background pix-
els to one. The difference of this layered representation from
that in [25] is that here the foreground boundary is deter-
mined uniquely by the layer image L j and there is no need to
introduce an extra mask.

As described in [22], the LDM allows for limb defor-
mation and Figure 4 shows an example for the right leg
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Figure 3: The four-layer representation of the LDM.
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Figure 4: Illustration of the right leg deformation.

deformation. This is different from the traditional 2D (rect-
angular) models and visual comparison with the manual sil-
houettes [15] shows that the LDM matches well with hu-
man’s subjective perception of human body (in 2D).

On the whole, the LDM is able to model human gait re-
alistically with moderate complexity. It has a compact rep-
resentation comparable to the simple rectangle (cylinder)
model [17] and its layered structure models self-occlusion
between body parts. At the same time, it models simple limb
deformation while it is not as complicated as the fully de-
formable model [26]. In addition, the shoulder displacement
parameters model shoulder swing observed in the manual
silhouette sequences, which is shown to be useful for auto-
matic gait recognition in the experiments (Section 5.2), and
they also relate to viewing angles.

3. LDM-BASED HUMAN BODY POSE RECOVERY

With the LDM, the pose (LDM parameter) estimation prob-
lem is solved in two phases. The estimation of the LDM
parameters from the manually labeled silhouettes is tackled
first, serving as the ground truth in pose recovery perfor-
mance evaluation and facilitating the studies of the ideal-case
model-based gait recognition. In addition, statistics from the
LDM parameters obtained from the manual silhouettes are
used in the following task of direct LDM parameter estima-
tion for the silhouettes extracted automatically from raw gait
sequences.

3.1. Pose estimation from manually
labeled silhouettes

For each gait cycle of the manual part-level labeled silhou-
ettes, the LDM parameters for a silhouette are estimated by

processing each individual segment one by one. As suggested
in [22], some parameters, such as the limb orientations, are
more closely related to the way one walks and hence they
are more important to gait recognition than the others, such
as the width parameters. Therefore, the limb orientation pa-
rameters are estimated first using robust algorithms for high
accuracy.

3.1.1. Estimation of limb orientations

For reliable estimation of the limb orientations (θLTH, θRTH,
θLLL, θRLL, θLUA, θRUA, θLLA, and θRLA), it is proposed in [22]
to estimate them from reliable edge orientations, that is, they
are estimated from either the front or the back edges only,
decided by the current stance (pose/phase). For instance, the
front (back) edges are more reliable when the limbs are in
front (at back) of the torso. The number of reliable edge pix-
els is denoted by R. This method of estimation through reli-
able body part information extends the leading edge method
in [18] so that noise due to loose cloths are greatly reduced.
The mean-shift algorithm [27], a powerful kernel-based al-
gorithm for nonparametric mode-seeking, is applied in the
joint spatial-orientation domain, and the different scales in
the two domains are taken care of by using different kernel
sizes for different domains. This algorithm is applied to the
reliable edges of each limb individually with a preprocessing
by a standard Gaussian lowpass filter to reduce noise. Let an
edge pixel feature vector pi = [psi ; p

o
i ], where psi is the spatial

coordinate vector of 2×1 and poi is the local orientation value,
estimated through the gradient. Denote by {pi}i=1:R the R re-
liable edge pixel feature vectors. Their modes {qi,c}i=1:R (de-
fined similarly) are sought by iteratively computing

qi, j+1 =
∑R

i=1pi·k
(∥∥(qsi, j − psi

)
/hs
∥∥2)·k(∥∥(qoi, j − poi

)
/ho
∥∥2)

∑R
i=1k(

∥
∥(qsi, j − psi

)
/hs
∥
∥2)·k(∥∥(qoi, j − poi

)
/ho‖2)

(2)

until convergence, where k(·) is a kernel, hs and ho are the
kernel bandwidths for the spatial and orientation domains,
respectively, with the initialization qi,1 = pi. The modes
(points of convergence) are sorted in descending order based
on the number of points converged to it. The dominant
modes (modes at the top of the sorted list) represent body
part orientations and the insignificant modes (modes at the
bottom of the sorted list) are ignored.

This estimation process is illustrated in Figure 5. Figure
5(a) shows the edges of one arm and our algorithm is ap-
plied to its front edge since it is in front of the torso. The
orientations (in degrees) of the front edge points are shown
in Figure 5(b) and the converged orientation values for each
point are shown in Figure 5(c). After the mode sorting, two
dominant (top) modes (for upper arm and lower arm) are
retained and they are shown in Figure 5(d) where the con-
verged point positions are highlighted by setting their orien-
tation values to a larger number (140 degree).

3.1.2. Estimation of other parameters

With the limb orientations and positions estimated, the joint
(e.g., elbow, shoulder, knee) positions can be determined
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Figure 5: Illustration of limb orientation estimation through mean-shift. (a) The edges of one arm. (b) The orientation versus the spatial
coordinate for the front edge in (a). (c) The orientation versus the spatial coordinates after mean-shift. (d) The position of the dominant
modes are highlighted by setting their orientation values to 140 degree.

easily and the lengths (LUA, LLA, LTH, and LLL) and widths
(WK and WA) of upper and lower limbs are estimated from
them using simple geometry, as discussed in [22]. The torso
width (WT), torso length (LT), and global position (xG, yG)
are estimated from the bounding box of the torso segment.
For the head, the “head top” (the top point of the labeled
head) and the “front face” (the left most point of the labeled
head) points are estimated through Gaussian filtering and av-
eraging. These two points determine the head size (LH) and
the head center, partly eliminating the effects of hair styles.
The neck joint angle (θH) can then be estimated from the
head center and the neck joint position (estimated from the
torso). The shoulder displacement (dxSh,dySh) is determined
from the difference between the neck and the shoulder joint
positions.

3.1.3. Postprocessing of the estimations

Due to the imperfection of manual labeling and the pose re-
covery algorithm in Sections 3.1.1 and 3.1.2, the estimated

LDM parameters may not vary smoothly and they need to be
smoothed within a gait sequence, since according to biome-
chanics studies [13], during walking, body segments gener-
ally enjoy smooth transition and abrupt (or even unrealis-
tic) change of body segment orientations/positions is not ex-
pected. The two-step postprocessing procedure proposed in
[22] is modified here. The first step still applies a number of
constraints such as the interframe parameter variation limits
and the body part orientation limits. The head size (LH) is
fixed to be the median over a cycle and the interdependence
between orientations of the same limbs are enforced to real-
istic values by respecting the following conditions:

θLTH ≤ θLLL, θRTH ≤ θRLL,

θLUA ≥ θLLA, θRUA ≥ θRLA.
(3)

In the second step of postprocessing, a moving average fil-
ter of window size n is again applied to the parameter se-
quences, while a parameter sequence is expanded through
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circular shifting before the filtering and truncated accord-
ingly after the filtering to avoid poor filtering at the two ends
(the boundaries).

3.2. Pose estimation from automatically
extracted silhouettes

In practice, the pose recovery process needs to be automatic
and it is infeasible to obtain silhouettes manually. Therefore,
an automatic silhouette extraction algorithm is required to
produce silhouettes for pose recovery.

3.2.1. Coarse-to-fine automatic silhouette extraction

In [28], we have developed a localized coarse-to-fine algo-
rithm for efficient and accurate pedestrian localization and
silhouette extraction for the gait challenge data sets. The
coarse detection phase is simple and fast. It locates the tar-
get quickly based on temporal differences and some knowl-
edge on the human target such as the shape and the motion
of the subject. Based on this coarse detection, the fine de-
tection phase applies a robust background subtraction algo-
rithm based on Markov thresholds [29] to the coarse target
regions and the detection obtained is further processed to
produce the final results. In the robust background subtrac-
tion algorithm [29], the silhouettes of moving objects are ex-
tracted from a stationary background using Markov random
fields (MRF) of binary segmentation variates so that the spa-
tial and temporal dependencies imposed by moving objects
on their images are exploited.

3.2.2. Shape parameter estimation

As pointed out in [22], since the shape (length and width)
parameters are largely affected by cloths and the silhouette
extraction algorithm used, they are not considered as gait dy-
namics for practical automatic model-based gait recognition,
which is to be shown in the experiments (Section 5). There-
fore, coarse estimations can be used for these LDM param-
eters. The statistics of the ratios of these parameters to the
silhouette height HF are studied for the gallery set of man-
ual silhouettes and the standard deviations in these values
are found to be quite low, as shown in Figure 6, where the
standard deviations are indicated by the error bars. There-
fore, fixed ratios to the height of the silhouette are used in the
shape parameter estimations for the automatically extracted
silhouettes as in [22], based on the gallery set of manual sil-
houettes.

3.2.3. Automatic silhouette information extraction

With the help from the ideal proportions of the human eight-
head-high figure in drawing [30], the following information
is extracted for the LDM parameter (pose) estimation from
the automatically extracted silhouettes; (more detailed infor-
mation regarding body segment proportions from anthro-
pometry is available in [14], where body segments are ex-
pressed as a fraction of body height, however, the eight-head

figure is simpler and more practical for the application of
vision-based gait analysis/recognition at a distance):

(i) the silhouette heightHF , the first row ymin, and the last
row ymax of the silhouette;

(ii) the center column cH of the first HF/8 rows (for the
head position);

(iii) the center column of the waist cW is obtained as the
average column position of the rows of the torso por-
tion (rows HF/8 to HF/2) with widths within a limited
deviation (±0.3) from the expected width (0.169·HF)
of the torso portion (to avoid distraction by arms); in
case that the torso portion is heavily missing, more
rows from the below (leg portion) are added until a
certain number (5) of rows within the limits are found,
these conditions are relaxed further in case of failure;

(iv) the limb spatial-orientation domain modes and the
number of points converged to each mode of the front
and back edges are obtained through the mean-shift
procedure described in Section 3.1.1 for the left and
right lower legs (last HF/8 rows) and the left and right
lower arms (rows 3·HF/8 to 5·HF/8). For the upper
arms (rows HF/8 to 3·HF/8), due to the significant
collusion with the torso in silhouettes, similar infor-
mation is extracted only for the front edge of the left
upper arm and the back edge of the right upper arm.

3.2.4. Position and orientation parameter estimation

The silhouette information extracted in the previous section
is used for the estimation of the position and orientation pa-
rameters. The global position is determined as

xG = cW , yG = ymin + LT + 2·LH. (4)

The head orientation θH is then calculated through esti-
mating the neck joint (xG, yG − LT) and the head centroid
(cH , ymin + LH).

Next, the limb orientations are estimated. The left or
right limb orientations in this section refer to the orienta-
tions estimated for the left or right limb in the silhouettes,
respectively. The next section will discuss the correct labeling
of the actual left and right limbs for a subject.

For the lower leg orientations (θLLL and θRLL), if the dif-
ference of the front and back edge estimations exceeds a
threshold TLL (15) and they have similar number of con-
verged points, the estimations that will result in smaller
changes are chosen, compared to the estimations in the last
frame. Otherwise, the front and back edge estimations are
merged using weighted average if their difference is less than
the threshold TLL. If none of these two cases is true, the es-
timation that has a larger number of points converged to it
is taken. A bias of NLL (5) points is applied to the estimation
for the reliable edge, that is, NLL is added to the number of
converged points of the front edge for the left lower leg and
to that of the back edge for the right lower leg. The lower arm
orientations (θLLA and θRLA) are estimated similarly.

The row number of the left and right knees is set to
row (ymax − HF/4) of the silhouette. Since the lower leg
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Input: The gallery gait dynamics Xg ∈ RTg×P , g = 1, . . . ,G
Algorithm:

Initialize D1(g, c) = 1/(G(G− 1)), D1(g, g) = 0,
Do for p = 1: P:

(1) Get hypothesis {hp(xpg , c) ∈ [0, 1]} by scaling {DTW(xpg , xpc ), c = 1, . . . ,C}.
(2) Calculate εp, the pseudo-loss of hp, from (6) and set βp = εp/(1− εp).

(3) Update Dp : Dp+1(g, c) = Dp(g, c)·β(1/2)(1+hp(xpg ,g)−hp(xpg ,c))
p , and normalize it: Dp+1(g, c) = (Dp+1(g, c)/(

∑
g

∑
cDp+1(g, c))).

Output: The final hypothesis: hfin(X) = arg max c

∑P
p=1(log (1/βp))hp(xp, c).

Algorithm 1: Combination of the LDM parameters for gait recognition.
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Figure 6: The means and standard deviations of the ratios of
the length and width parameters over the full-body height for the
gallery set of manual silhouettes.

orientations are estimated and the points on the lower legs
(the positions) are also available, the knee positions are de-
termined through simple geometry. The thigh orientations
(θLTH and θRTH) are then calculated from the hip joint po-
sition (xG, yG) and the knee joint positions. The upper arm
orientations (θLUA and θRUA) are set to the estimations from
Section 3.2.3.

The shoulder displacement (dxSh,dySh) is estimated from
the left arm since the right arm is mostly severely occluded
when walking from the right to the left. The points (posi-
tions) on the upper and lower left arms together with their
estimated orientations determine the elbow position. The
shoulder position can then be calculated based on LUA, θLUA

and the elbow position and it is compared with the neck joint
position to give dxSh and dySh.

The constraints described in the first step of postprocess-
ing in Section 3.1.3 are enforced in the estimation above. A
number of rules are applied to improve the results and they
are not described here to save space, for example, when one
leg is almost straight (the thigh and the lower leg have the
same orientation) and its orientation differs 90 degree by a
large amount (15 degree), the other leg should be close to
straight too.

(a) (b) (c)

(d) (e) (f)

(g)

Figure 7: An example of human body pose recovery: (a) the raw
image frame, (b) the manual silhouette, (c) the recovered LDM
overlaid on the manual silhouette, (d) the reconstructed silhouette
for the manual silhouette, (e) the automatically extracted silhou-
ette (auto-silhouette), (e) the recovered LDM overlaid on the auto-
silhouette, (f) the reconstructed silhouette for the auto-silhouette.

3.2.5. Limb switching detection for correct labeling of
left and right

In previous section, the orientations for limbs are estimated
without considering their actual labeling of left or right. This
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problem needs to be addressed for accurate pose recovery.
Without loss of generality, it is assumed that in the first
frame, the left and right legs are “switched,” that is, the left
leg is on the right and the right leg is on the left and we at-
tempt to label the limbs in subsequent frames correctly. The
opposite case (the left leg is on the left and the right leg is on
the right) can be tested similarly and the one results in better
performance can be selected in practice.

To determine when the thighs and lower legs switch, the
variations of respective lower-limb orientations are exam-
ined. From our knowledge, in normal gait, the arms have the
opposite “switching” mode. The arms switch in opposite di-
rection of the thighs. In addition, we set the minimum time
interval between two successive switches to be 0.37 second,
which is equivalent to a minimum number of frames of 11
for a 30 frames per second (fps) video.

A number of conditions are examined first to determine
when the lower legs switch.

(i) If switched, the sum of the changes in the left and
right lower leg orientations (compared with those in
the previous frame) is lowered by a certain amountΔLL

(30).

(ii) When the lower leg with thigh at the back (right) is al-
most vertical (90± 5 degree) in the previous frame, its
orientation (in degree) is decreasing instead of increas-
ing. This condition is set by observing the movement
of the lower legs in crossing.

(iii) When the thighs are just switched, the sum of the
changes in the left and right lower leg orientations
(compared with those in the previous frame) is less
than a certain amount ΔLL if the lower legs are
switched.

(iv) None of the above three conditions are satisfied af-
ter the thighs have been switched for 0.13 second (4
frames for a 30 fps video).

Similarly, thigh switching is determined by examining the
following conditions.

(i) Either thigh orientation is within 90±15 degree or the
lower legs are just switched.

(ii) If the thighs are switched, the sum of the changes of the
left and right thigh orientations is less than a certain
amount ΔTS (28).

(iii) The differences of the left and right thigh orientations
are less than a certain amount ΔD (25) in the previous
frame and in this frame.

(iv) The thigh orientation difference is increasing (decreas-
ing) in the previous frames but it is decreasing (in-
creasing) in this frame.

(v) A thigh orientation is within 90±5 degree in the previ-
ous frame, and it is increasing (decreasing) in previous
frames but it is decreasing (increasing) in this frame.

(vi) If the lower legs are switched, the sum of the changes
of the left and right lower leg orientations is less than a
certain amount ΔLS (38).

(vii) The column number of the right knee minus that of
the left knee is less than −3.

Finally, the estimations are smoothed through the two-
step postprocessing described in Section 3.1.3.

3.3. Comments on the computational complexity

It can be seen from the above that with silhouettes as the
input, the LDM pose recovery takes a rule-based approach
to incorporate human knowledge into the algorithm, rather
than the popular tracking-based approach [17]. Most of the
calculations are simple geometric, with the only exceptions
to be the mean-shift procedure, which is a very efficient al-
gorithm, and the lowpass filtering procedures. Therefore, the
proposed algorithm is very efficient compared to the track-
ing algorithm in [17] based on particle-filtering, which is
a sample-based probabilistic tracking algorithm with heavy
computational cost. For example, in experiments, the pose
estimation from 10005 automatically extracted silhouettes
(with average size of 204.12 × 113.69) took only 94.798 sec-
onds on a 3.2 GHz Pentium 4-based PC (implemented in
C++), which is equivalent to a processing speed of more than
105 frames per second, which is much faster than the com-
monly used 30/25 fps video capturing speed. An additional
benefit is that incorrect estimations of the parameters, due
to the challenges in outdoor setting, do not lead to tracking
failures.

4. LDM-BASED GAIT RECOGNITION THROUGH
DYNAMIC TIME WARPING

From a gait cycle, the LDM parameters are estimated using
the pose recovery algorithms in previous section for recogni-
tion. Let X ∈ RT×P denote the LDM parameters describing
the gait dynamics in a gait cycle, where T is the number of
frames (silhouettes) in the gait cycle and P is the number of
LDM parameters. The LDM parameters are arranged in the
order as shown in Table 1. Thus, X(t, p) denotes the value of
the pth LDM parameter in the tth frame and the sequence
for the pth LDM parameter is denoted as xp ∈ RT×1. For
the automatic LDM-based gait recognition, the maximum P
is 12 since the LDM parameters for p > 12 (the shape pa-
rameters) are proportional to the full-body height (p = 9).
For gait recognition from the manual silhouettes, the maxi-
mum P is 21. Since, in this work, there is only one cycle for
each subject, the number of classes C equals to the number
of samples G for the gallery set C = G.

For the LDM-based gait recognition, the first problem
to be solved is the calculation of the distance between two
sequences of the same LDM parameter,for example, xp1 ∈
RT1×1 and xp2 ∈ RT2×1. Since there is only one cycle for each
subject, a simple direct template matching strategy, the dy-
namic time warping (DTW), is adopted here. The DTW is
an algorithm for measuring the similarity between two se-
quences that may vary in time or speed based on dynamic
programming [31] and it has been applied to gait recognition
in [32–34]. To calculate the distance between two sequences,
for example, a gallery sequence and a probe sequence, of pos-
sibly different lengths (e.g., T1�=T2) through DTW, all dis-
tances between the gallery sequence point and the probe se-
quence point are computed and an optimal “warping” path
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Table 1: The arrangement of the LDM parameters.

p 1 2 3 4 5 6 7 8 9 10 11 12

LDM θLTH θLLL θRTH θRLL θLUA θLLA θRUA θRLA HF θH dxSh dySh

p 13 14 15 16 17 18 19 20 21 — — —

LDM LT LH LUA LLA LTH LLL WT WK WA — — —

Table 2: The four key probe sets.

Probe Difference with the gallery Number of subjects

B Shoe 41

D Surface 70

H Briefcase 70

K Time (including shoe, cloths, etc.) 33

with the minimum accumulated distance, denoted as DTW
(xp1 , xp2 ), is determined. A warping path maps the time axis
of a sequence to the time axis of the other sequence. The start
and end points of a warping path are fixed and the mono-
tonicity of the time-warping path is enforced. In addition,
the warping path will not skip any point. Euclidean distance
is used here for measuring the distance between two points.
The details of the DTW algorithm can be found in [31].

A distance is calculated for each parameter and a combi-
nation scheme is needed to integrate the gait dynamics (pa-
rameters) of each body part for gait recognition. The com-
bination scheme used in AdaBoost.M2 [35] is adopted here
to weight the different LDM parameters properly, as shown
in Algorithm 1. AdaBoost is an ensemble-based method to
combine a set of (weak) base learners, where a base learner
produces a hypothesis for the input sample. As seen in Al-
gorithm 1, the DTW distance calculator, with proper scal-
ing, is employed as the base learner in this work. Let Xg ∈
RTg×P , g = 1, . . . ,G, be the LDM gallery gait dynamics, where
G is the number of gallery subject. In the training phase, each
parameter sequence xpg is matched against all the sequences
for the same parameter xpc , c = 1, . . . ,C, using DTW and the
matching scores are scaled to the range of [0, 1], which are the
outputs of the hypothesis hp. Similar to AdaBoost.M2, the
pseudoloss εp is defined with respect to the so-called misla-
bel distribution Dp(g, c) [35], where p is the LDM parameter
index here. A mislabel is a pair (g, c) where g is the index of
a training sample and c is an incorrect label associated with
the sample g. Let B be the set of all mislabels:

B = {(g, c) : g = 1, . . . ,G, c�=g}. (5)

The pseudoloss εp of the pth hypothesis hp with respect to
Dp(g, c) is given by [35]

εp = 1
2

∑

(g,c)∈B
Dp(g, c)

(
1− hp

(
xpg , g

)
+ hp

(
xpg , c

))
. (6)

Following the procedures in Algorithm 1, log (1/βp), the
weight of each LDM parameter p, is determined.

5. EXPERIMENTAL RESULTS

The experiments on LDM-based gait recognition were car-
ried out on the manual silhouettes created in [16] and the
corresponding subset in the original “gait challenge” data
sets, which contains human gait sequences captured under
various outdoor conditions. The five key experiments of this
subset are gallery, probes B, D, H, and K. The differences of
the probe sets compared to the gallery set are listed in Table 2,
together with the number of subjects in each set. The number
of subjects in the gallery set is 71. Each sequence for a subject
consists of one gait cycle of about 30∼40 frames, and there
are 10005 frames in the 285 sequences. For the mean-shift
algorithm in the pose recovery procedure, we set the kernel
bandwidths hs = 15 and ho = 10 and use the kernel with the
Epanechnikov profile [27]. For the running average filter, a
window size n = 7 is used.

An example of the human body pose recovery for the
manual silhouettes and automatically extracted silhouettes
are shown in Figure 7, and the qualitative and quantitative
evaluations of the human body pose recovery results are re-
ported in [22], where the reconstructed silhouettes from the
automatically extracted silhouettes have good resemblance
with those from the manual silhouettes. This paper concen-
trates on the gait recognition results. The rank 1 and rank 5
results are presented, where rank k results report the percent-
age of probe subjects whose true match in the gallery set was
in the top k matches. The results on the manual silhouettes
help us to understand the effects of the body part dynamics
as well as the shapes when they can be reliably estimated and
the results on the automatically extracted silhouettes investi-
gate the performance in practical automatic gait recognition.

Table 3 compares the rank 1 and rank 5 gait recognition
performance of the baseline algorithm on the manual sil-
houettes (denoted as BL-Man) [15], the component-based
gait recognition (CBGR) on the manual silhouettes (CBGR-
Man) [36], the LDM-based algorithm on the manual sil-
houettes (LDM-Man), and the LDM-based algorithm on the
automatically extracted silhouettes (LDM-Aut). ( Note that
the baseline results cited here are consistent with those in
[15, 16, 36], but different from those in [1, 9] since the exper-
imental data is different. There are two essential differences.
The first difference is that in this work, there is only one cycle
in each sequence, while in [1, 9], there are multiple cycles.
The second difference is that in this work, gait recognition is
from the part-level gait dynamics, while in [1, 9], as shown in
[15], correlated errors/noise is a contributing factor in recog-
nition performance.) The BL-Man algorithm matches the
whole silhouettes directly while the CBGR-Man algorithm
uses componentwise matching. Since they both treat gait as
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Figure 8: The gait recognition performance for the manual silhou-
ettes.

holistic patterns, we refer to them as the holistic approach.
For the LDM-Man and LDM-Aut algorithms, the indicated
recognition rates are obtained with P = 21 (all LDM param-
eters) and P = 11, respectively. The shoulder vertical dis-
placement dySh (p = 12) is excluded for the best performing
LDM-Aut algorithm (resulting in P = 11) because the es-
timated dySh in this case is not helpful in identification, as
to be shown in Figure 9 (Section 5.2). The recognition rates
reported in brackets for the LDM-Man are obtained with
the same set of LDM parameters as in the LDM-Aut, that
is, P = 11.

5.1. Gait recognition with the manual silhouettes

The detailed gait recognition results using the manual silhou-
ettes are reported in Figure 8, where the averaged recognition

rates are shown in thicker lines. There are several interest-
ing observations from the results. First, the inclusion of the
arm dynamics (p = 5, 6, 7, 8), the dynamic of the full-body
height (p = 9), and the head dynamic (p = 10) improves
the average recognition rates, indicating that the leg dynam-
ics (p = 1, 2, 3, 4) are not the only information useful for
model-based gait recognition. A similar observation is made
recently in [36] for the holistic approach, where the arm sil-
houettes are found to have similar discriminative power as
the thigh silhouettes.

Secondly, it is observed that the length and width param-
eters concerning the shape provide little useful discrimina-
tive information when clothing is changed, that is, probe K.
Furthermore, for the rank 5 recognition rate (Figure 8(b)),
including the shape parameters (p > 12) results in little im-
provement on the performance, indicating that shapes are
not reliable features for practical model-based gait recogni-
tion, even if the body-part level silhouettes can be obtained
ideally, which agrees with intuition since shapes are largely
affected by clothing. On the other hand, from Figure 8(a),
the rank 1 recognition rate for probe B, which is captured
under the conditions with the same clothing and only dif-
ference in shoes, benefits the most from the inclusion of the
shape parameters.

Another interesting observation is that for probe H,
where the subject carries a briefcase with the right arm, the
inclusion of the right arm dynamics (p = 7 and p = 8) re-
sults in performance degradation for both rank 1 and rank
5, which can be explained by the fact that the right arms are
not moving in the “usual way.” This information could be
utilized to improve the gait recognition results through, for
example, excluding the right arm dynamics if it is known or
detected that the subject is carrying some objects (while there
is no carrying in the gallery). Moreover, these clues drawn
from the LDM gait dynamics could be useful in applications
other than gait recognition, such as gait analysis for the de-
tection of carrying objects or other abnormalities.

5.2. Gait recognition with automatically
extracted silhouettes

In [15], studies on the holistic recognition show that “the low
performance under the impact of surface and time variation
can not be explained by the silhouette quality,” based on the
fact that the noisy silhouettes (extracted semi-automatically)
outperforms the manual (clean) silhouettes due to correlated
errors/noise acting as discriminative information. Different
from [15], the LDM-based gait recognition achieves better
results on the manual (clean) silhouettes than on the auto-
matically extracted (noisy) silhouettes, especially in the rank
5 performance, as shown in Table 3, suggesting that more
accurate silhouette extraction and body pose recovery algo-
rithms could improve the performance of automatic model-
based gait recognition, which agrees with our common be-
lief.

It is also observed that the LDM-based results on the au-
tomatically extracted silhouettes are the worst on probe D,
where the rank 1 and rank 5 recognition rates are only about
half of those on the manual silhouettes. This difference is due
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Table 3: Comparison of the LDM-based and holistic gait recognition algorithms.

Rank 1 recognition rate (%) Rank 5 recognition rate (%)

Probe BL-Man CBGR-Man LDM-Man LDM-Aut BL-Man CBGR-Man LDM-Man LDM-Aut

B 46 49 51(32) 29 66 78 73(76) 49

D 23 26 21(17) 9 39 53 43(39) 26

H 9 16 20(19) 20 36 46 44(39) 40

K 12 15 6(9) 12 39 39 39(42) 27

Average 23 27 25 (19) 18 45 54 50 (49) 35
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Figure 9: The gait recognition performance for the automatically extracted silhouettes.

to the fact that our model-based gait recognition relies purely
on the gait dynamics and it seems that a different surface sig-
nificantly affects the accurate estimation of the LDM param-
eters. This suggests that by knowing the fact that the surface
is different, the silhouette extraction and body pose recovery
algorithms should be modified to adapt to (to work better
on) the different surface. Another interesting observation is
that for probe H (with briefcase), the LDM-based approaches
(both LDM-Man and LDM-Aut) outperform the holistic ap-
proach in rank 1, especially the BL-Man, implying that the
proposed LDM-based gait recognition approach suits situa-
tions with “abnormality“ better than the holistic approach.

Figure 9 depicts the detailed gait recognition results for
the automatically extracted silhouettes and the averaged
recognition rates are shown in thicker lines too. Similar to
the results on the manual silhouettes, the inclusion of the dy-
namics of the arms, the full-body height, the head, and even
the shoulder’s horizontal dynamic (p = 11) improves the av-
erage recognition rates, indicating again that there are other
gait dynamics other than the leg dynamics that are useful
for model-based gait recognition. In addition, it is worthy to
note from Table 3 (the results in brackets for LDM-Man and
the results for LDM-Aut) that for probe K, which is captured
with six months time difference from the gallery set, the in-

clusion of the shape information degrades both the rank 1
and rank 5 recognition rates from 9 to 6 and from 42 to 39,
respectively. While the recognition results for probes B, D,
and H, captured with the same clothing, improves with the
shape parameters, which confirms again that shape informa-
tion works only for the same (or similar) clothing.

6. CONCLUSIONS

Recently, gait recognition has attracted much attention for
its potential in surveillance and security applications. In or-
der to study the gait recognition performance from the dy-
namics of various body parts, this paper extends the layered
deformable model first introduced in [22] for model-based
gait recognition, with 22 parameters defining the body part
lengths, widths, positions, and orientations. Algorithms are
developed to recover human body poses from the manual
silhouettes and the automatically extracted silhouettes. The
robust and efficient mean-shift procedure, average filtering,
and simple geometric operations are employed, and domain
knowledge (including estimation through reliable edges, an-
thropometry, and biomechanics constraints) is incorporated
to achieve accurate recovery. Next, the dynamic time warp-
ing is employed for matching parameter sequences and the
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contributions from each parameter are weighted as in Ad-
aBoost.M2. The experimental results on a subset of the gait
challenge data sets show that the LDM-based gait recogni-
tion achieves comparable results (and better results in some
cases) as the holistic approach. It is demonstrated that the
upper-body dynamics, including the arms, the head, and the
shoulders, are important for the identification of individuals
as well. Furthermore, the LDM serves as a powerful tool for
the analysis of different factors contributing to the gait recog-
nition performance under different conditions and it can be
extended for other gait-related applications. In conclusion,
the LDM-based approach proposed in this paper advances
the technology of automatic model-based gait recognition.

ACKNOWLEDGMENTS

The authors would like to thank the anonymous review-
ers for their insightful comments. The authors would also
like to thank Professor Sudeep Sarkar from the University
of South Florida for kindly providing them with the manual
silhouettes as well as the gait challenge data sets. This work
is partially supported by the Ontario Centres of Excellence
through the Communications and Information Technology
Ontario Partnership Program and the Bell University Labs
at the University of Toronto. An earlier version of this paper
was presented at the Seventh IEEE International Conference
on Automatic Face and Gesture Recognition, Southampton,
UK, 10–12 April 2006.

REFERENCES

[1] M. S. Nixon and J. N. Carter, “Automatic recognition by gait,”
Proceedings of the IEEE, vol. 94, no. 11, pp. 2013–2024, 2006.

[2] A. Kale, A. Sundaresan, A. N. Rajagopalan, et al., “Identifica-
tion of humans using gait,” IEEE Transactions on Image Pro-
cessing, vol. 13, no. 9, pp. 1163–1173, 2004.

[3] N. V. Boulgouris, D. Hatzinakos, and K. N. Plataniotis, “Gait
recognition: a challenging signal processing technology for
biometrics identification,” IEEE Signal Processing Magazine,
vol. 22, no. 6, pp. 78–90, 2005.

[4] L. Wang, T. Tan, H. Ning, and W. Hu, “Silhouette analysis-
based gait recognition for human identification,” IEEE Trans-
actions on Pattern Analysis and Machine Intelligence, vol. 25,
no. 12, pp. 1505–1518, 2003.

[5] G. Johansson, “Visual motion perception,” Scientific American,
vol. 232, no. 6, pp. 76–88, 1975.

[6] J. Cutting and L. Kozlowski, “Recognizing friends by their
walk: gait perception without familiarity cues,” Bulletin of the
Psychonomic Society, vol. 9, no. 5, pp. 353–356, 1977.

[7] C. D. Barclay, J. E. Cutting, and L. T. Kozlowski, “Temporal and
spatial factors in gait perception that influence gender recogni-
tion,” Perception and Psychophysics, vol. 23, no. 2, pp. 145–152,
1978.

[8] S. V. Stevenage, M. S. Nixon, and K. Vince, “Visual analysis of
gait as a cue to identity,” Applied Cognitive Psychology, vol. 13,
no. 6, pp. 513–526, 2000.

[9] S. Sarkar, P. J. Phillips, Z. Liu, I. Robledo, P. Grother, and K. W.
Bowyer, “The human ID gait challenge problem: data sets, per-
formance, and analysis,” IEEE Transactions on Pattern Analysis
and Machine Intelligence, vol. 27, no. 2, pp. 162–177, 2005.

[10] N. V. Boulgouris, K. N. Plataniotis, and D. Hatzinakos, “Gait

recognition using linear time normalization,” Pattern Recogni-
tion, vol. 39, no. 5, pp. 969–979, 2006.

[11] J. Han and B. Bhanu, “Individual recognition using gait energy
image,” IEEE Transactions on Pattern Analysis and Machine In-
telligence, vol. 28, no. 2, pp. 316–322, 2006.

[12] H. Lu, K. N. Plataniotis, and A. N. Venetsanopoulos, “MPCA:
Multilinear principal component analysis of tensor objects,”
IEEE Transactions on Neural Networks, vol. 19, no. 1, 2008.

[13] D. A. Winter, The Biomechanics and Motor Control of Human
Gait: Normal, Elderly and Pathological, University of Waterloo
Press, Waterloo, Ontario, Canada, 2nd edition, 1991.

[14] D. A. Winter, The Biomechanics and Motor Control of Human
Movement, John Wiley & Sons, New York, NY, USA, 2005.

[15] Z. Liu and S. Sarkar, “Effect of silhouette quality on hard prob-
lems in gait recognition,” IEEE Transactions on Systems, Man,
and Cybernetics, Part B: Cybernetics, vol. 35, no. 2, pp. 170–183,
2005.

[16] Z. Liu, L. Malave, A. Osuntogun, P. Sudhakar, and S. Sarkar,
“Toward understanding the limits of gait recognition,” in Pro-
ceedings of SPIE Processings Defense Security Symposium: Bio-
metric Technology for Human Identification, pp. 195–205, April
2004.

[17] L. Wang, H. Ning, T. Tan, and W. Hu, “Fusion of static and
dynamic body biometrics for gait recognition,” IEEE Trans-
actions on Circuits and Systems for Video Technology, vol. 14,
no. 2, pp. 149–158, 2004.

[18] C. Y. Yam, M. S. Nixon, and J. N. Carter, “Automated per-
son recognition by walking and running via model-based ap-
proaches,” Pattern Recognition, vol. 37, no. 5, pp. 1057–1072,
2004.

[19] D. Cunado, M. S. Nixon, and J. N. Carter, “Automatic extrac-
tion and description of human gait models for recognition
purposes,” Computer Vision and Image Understanding, vol. 90,
no. 1, pp. 1–41, 2003.

[20] D. K. Wagg and M. S. Nixon, “On automated model-based ex-
traction and analysis of gait,” in Proceedings of the 6th IEEE
International Conference on Automatic Face and Gesture Recog-
nition, pp. 11–16, Seoul, Korea, May 2004.

[21] R. Zhang, C. Vogler, and D. Metaxas, “Human gait recogni-
tion,” in Proceedings of the Conference on Computer Vision and
Pattern Recognition Workshop, pp. 18–18, Washington, DC,
USA, June 2004.

[22] H. Lu, K. N. Plataniotis, and A. N. Venetsanopoulos, “A lay-
ered deformable model for gait analysis,” in Proceedings of the
7th International Conference on Automatic Face and Gesture
Recognition, pp. 249–256, Southampton, UK, April 2006.

[23] L. Lee and W. E. L. Grimson, “Gait analysis for recognition and
classification,” in Proceedings of the IEEE International Confer-
ence on Automatic Face and Gesture Recognition, pp. 148–155,
Washington, DC, USA, May 2002.

[24] N. Cuntoor, A. Kale, and R. Chellappa, “Combining multiple
evidences for gait recognition,” in Proceedings of the IEEE Inter-
national Conference on Multimedia & Expo (ICME ’06), vol. 3,
pp. 113–116, Toronto, Ontario, Canada, July 2006.

[25] N. Jojic and B. J. Frey, “Learning flexible sprites in video lay-
ers,” in Proceedings of the IEEE Computer Society Conference on
Computer Vision and Pattern Recognition, vol. 1, pp. I199–I206,
Kauai, Hawaii, USA, 2001.

[26] J. Zhang, R. Collins, and Y. Liu, “Representation and matching
of articulated shapes,” in Proceedings of the IEEE Computer So-
ciety Conference on Computer Vision and Pattern Recognition,
vol. 2, pp. II342–II349, Washington, DC, USA, July 2004.

[27] D. Comaniciu and P. Meer, “Mean shift: a robust approach
toward feature space analysis,” IEEE Transactions on Pattern



Haiping Lu et al. 13

Analysis and Machine Intelligence, vol. 24, no. 5, pp. 603–619,
May 2002.

[28] H. Lu, K. N. Plataniotis, and A. N. Venetsanopoulos, “Coarse-
to-fine pedestrian localization and silhouette extraction for
the gait challenge data sets,” in Proceedings of the IEEE In-
ternational Conference on Multimedia and Expo (ICME ’06),
vol. 2006, pp. 1009–1012, Toronto, Ontario, Canada, 2006.

[29] J. Migdal and W. E. L. Grimson, “Background subtraction us-
ing Markov thresholds,” in Proceedings of the IEEE Workshop
on Motion and Video Computing (MOTION ’05), pp. 58–65,
2005.

[30] A. Zaidenberg, Drawing the Figure from Top to Toe, World,
1966.

[31] T. K. Moon and W. C. Stirling, Mathematical Methods and Al-
gorithms for Signal Processing, Prentice Hall, Englewood Cliffs,
NJ, USA, 2000.

[32] N. V. Boulgouris, K. N. Plataniotis, and D. Hatzinakos, “Gait
recognition using dynamic time warping,” in Proceedings of the
IEEE 6th Workshop on Multimedia Signal Processing (WMSP
’04), pp. 263–266, Siena, Italy, 2004.

[33] A. Kale, N. Cuntoor, B. Yegnanarayana, A. N. Rajagopalan,
and R. Chellappa, “Gait analysis for human identification,” in
Proceedings of the International Conference on Audio and Video
Based Person Authentication, Guildford, UK, 2003.

[34] R. Tanawongsuwan and A. Bobick, “Gait recognition from
time-normalized joint-angle trajectories in the walking plane,”
in Proceedings of the IEEE Computer Society Conference on
Computer Vision and Pattern Recognition, vol. 2, pp. II726–
II731, Kauai, Hawaii, USA, 2001.

[35] Y. Freund and R. E. Schapire, “Experiments with a new boost-
ing algorithm,” in Proceedings of the 13th International Confer-
ence on Machine Learning, pp. 148–156, Desenzano sul Garda,
Italy, June 1996.

[36] N. V. Boulgouris and Z. X. Chi, “Human gait recognition
based on matching of body components,” Pattern Recognition,
vol. 40, no. 6, pp. 1763–1770, 2007.



Hindawi Publishing Corporation
EURASIP Journal on Advances in Signal Processing
Volume 2008, Article ID 629102, 8 pages
doi:10.1155/2008/629102

Research Article
Human Gait Recognition Based on Multiview Gait Sequences

Xiaxi Huang and Nikolaos V. Boulgouris

Department of Electronic Engineering, Division of Engineering, King’s College London WC2R2LS, UK

Correspondence should be addressed to Nikolaos V. Boulgouris, nikolaos.boulgouris@kcl.ac.uk

Received 6 June 2007; Revised 10 October 2007; Accepted 23 January 2008

Recommended by Juwei Lu

Most of the existing gait recognition methods rely on a single view, usually the side view, of the walking person. This paper investi-
gates the case in which several views are available for gait recognition. It is shown that each view has unequal discrimination power
and, therefore, should have unequal contribution in the recognition process. In order to exploit the availability of multiple views,
several methods for the combination of the results that are obtained from the individual views are tested and evaluated. A novel
approach for the combination of the results from several views is also proposed based on the relative importance of each view. The
proposed approach generates superior results, compared to those obtained by using individual views or by using multiple views
that are combined using other combination methods.

Copyright © 2008 X. Huang and N. V. Boulgouris. This is an open access article distributed under the Creative Commons
Attribution License, which permits unrestricted use, distribution, and reproduction in any medium, provided the original work is
properly cited.

1. INTRODUCTION

Gait recognition [1] aims at the identification of individuals
based on their walking style. Recognition based on human
gait has several advantages related to the unobtrusiveness and
the ease with which gait information can be captured. Unlike
other biometrics, gait can be captured from a distant camera,
without drawing the attention of the observed subject. One
of the earliest works studying human gait is that of Johans-
son [2], who showed that people are able to recognize human
locomotion and to identify familiar persons, by presenting a
series of video sequences of different patterns of motion to
a group of participants. Later, Cutting and Kozlowski in [3]
used movinglight displays (MLDs) to further show the hu-
man ability for person identification and gender classifica-
tion.

Although several approaches have been presented for the
recognition of human gait, most of them limit their attention
to the case in which only the side view is available since this
viewing angle is considered to provide the richest informa-
tion of the gait of the waking person [4–7]. In [8], an exper-
iment was carried out using two views, namely, the frontal-
parallel view and the side view, from which the silhouettes of
the subjects in two walking stances were extracted. This ap-
proach exhibited higher recognition accuracy for the frontal-
parallel view than that of the side view. The side view was

also examined in [9] together with another view from a dif-
ferent angle, and the static parameters, such as the height of
the walking person, as well as distances between body parts,
were used in the template matching. Apart from the recogni-
tion rate, results were also reported based on a small sample
set using a confusion metric which reflects the effectiveness
of the approach in the situation of a large population of sub-
jects. The authors in [10] synthesize the side view silhouettes
from those captured by multiple cameras employing visual
hull techniques. In [11], the perspective projection and op-
tical flow-based structure of motion approach was taken in-
stead. In [12], information from multiple cameras is gathered
to construct a 3D gait model.

Among recent works, the authors in [13] use improved
discriminant analysis for gait recognition, the authors in [14]
use information of gait shape and gait dynamics, while the
authors in [15] use a gait energy image (GEI). However, all
above approaches are based only on side view sequences.

In this paper, we use the motion of body (MoBo)
database from the Carnegie Mellon University (CMU) in or-
der to investigate the contribution of each viewing direction
to the recognition performance of a gait recognition system.
In general, we try to answer the fundamental question: if sev-
eral views are available to a gait recognition system, what is
the most appropriate way to combine them in order to enhance
the performance and the reliability of the system? We provide
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a detailed analysis of the role and the contribution of each
viewing direction by reporting recognition results of systems
based on each one of the available views. We also propose a
novel way to combine the results obtained from different sin-
gle views. In the proposed approach, we set a weight for each
view, based on its importance as it is calculated using statis-
tical processing of the differences between views. The exper-
imental results demonstrate the superior performance of the
proposed weighted combination approach in comparison to
the single-view approach and other combination methods
for multiple views.

The paper is organized as follows. Section 2 presents the
recognition performance of individual views in a multiview
system. The proposed method for the combination of dif-
ferent views is presented in Section 3. Section 4 reports the
detailed results using the proposed approach for the com-
bination of several views. Finally, conclusions are drawn in
Section 5.

2. GAIT RECOGNITION USING MULTIPLE VIEWS

The CMU MoBo database does not contain explicitly the ref-
erence set and the test sets as in [5]. In this work, we use
the “fast walk” sequences as the reference set, and the “slow
walk” sequences as the test set. As mentioned in the introduc-
tion, our goal is to find out which viewing directions have the
greatest contribution in a multiview gait recognition system.
To this end, we adopt a simple and straightforward way in or-
der to determine the similarity between gait sequences in the
reference and test databases. Specifically, from each gait se-
quence, taken from a specific viewpoint, we construct a sim-
ple template T by averaging all frames in the sequence

T = 1
NT

NT∑

a=1

ta, (1)

where ta, a = 1, . . . ,NT , are the silhouettes in a gait sequence
and NT is the number of silhouettes. This approach for tem-
plate construction was also taken in [15–17].

Let Ti, Rj denote the templates corresponding to the ith
and the jth subjects in the test database and the reference
database, respectively. Their distance is calculated using the
following distance metric:

d
(
Ti,Rj

) = ∥∥Ti − Rj

∥∥ =
∥∥∥∥∥

1
NTi

NTi∑

α=1

tiα − 1
NRj

NRj∑

β=1

r jβ

∥∥∥∥∥, (2)

where ‖ · ‖ is the l2-norm and tiα, r jβ are the silhouettes be-
longing to the ith test subject and jth reference subject, re-
spectively. The associated frame indices α and β run from
1 to the total number of silhouettes in a sequence (NTi and
NRj , resp.). Essentially, a template is produced for each sub-
ject by averaging all silhouettes in the gait sequence. Specifi-
cally, the Euclidean distance between two templates is taken
as a measure of their dissimilarity. In practice, this means that
a smaller template distance corresponds to a closer match be-
tween two compared subjects.

In order to evaluate the contribution of various viewing
directions in the human gait recognition, we choose MoBo
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Figure 1: Camera arrangement in the CMU MoBo database. Six
cameras are oriented clockwise in the east, southeast, south, south-
west, northwest, north, with the walking subject facing toward the
south.

Table 1: The recognition rates of the five viewing directions re-
ported at rank 1 and rank 5.

Camera location Rank 1(%) Rank 5(%)

East 84 92

Southeast 64 76

South 88 96

Northwest 76 92

Southwest 72 76

database [18] from the CMU which contains walking sub-
jects captured from six cameras located in positions as shown
in Figure 1. The database consists of walking sequences of
23 male and 2 female subjects, who were recorded perform-
ing four kinds of activities, that is, fast walk, slow walk, and
so on. Before the application of our methodologies, we use
bounding boxes of silhouettes, then align and normalize all
silhouettes so that they have uniform dimensions, that is, 128
pixels tall and 80 pixels wide, in order to eliminate height
differences of the walking subjects. We use five (see Figure 2)
out of the six available viewing directions, omitting the north
view, since it is practically identical to the south view (i.e., the
frontal view). The cumulative match scores for each of these
five viewing directions are shown in Figure 4, and the recog-
nition rates at rank 1 and rank 5 are reported in Table 1.

One can see clearly from Table 1 that the results obtained
using the south and the east viewing directions are the best,
especially at rank 1. Results achieved using the rest of the
viewing directions are worse. This is a clear indication that
the south and the east viewing directions capture most of the
gait information of the walking subjects and, therefore, are
the most discriminant viewing directions. In the next section,
we will show how to combine results from several viewing
directions in order to achieve improved recognition perfor-
mance.



X. Huang and N. V. Boulgouris 3

NW SW S SE E

Figure 2: Available views for multiview gait recognition.
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Figure 3: Templates constructed using the five available views.
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Figure 4: Cumulative match scores for five viewing directions,
namely, the east, southeast, south, southwest, and the northwest.

3. COMBINATION OF DIFFERENT VIEWS USING
A SINGLE DISTANCE METRIC

In this section, we propose a novel method for the combina-
tion of results from different views in order to improve the
performance of a gait recognition system. In our approach,
we use weights in order to reflect the importance of each view
during the combination. This means that instead of using a
single distance for the evaluation of similarity between walk-
ing persons i and j, we use multiple distances between the

respective views and combine them in a total distance which
is given by

D
(
Ti,Rj

) =
V∑

v=1

wvdv
(
Ti,Rj

)
, (3)

where V is the total number of available views. Therefore,
our task is to determine the weights wv, which yield smaller
total distance when i = j, and larger when i /= j.

Suppose that d f v, v = 1, 2, . . . ,V , are random variables
representing the distances between a test subject and its cor-
responding reference subjects (i.e., “within class” distance),
and dbv, v = 1, 2, . . . ,V , are random variables representing
the distances between a test subject and a reference subject
other than its corresponding subject (i.e., “between class”
distance).

In order to maximize the efficiency of our system, we first
define the distance Df between corresponding subjects in the
reference and test databases:

Df =
V∑

v=1

wvd f v = wT · d f , (4)

and the weighed distance between noncorresponding sub-
jects:

Db =
V∑

v=1

wvdbv = wT · db. (5)

In an ideal gait recognition system, Df should always be
smaller than Db. In practice, a recognition error takes place
whenever Db < Df . Therefore, the probability of error is

Pe = P
(
Db < Df

)

= P
(

wT · db < wT · d f
)

= P
(

wT · (db − d f
)
< 0

)
.

(6)
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We define the random variable z as

z = wT · (db − d f
)

(7)

if we assume that db and d f are normal random vectors, then
z is a normal random variable with probability density dis-
tribution

P(z) = 1√
2πσz

e−(1/2)((z−mz)2/σ2
z ), (8)

where mz is the mean value of z, σz is the variance of z.
Therefore, using (7) and (8), the probability of error in

(6) is expressed as

Pe = P(z < 0) =
∫ 0

−∞
1√

2πσz
e−(1/2)((z−mz)2/σ2

z )dz. (9)

Furthermore, if q = (z −mz)/σz, then the above expres-
sion is equivalent to

Pe =
∫ −mz/σz

−∞
1√
2π

e−(1/2)q2
dq. (10)

The probability of error can therefore be minimized by
minimizing −mz/σz, or equivalently by maximizing mz/σz.
To this end, we have to calculate mz and σz. If E{·} denotes
statistical expectation, then the mean value of z is

mz = E{z}
= E

{
wT
(

db − d f
)}

= wT
(
E
{

db
}− E

{
d f
})

= wT
(

mdb −md f

)
,

(11)

where mdb and md f are the mean vectors of db and d f . The
variance of z is

σ2
z = E

{(
z −mz

)2
}

= E
{(

wT
(

db − d f
)−wT

(
mdb −md f

))2
}

= E
{(

wT
(

db −mdb

)−wT
(

d f −md f

))2
}

= E
{(

wT
(

db −mdb

)−wT
(

d f −md f

))

×
((

db −mdb

)T
w − (d f −md f

)T
w
)}

= E
{

wT
(

db −mdb

)(
db −mdb

)T
w

−wT
(

db −mdb

)(
d f −md f

)T
w

−wT
(

d f −md f

)(
db −mdb

)T
w

+ wT
(

d f −md f

)(
d f −md f

)T
w
}
.

(12)

If we assume that db and d f are independent, then

σ2
z = wT · E

{(
db −mdb

)(
db −mdb

)T} ·w

+ wT · E
{(

d f −md f

)(
d f −md f

)T} ·w

= wT · Σdb ·w + wT · Σd f ·w.

(13)

Therefore, the optimization problem becomes equivalent
to maximizing

m2
z

σ2
z
= wT · (mdb −md f

) · (mdb −md f

)T ·w

wT · Σdb ·w + wT · Σd f ·w

= wT · Σdc ·w
wT · (Σdb + Σd f

) ·w
,

(14)

where

Σdc =
(

mdb −md f

) · (mdb −md f

)T
. (15)

The maximization of the above quality is reminiscent of
the optimization problem that appears in two-class linear
discriminant analysis. Trivially, the ratio can be maximized
by determining a vector w that satisfies [19]

Σdc ·w = Λ
(
Σdb + Σd f

) ·w (16)

for some Λ. In the case that we are considering, the optimal
w is given by

w = (Σdb + Σd f

)−1 · (mdb −md f

)
. (17)

If we assume that the distances corresponding to different
views are independent, then

(
Σdb + Σd f

)−1=

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

1
σ2
db1

+ σ2
d f 1

0 · · · 0

0
1

σ2
db2

+ σ2
d f 2

· · · 0

...
...

. . .
...

0 0 · · · 1
σ2
dbV

+ σ2
d f V

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

,

(18)

where V is the total number of available views. Therefore, the
optimal weight vector is

w =
(
mdb1 −mdf 1

σ2
db1

+ σ2
d f 1

mdb2 −mdf 2

σ2
db2

+ σ2
d f 2

· · · mdbV −mdfV

σ2
dbV

+ σ2
d f V

)T

.

(19)

Of course, the practical application of the above theory
requires the availability of a database (other than the test
database) which will be used in conjunction with the refer-
ence database for the determination of mdb , mdf , σdb , σdf . In
our experiments, we used the CMU database of individuals
walking with a ball for this purpose.

In the ensuring section, we will use the weight vector in
(19) for the combination of views and the evaluation of the
resulting multiview gait recognition system.

4. EXPERIMENTAL RESULTS

For the experimental evaluation of our methods, we used the
MoBo database from the CMU. The CMU database has 25
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Figure 5: Cumulative match scores for the proposed and the other
five combination methods.

subjects walking on a treadmill. Although this is an artificial
setting that might affect the results, using this database was
essentially our only option since this is the only database that
provides five views. We used the “fast walk” sequences as ref-
erence and the “slow walk” as test sequences. We also used
the “with a ball” sequences in conjunction with the refer-
ence sequences for the determination of the weights in (19).
The comparisons of recognition performance are based on
cumulative match scores at rank 1 and rank 5. Rank 1 re-
sults report the percentage of subjects in a test set that were
identified exactly. Rank 5 results report the percentage of test
subjects whose actual match in the reference database was
in the top 5 matches. In this section, we present the results
generated by the proposed view combination method. These
results are compared to the results obtained using different
single views and other combination methods.

Initially, we tried several simple methods for the com-
bination of the results obtained using the available views.
Specifically, the total distance between two subjects was taken
to be equal to the mean, max, min, median, and product of
the distances corresponding to each of the five viewing di-
rections. Such combination approaches were originally ex-
plored in [20]. As shown in Figure 5 and Table 2, among all
the above combination methods, the most satisfactory results
were obtained by using the Product and Min rules.

In the sequel, we applied the proposed methodology for
the determination of the weights in (3). Based on (19), the
weights for the combination of the distances of the avail-
able views were calculated and are tabulated in Table 3. As
seen, the most suitable views seem to be the frontal (east) and
the side (south) views since these views are given the greater
weights.

The above conclusion is experimentally verified by study-
ing the recognition performance that corresponds to each of
the views independently. The cumulative match scores and
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Figure 6: Cumulative match scores for five viewing directions and
the proposed combination method.

Table 2: The recognition rates of the proposed and the other five
combination methods.

Combination method Rank 1(%) Rank 5(%)

Mean 80 92

Median 84 88

Product 88 96

Max 72 80

Min 88 96

Weighed (proposed) 92 96

Table 3: The weights calculated by the proposed method.

View East Southeast South Northwest Southwest

Weight 0.3332 0.0603 0.4036 0.1188 0.0842

Table 4: The recognition rates of the five viewing directions and the
proposed combination method.

View Rank 1(%) Rank 5(%)

East 84 92

Southeast 64 76

South 88 96

Northwest 76 92

Southwest 72 76

Weighed (proposed) 92 96

the recognition rates that are achieved using each view as
well as those achieved by the proposed method are shown in
Figure 6 and Table 4, respectively. As we can see, the south
and the east views have the highest recognition rates, as
well as the highest weights, which means that the weights
calculated by the proposed method correctly reflect the
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Table 5: The verification rates for the single-view and combined-views methods.

Viewing direction
Verification rate (%)

Combination method
Verification rate (%)

FAR 5% FAR 10% FAR 20% FAR 5% FAR 10% FAR 20%

East 88 96 96 Mean 88 92 96

Southeast 68 72 76 Median 92 94 96

South 92 96 100 Product 92 96 96

Northwest 80 92 92 Max 72 76 84

Southwest 76 76 84 Min 92 96 100

Weighed (proposed) 96 100 100 Weighed (proposed) 96 100 100

Side view

Frontal view

Figure 7: Frontal view and side view.

importance of the views. The results obtained by the pro-
posed combination method are superior to those obtained
from single views.

Since superior results are generally achieved using the
frontal (east) and side (south) views (see Figure 7), the pro-
posed method was also used to combine those two views.
Figure 8 shows that the combination of the east and the south
views using the proposed method has much better perfor-
mance than using the views individually. It is interesting to
note that, in theory, using two views should be sufficient for
capturing the 3D information in a sequence. Although here
we use silhouettes (so there is no texture that could be used
for the estimation of 3D correspondence), it appears that the
combination of these two views seems very efficient. By try-
ing other combinations of the two views, we discovered that
the optimal combination of the east and the south view is the
only one which outperforms all single views.

The proposed system was also evaluated in terms of ver-
ification performance. The most widely used method for
this task is to present receiver operating characteristic (ROC)
curves. In an access control scenario, this means calculat-
ing the probability of positive recognition of an authorized
subject versus the probability of granting access to an unau-
thorized subject. In order to calculate the above probabili-
ties, different thresholds were set for examining the distances
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Figure 8: Cumulative match scores for the east and the south view-
ing directions and the proposed combination method.

between the test and reference sequences. We calculated the
distances for the five intraviews, and combined them us-
ing weights and five other existing methods mentioned in
the previous section. Figure 9 shows the ROC curves of the
methods using single views and combined views. In Table 5,
verification results are presented at 5%, 10%, and 20% false
alarm rate for the proposed method and the existing meth-
ods. As seen, within the five viewing directions, the frontal
(east) and side (south) views have the best performances;
and among the five existing combination methods, the Min
method obtains the best results. As expected, the proposed
method has superior verification performance, in compari-
son to any of the single-view methods as well as in compari-
son to the other methods for multiview recognition.

5. CONCLUSION

In this paper, we investigated the exploitation of the avail-
ability of various views in a gait recognition system using the
MoBo database. We showed that each view has unequal dis-
crimination power and therefore has unequal contribution
to the task of gait recognition. A novel approach was pro-
posed for the combination of the results of different views
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Figure 9: The ROC curves: (a) single-view methods and the proposed method, (b) the proposed and five existing combination methods.

into a common distance metric for the evaluation of similar-
ity between gait sequences. By using the proposed method,
which uses different weights in order to exploit the different
importance of the views, improved recognition performance
was achieved in comparison to the results obtained from in-
dividual views or by using other combination methods.
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1. INTRODUCTION

Biometrics measure unique physical or behavioural charac-
teristics of individuals as a means to recognize or authenti-
cate their identity. Common physical biometrics include fin-
gerprints, hand or palm geometry, and retina, iris, or facial
characteristics. Behavioural characteristics include signature,
voice (which also has a physical component), keystroke pat-
tern, and gait. Although some technologies have gained more
acceptance than others, it is beyond doubt that the field of
access control and biometrics as a whole shows great poten-
tial for use in end user segments, such as airports, stadiums,
defense installations, and the industry and corporate work-
places where security and privacy are required.

A shortcoming of biometric security systems is the dis-
crimination of groups of people whose biometrics cannot be
recorded well for the creation of the reference database, for
example, people whose fingerprints do not print well or they
even miss the required feature. These people are de facto ex-
cluded by the system. In that respect, the research on new
biometrics that exploit physiological features that exist in ev-
ery human (such as electroencephalogram (EEG) and elec-

trocardiogram (ECG) features), thus rendering them to be
applicable to the greatest possible percentage of the popula-
tion, becomes very important.

Since authentication takes place usually only once, iden-
tity fraud is possible. An attacker may bypass the biometrics
authentication system and continue undisturbed. A cracked
or stolen biometric system presents a difficult problem. Un-
like passwords or smart cards, that can be changed or reis-
sued, absent serious medical intervention, a fingerprint or
an iris is forever. Once an attacker has successfully forged
those characteristics, the end user must be excluded from
the system entirely, raising the possibility of enormous se-
curity risks and reimplementation costs. Static physical char-
acteristics can be digitally duplicated, for example, the face
could be copied using a photograph, a voice print using a
voice recording, and the fingerprint using various forging
methods. In addition, static biometrics could be intolerant
of changes in physiology such as daily voice changes or ap-
pearance changes. Physiological dynamic indicators could
address these issues and enhance the reliability and robust-
ness of biometric authentication systems when used in con-
junction with the usual biometric techniques. The nature of
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these physiological features allows the continuous authenti-
cation of a person (in the controlled environment), thus pre-
senting a greater challenge to the potential attacker.

Another problem that current biometric authentication
solutions face is the verification of the subject’s aliveness.
Spoofing attacks to biometric systems usually utilize artifi-
cially made features such as fingerprints, photographs, and
others, depending on the feature the system uses for authen-
tication [1, 2]. In order to cope with this situation, extensive
research takes place in order to create aliveness checks custom
tailored to each biometric parameter. Some of these solutions
work better than the others; however aliveness check remains
a difficult task. Due to the nature of biodynamic indicators
that describe a person’s internal physiology, an authentica-
tion system that utilizes them performs a de facto and reliably
an aliveness check of that person.

The identity theft scenario is especially true for biometric
systems that are based solely on a single biometric feature,
namely, unimodal biometrics. This kind of biometric sys-
tems may not always meet performance requirements; they
may exclude large numbers of people and are vulnerable to
everyday changes and lesions of the biometric feature. Be-
cause of this, the development of systems that integrate two
or more biometrics is emerging as a trend. Experimental re-
sults have demonstrated that the identities established by sys-
tems that use more than one biometric could be more reli-
able and applicable to large population sectors, and improve
response time [3, 4].

Finally, a major shortcoming of all biometrics is the ob-
trusive process for obtaining the biometric feature. The sub-
ject has to stop, go through a specific measurement proce-
dure, which depends on the biometric that can be very obtru-
sive, wait for a period of time, and get clearance after authen-
tication is positive. Emerging biometrics such as gait recog-
nition and technologies such as automated person/face de-
tection can potentially allow the nonstop (on-the-move) au-
thentication or even identification which is unobtrusive and
transparent to the subject and become part of an ambient in-
telligence environment. These biometrics and technologies
however are still in research phase and even though the re-
sults are promising, they have not yet led to products or their
market share is minimal.

2. HUMABIO CONCEPT

HUMABIO is a research and development project that aims
to enhance security at supervised and controlled environ-
ments. The project research revolves around two main axes.

2.1. The biometric authentication enhancement via
the use of new types of biometrics that describe
the internal physiology of the subject, their
cooperation with existing behavioural biometrics,
and the improvement of widely used system
solutions

2.1.1. Internal physiology biometrics

HUMABIO explores the use of physiological modalities that,
contrary to commonly used biometrics, describe the internal

physiology of a person and they either have never been used
in the past or are still in research phase that has not led to
conclusive or exploitable results due to the limited number
of subjects participating in the research or the technical and
user acceptance restrictions imposed by the existing measur-
ing means, respectively [5–9].

By investigating the authenticating capacity of biody-
namic indicators such as event related potentials (ERP) [8,
9], EEG baseline [6, 7] and heart dynamics [5] and imple-
menting the ones that show strong potential into the final
system, HUMABIO aims to overcome several of the short-
comings of the current biometric solutions.

Specifically,

(1) it can be applied to the totality of the population since
these features exist in everyone;

(2) biodynamic indicators ensure the aliveness of the in-
dividual, and the measurements take place in a nonin-
trusive way, for example, in contrast to DNA biomet-
rics;

(3) spoofing is minimized in two ways: the aliveness check
which is inherited in the biodynamic indicators and
the synchronous use of multiple biometrics;

(4) finally, HUMABIO biometric features allow the con-
tinuous authentication and monitoring of the individ-
ual in a controlled environment, decreasing further the
possibility of spoofing.

The use of these novel biometrics will also enable HUM-
ABIO system to act as a monitoring system [10, 11] that val-
idates the normal emotional and physiological state of em-
ployees and operators and guarantees the proper execution
of critical and sensitive tasks that involve risks to the envi-
ronment and the people.

2.1.2. External physiology and behavioural biometrics

In order to increase the reliability and the applicability of
the HUMABIO system, external physiology and behavioural
biometrics are also utilized. Based on criteria such as unob-
trusiveness level, maturity of the technology, and biometric
capacity, face, voice, and gait recognition biometrics were se-
lected to be included in the HUMABIO system and comple-
ment the biometrics that describe the person’s internal phys-
iology. In addition, a new biometric is introduced: authenti-
cation via the extraction of the anthropometric profile using
a sensing seat.

2.2. The improvement of security and safety through
the minimization of human operator related
accidents in critical operations

This is accomplished through research on algorithms and
systems that guarantee the capacity of the individual to per-
form his or her task before and during the execution of the
task. In that way, the system proposes three main operation
phases that are indicated in Table 1.

The authentication phase is characterized by three states
according to the application scenario. The initial authenti-
cation takes place when the subject logs into the protected
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Figure 1: HUMABIO architecture concept.

system. This is typically the same process that is being used
in all security systems: the subjects declare their identity us-
ing a login or a token in order to gain access to a resource
and then a password is used to authenticate his/her identity.
In the context of HUMABIO, the initial authentication pro-
cess will be enhanced and will also include face recognition,
text dependent voice analysis, and innovatory EEG authen-
tication based on the analysis of event related potentials that
are registered on the scalp.

The continuous authentication state is an innovation of
HUMABIO that enhances the security of fixed place worksta-
tions by reducing the possibility of system spoofing. The sub-
ject’s EEG, ECG, and other physiological features that show
intrapersonal stability and can act as biological signatures are
continuously monitored in order to guarantee the identity of
the operator throughout the whole process. Face and speaker
authentication will be utilized in parallel to improve the reli-
ability of the system.

Nonobtrusive authentication will be implemented in the
context of HUMABIO in order to widen the applicability of
the system. It involves automatic authentication of autho-
rized personnel that can move freely in restricted areas. The
authentication of an individual that carries an ID in the form
of radio frequency identification (RFID) card will take place,
using face and gait recognition techniques in order to mini-
mize the obtrusiveness and maximize the convenience from
the subject’s point of view. EEG and other physiological fea-

tures could be used in this scenario depending on the user’s
requirements and the obtrusiveness level of the sensors that
will collect the physiological data.

The validation phase of the subjects’ initial “nominal”
state will guarantee that the subjects have the capacity to per-
form their tasks. This process will be rather obtrusive since
it will use ERP and body sway methods and will last sev-
eral minutes. The aim is to detect possible deficiencies (deriv-
ing from drug consumption, sleep deprivation, etc.) through
measurements of features that can describe the person’s state.
This phase will be applied to critical operation scenarios that
require the operator’s full attention and readiness such as
professional driving or air traffic controlling.

The monitoring phase is the generalization of the initial
state validation phase. It will be applied for the whole dura-
tion of the operation and monitor the subjects’ capacity to
perform their tasks. It will classify their emotional state and
will be able to predict dangerous situations and warn the sys-
tem’s administrator in order to prevent accidents. Changes
in physiological features, such as EEG and ECG indicators
will be used to classify the subject’s emotional state and de-
tect abnormal patterns corresponding to lack of attention,
panic, and other basic emotional states that can potentially
hinder optimal performance. It is important to note that
this mode will only be applied on critical operation scenar-
ios and the subject will always be aware of the monitoring
via visual interfaces (e.g., a warning light and a notification).
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Table 1: HUMABIO operating modes, corresponding biometric modalities, and identification techniques.

Phase State Methods Application

Authentication Initial

Password
RFID token
Face recognition
Text dependent voice verifi-
cation
Event related potentials

When the subject logs into
the protected system
Before validation phase

Continuous

EEG baseline
ECG features
Face authentication
Speaker verification (free
speech analysis)

Continuously while the
subject performs his/her
tasks or accesses a protected
resource

Nonobtrusive

RFID token
Face authentication
Gait authentication
ECG features

When the subject accesses a
protected area and is able to
move freely

Validation of initial
“nominal” state

Event related potentials
ECG analysis
Voice analysis
Equilibrium analysis

Before the subject
commences his/her tasks

Monitoring

EEG features
ECG features
Speaker verification (free
speech analysis)

Continuously, while the
subject performs his/her
tasks

The abnormal states that will be monitored in HUMABIO
are the effects of drug and alcohol consumption and sleep
deprivation. These conditions were selected because they
are some of the major factors that cause operator-related
accidents.

3. ARCHITECTURE

Modular, open and efficient system architecture has been de-
signed, in order to address the different applications and sys-
tems of HUMABIO (see Figure 1).

The design and development of every architectural mod-
ule takes into account all relevant and important elements,
like system requirements, security requirements, risk factors,
software issues, communication elements, safety issues (elec-
tromagnetic interference and compatibility (EMI/EMC) in-
cluded), hardware requirements (dimensions, power con-
sumption, etc.), and specific application requirements (e.g.,
vehicle integration requirements for a transport application).
Also issues like the geographical distribution of the sys-
tem components, data access, data security mechanisms, and
compliance with international standards [12] are taken into
account.

In order to evaluate the effectiveness of the prototype that
integrates all the software and hardware modules and show
its modularity and adaptation in versatile scenarios, a series
of pilots will be designed and realized.

4. HUMABIO PILOTS

4.1. Pilot plans

Three applications are considered in order to highlight the
modularity of HUMABIO and its adaptability to different
application scenarios. In these applications, the physiological
and behavioural profiles work either complementary in case
one of the two cannot be utilized, acquired, or in parallel,
thus strengthening the reliability of the system. Specifically,
the applications include the integration of HUMABIO in

(1) a truck, representing in general the transport means
environment,

(2) an office environment, for resources protection from
unauthorized access and for the evaluation of the sys-
tem as an emotional state classifier,

(3) an airport, for nonstop and unobtrusive authentica-
tion of employees in the controlled area.

Aiming at user’s convenience, synergies with undergo-
ing Ambient Intelligence Projects will be pursued. Specifi-
cally, the experience from the ASK-IT EU Integrated Project
[13] is expected to be transferred to the restricted area pi-
lot, while the possibility of HUMABIO integration in a larger
scale AmI environment such as Philips HomeLab Project will
be studied in the frame of the office pilot.

Table 2: It correlates the applications to the HUMABIO
platform configurations, in order to show the multimodality
of the system.
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Table 2: HUMABIO operating modes and exploited biometric modalities for each of the pilot scenarios.

(a)

Mobility Physiological biometrics Behavioural and other biometrics Operation mode

FS M EEG ECG BL F S Vo G V A M

ERP Base D Fr C W

Operation mode

Validation × × × × ? ×
Authentication × × × × ? × × × × ?

Monitoring × × × ?

Enviroment

Truck × ? × × × × × × ? × ×
Office × ? × × × × × × × ? × ×
Airport × ? × × × ? ×

(b)

FS Fixed seat

M Moving freely

BL Blood pressure related parameters

F Face biometrics

S Voice biometrics

Vo Voice biometrics

G Gait biometrics

V Validation

(c)

A Authentication

M Monitoring

Base Baseline

D Dicated-text dependent

Fr Free speech

C Camera based

W Using wearable sensors

?

Not certain applicability,
depending on the
scenario, the acceptable
obtrusiveness level and
other parameters
deriving from user and
system requirements.

In this paper, the restricted area pilot, which demon-
strates the unobtrusiveness of the system, is presented along
with some preliminary results for the relevant biometric
modalities.

4.2. Description of restricted area pilot

The system will be installed in a controlled area in Euroair-
port in Basel, Switzerland. The aim is to authenticate the
identity of authorized employees that can move freely in the
area. Depending on the acceptable obtrusiveness level, the
appropriate sensor setup will be utilized. Two possible obtru-
siveness scenarios are considered depending on the required
security level:

(1) the totally unobtrusive scenario, which dictates that
the employees will not carry any sensor on them,
which in turn means that the physiological profile of
the subject will not be available and

(2) the partially obtrusive scenario in which wireless wear-
able sensors and the utilization of the physiological in-
dicators will be included.

The operational setup is depicted in Figure 2.

Controlled area denoted with gray color

Airp
or

t co
rr

id
or

C

Finish

Start

Direction of gait
(front-parallel)

4–
6

m

5–7 m

Figure 2: Unobtrusive authentication concept for the HUMABIO
airport pilot.

Pilot protocol

The subject will walk along a narrow corridor such as the
ones that are usually found in airports. When the subject en-
ters the corridor his (claimed) identity is transmitted wire-
lessly to the system via an RFID tag. The aim of HUMABIO
is to authenticate the claimed identity by the time the subject
reaches the end of the corridor.

The corridor’s length should be 6 to 7 meters to allow
the capturing of sufficient gait information. As the subject
walks in the corridor, his gait features are captured by a
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Figure 3: Calibration of face recognition camera position based on
subject’s height information.
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Figure 4: Indicative positioning of ENOBIO-based electrodes and
the supporting PDPU.

stereoscopic camera and in addition the subject’s height is
estimated. Height estimation with this method is quite accu-
rate and deviates from the real height by 1 cm maximum.

Height information is used to calibrate the position of the
face recognition camera as shown in Figure 3. Face recogni-
tion takes place at the end of the corridor. By the time the
subject reaches the camera, its position is already calibrated
allowing the unobtrusive face recognition without the need
of specific procedures for the collection of the biometric data
as it is usually the case with current biometric solutions.

Depending on the required security level more modali-
ties may be utilized to decrease false acceptance ratio (FAR).

The HUMABIO voice recognition module can function
in parallel with face recognition. The microphone will be in-
stalled at the end of the corridor where face recognition cam-
era is located. The subject will have to pronounce a specific
sentence or even talk freely for some seconds, since HUM-
ABIO voice recognition modules are able to handle both dic-
tated and free speech.

Physiological signals, namely, EEG and ECG will also be
studied for their application potential in this pilot. Prelimi-
nary results show that even though EEG using just two elec-
trodes (plus one reference electrode) may yield good authen-
tication rates, this is possible only when a specific procedure
is followed so as to avoid the occurrence of artefacts that pol-
lute the necessary for authentication features. These artefacts
are caused by muscle activity such as eyelid and eye move-

(a) (b)

Figure 5: Extracted silhouettes: (a) binary silhouette, (b) geodesic
silhouette.

ments, walking, head movement, and so forth. Due to these
restrictions EEG is not expected to be applicable in the air-
port pilot scenario since the person will be mobile and the
artefacts from eye activity are inevitable. On the other hand,
ECG shows robustness to artefacts and can be acquired by us-
ing only one electrode (plus one reference electrode which is
common for EEG). ECG’s authentication accuracy is compa-
rable to EEG’s and more robust due to less interference from
muscle activity due to the location of the electrode on the
wrist.

Sensors

The sensors that will be used in the first scenario are RFID
tags, a stereoscopic camera for gait recognition and height
estimation, a simple camera for face recognition, and possi-
bly a microphone. Since there will be no sensors attached to
the subject, the whole process will be transparent and totally
unobtrusive.

The sensors that will be used in the second scenario
are the ones in the previous scenario with the addition
of minimally obtrusive wearable sensors and the personal
data processing unit (PDPU). The wearable sensors are elec-
trodes based on the ENOBIO technology [21] that was de-
veloped within the SENSATION IP [14]. These electrodes
use nanocarbon substrate to stick to the skin without the
need of conductive gel. The ECG signal is then transmit-
ted wirelessly to the PDPU for processing and features ex-
traction (see Figure 4). The features are then transmitted to
the HUMABIO system for matching with the corresponding
templates. The availability of physiological measurements
could potentially be used also for the assessment of the sub-
jects’ capacity to perform their task.

HUMABIO gait recognition module

Gait recognition algorithm development uses a novel ap-
proach in HUMABIO [20] which involves several stages.

4.2.1. Binary silhouette extraction

The walking subject silhouette is extracted from the input
image sequence. Initially, the background is estimated using
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a temporal median filter on the image sequence, assuming
static background and moving foreground. Next, the silhou-
ettes are extracted by comparing each frame of the sequence
with the background. The areas where the difference of their
intensity from the background image is larger than a prede-
fined threshold are considered as silhouette areas. Morpho-
logical filtering, based on antiextensive connected operators
[23], is applied so as to denoise the silhouette sequences. Fi-
nally, shadows are removed by analyzing the sequence in the
HSV color space [24].

4.2.2. Generating 3D geodesic silhouettes

Using the aforementioned techniques, a binary silhouette se-
quence ˜BSil is generated as illustrated in Figure 5(a). In the
proposed framework, 2.5D information is available since the
gait sequence is captured by a stereoscopic camera. Using De-
launay triangulation on the 2.5D data, a 3D triangulated hull
of the silhouette is generated that is further processed using
the proposed 3D Protrusion Transform.

Initially, the triangulated version of the 3D silhouette is
generated. Adjacent pixels of the silhouette are grouped into
triangles. Next, the dual graph G = (V ,E) of the given mesh
is generated [25], where V and E are the dual vertices and
edges. A dual vertex is the center of the mass of a triangle
and a dual edge links two adjacent triangles. The degree of
protrusion for each dual vertex results from

p(u) =
N
∑

i=1

g
(

u, vi
) · area

(

vi
)

, (1)

where p(u) is the protrusion degree of dual vertex u, g(u, vi)
is the geodesic distance of u from dual vertex v i, and area (v
i) is the area of triangle that corresponds to the dual vertex v
i.

Let us define G′Sil
k (u), a function that refers to the dual

vertices, to be given by

G′Sil
k (u) = p(u) · ˜BSil

k (u). (2)

The 3D PT for the silhouette image, denoted as GSil
k (x, y),

is simply a weighted average of the dual vertices that are ad-
jacent to the corresponding pixel (x, y), that is,

GSil
k (x, y) =

8
∑

i=1

G′Sil
k (u) ·w(x, y, u),

̂GSil
k (x, y) = m + GSil

k (x, y) · (255−m),

(3)

where i = 1, . . . , 8 denotes the number of adjacent pix-
els (x, y) to be weighted, w(x, y, u) is the weighting func-
tion, and ̂GSil

k (x, y) represents the geodesic silhouette image
at frame k, as illustrated in Figure 5(b), which takes values in
the interval of [m,255]. The higher the intensity value of a
pixel in Figure 5(b), the higher its protrusion degree. In the
proposed approach, m was selected to be equal to 60.

4.2.3. Gait sequence feature extraction

In the present work, the use of descriptors based on the
weighted Krawtchouk moments is proposed. In all cases, the

input to the feature extraction system is assumed to be either
the binary silhouettes (˜BSil

k ) or the 3D-distributed silhouettes

(
�
G

Sil

k ) when the 3D PT is used.
For almost all recent approaches on gait analysis, after

feature extraction, the original gait sequence cannot be re-
constructed. In the suggested approach, the use of a new
set of orthogonal moments is proposed based on the dis-
crete classical weighted Krawtchouk polynomials [26]. The
orthogonality of the proposed moments assures minimal in-
formation redundancy. In most cases, Krawtchouk trans-
form is used to extract local features of images [26]. The
Krawtchouk moments Q nm of order (n + m) are computed
using the weighted Krawtchouk polynomials for a silhou-
ette image (binary or 3D) with intensity function Sil (x, y)
by [26]

Qnm =
N−1
∑

x=0

M−1
∑

y=0

Kn(x; p1,N − 1)

∗Km(y; p2,M − 1) · Sil(x, y),

Kn(x; p,N) = Kn(x; p,N)

√

w(x; p,N)
ρ(n; p,N)

,

(4)

where Kn, Km are the weighted Krawtchouk polynomials,
and (N − 1)× (M− 1) represents the pixel size of the silhou-
ette image Sil (x, y). A more detailed analysis of Krawtchouk
moments and their computational complexity is presented in
[26].

Krawtchouk moments can be used to extract local infor-
mation of the images by varying the parameters N and M.
Parameter N can be used to increase the extraction of sil-
houette image in the horizontal axis. Larger N provides more
information on the silhouette image in the horizontal axis,
whereas the parameter M extracts local informaton of the sil-
houette image in the vertical axis. For the experiments, values
for N = R/15 and M = C/3 were used, where R and C denote
the number of rows and columns of the silhouette image, re-
spectively.

Krawtchouk transform is proposed for feature extrac-
tion, due to its very high discriminative power. Krawtchouk
transformation is scale and rotation dependent. However, sil-
houette sequences are prescaled and aligned to the center,
thus the Krawtchouk transform is unaffected by scaling. Fur-
thermore, the input gait sequences are captured in a near
fronto-parallel view and thus rotation does not affect the re-
sults of the Krawtchouk transform.

4.2.4. Signature matching

The following notations are used in this section: the term
gallery is used to refer to the set of reference sequences,
whereas the test or unknown sequences to be verified or iden-
tified are termed probe sequence. In this study, the gait cycle
is detected using a similar approach to [27], using autocorre-
lation of the input periodic signal. Instead of measuring only
the sum of the foreground pixels in a temporal manner, the
time series of the width of the silhouette sequence was also
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calculated. Then, the mean value of these signals formed the
final gait period of the current gait sequence.

Each probe sequence is initially partitioned into sev-
eral full gait cycle segments and the distance between each
segment and the gallery sequence is computed separately.
This approach can be considered as a brute-force attempt to
match a pattern of segmented feature vectors (segmentation
using gait cycle) by shifting them over a gallery sequence vec-
tor. The main purpose of this shifting is to find the minimum
distance (or maximum similarity) between the probe and the
gallery sequence.

Let FP,T , FG,T represent the feature vectors of the probe
with NP frames and the gallery sequence with NG frames, re-
spectively, and let T denote the Krawtchouk transform. The
probe sequence is partitioned into consecutive subsequences
of TP adjacent frames, where TP is the estimated period of
the probe sequence. Also, let the kth probe subsequence be

denoted as Fk
(P,T) = {FkTP

P,T , . . . , F(k+1)TP
P,T } and let the gallery se-

quence of NG frames be denoted as FG,T = {F1
G,T , . . . , FNG

G,T}.
Then, the distance metric between the kth subsequence and
the gallery sequence is

DistT(k) = min
l

TP−1
∑

i=0

√

∑S−1

x=0

(

Fi+k·TP
P,T (x)− Fi+l

G,T(x)
)2

,

k = 0, . . . ,m− 1,

(5)

where l = 0, . . . ,NG − 1, S denotes the size of a probe/gallery
feature vector F, and m = NP/TP represents the number of
probe subsequences.

Equation (5) indirectly supposes that the probe and
gallery sequences are aligned in phase. After computing all
distances between probe segments and gallery sequences of
feature vectors, the median, [30] of the distances is taken as
the final distance DT (Probe, Gallery) between the probe and
the gallery sequence,

DT = Median
(

DistT(1), . . . , DistT(m)
)

, m = NP

TP
, (6)

where m denotes the number of distances calculated between
the probe subsequences and the whole gallery sequence. In
(6), smaller distance means a closer match between the probe
and the gallery sequence.

4.2.5. Experimental results

The proposed method was evaluated on the publicly available
HumanID “Gait Challenge” dataset.

Since the HumanID “Gait Challenge” dataset includes
only monoscopic image sequences, it cannot be used to eval-
uate the proposed scheme using the 3D PT. However, the
Krawtchouk descriptor efficiency on binary silhouettes was
evaluated using this database, so as to generate comparative
results with state-of-the-art approaches. In an identification
scenario, a score vector for a given probe gait sequence is
calculated, that contains the distance of the probe sequence
from all the gallery sequences that exist in a database. The
gallery sequence that exhibits the minimum distance from
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Figure 6: Identification rate of the 3D PT method, (3D PT) for
two experiments (A, B), compared to the algorithm that uses the
Krawtchouk descriptors on binary silhouettes (KW).

the probe sequence is identified as the correspondent se-
quence to the probe sequence.

In the USF’s Gait Challenge Database, the gallery se-
quences were used as the systems knowledge base and the
probe sequences as the ones that should be recognized by
comparing their descriptors to the gallery set. The available
gallery sequences include (C, G) cement or grass surface, (A,
B) shoe type A or B, and (L, R) two different view points.
In the performed experiments, we used the set GAR as the
gallery. The probe set is defined using seven experiments A–G
of increasing difficulty. Experiment A differs from the gallery
only in terms of the view, B of shoe type, C of both shoe
type and view, D of surface, E surface and shoe type, F of
surface and viewpoint, and G of all surface, shoe type, and
viewpoints.

For evaluation of the proposed approach, cumulative
match scores (CMS) are reported at ranks 1 and 5. Rank 1
performance illustrates the probability of correctly identify-
ing subjects in the first place of the ranking score list and the
rank 5 illustrates the percentage of correctly identifying sub-
jects in one of the first five places.

Table 3 illustrates rank 1 and 5 results of the proposed
approach on binary silhouettes (KR) compared to the CMU
[28], LTN-A [29], and BASE approaches [30]. It is obvious
that the proposed approach based on Krawtchouk moments
performs better in almost all experiments.

3D PT was tested using HUMABIO proprietary gait
database consisting of stereoscopic gait sequence recordings
from 75 subjects under various conditions. The sequences in-
clude (C) normal surface, (CL, PA) shoe type classic or slip-
per, (BF, NB) carrying a briefcase or not, and (H) when the
subject wears a hat. In this paper, two experiments on this



Ioannis G. Damousis et al. 9

Table 3: Comparative results for the Krawtchouk transform on binary silhouettes (the number of subjects in each set is reported in squared
brackets).

Probe set Rank 1 Ranks 1–5

Gallery: GAR KR CMU LTN-A BASE KR CMU LTN-A BASE

A (GAL) [71] 96 87 89 79 100 100 99 96

B (GBR) [41] 85 81 71 66 93 90 81 81

C (GBL) [41] 76 66 56 56 89 83 78 76

D (CAR) [70] 30 21 21 29 63 59 50 61

E (CBR) [44] 27 19 26 24 66 50 57 55

F (CAL) [70] 20 27 15 30 49 53 35 46

G (CBL) [44] 21 23 10 10 48 43 33 33

Table 4: Preliminary performance results for the different modali-
ties that will be utilized in the restricted area pilot.

Biometric
modality

Authentication accuracy
range depending on the
experiments (equal error
rate (%))

Databases used

Face [16] 8–18
ATT and proprietary
databases

Voice [17] 0,66–2,29
YOHO, KING, and
proprietary databases

ECG [18] ∼3,2 Proprietary

database are demonstrated. The experiment A refers to the
difference between hat and normal, and the experiment B
refers to the difference between carrying briefcase and nor-
mal.

Figure 6 illustrates detailed results on the identification
rate of the 3D PT when compared to the algorithm that uses
the Krawtchouk descriptors on binary silhouettes. As illus-
trated, an increased identification rate can be expected when
using the 3D PT.

Preliminary authentication results for the rest of the
modalities that will be used in the airport scenario

In Table 3, indicative preliminary results for the modalities
that will be used in the airport pilot are presented.

Even though the presented rates are not comparable to
the ones found in literature for conventional biometrics such
as fingerprint or iris recognition, one must take into account
that the approach followed in HUMABIO aims at user con-
venience and unobtrusiveness. For the achievement of cur-
rent biometrics’ claimed performance, strict protocols are
required and also performance during operation in normal
conditions deteriorates significantly [22].

Below, the test conditions for the reported results are de-
scribed for each modality.

Face [16]

The developers follow the SOA approach that was introduced
in [32]. Specifically, three statistical methods are applied
to normalized and preprocessed face images represented as

high-dimensional pixel arrays to perform classification in
lower-dimensional (often) linear subspaces:

(1) the Eigenfaces approach [33], which uses principal
component analysis (PCA), a dimensionality reduc-
tion method, to extract a number of principal compo-
nents (the directions of largest variations) from a high
dimensional dataset;

(2) the Fisherfaces algorithm [34], based on linear dis-
criminant analysis (LDA) to find the directions in a
dataset in which the different classes/individuals are
best linearly separable;

(3) the Bayesian face recognition method [35] which com-
putes two linear subspaces: one for intrapersonal vari-
ations (or intraclass variance) and another extraper-
sonal variations (or interclass variance). Classification
is performed using maximum a posteriori (MAP) or
maximum likelihood (ML) based similarity measure.

Even though the performance of the algorithms devel-
oped is comparable to SOA for benchmarking databases,
Siemens’s research within HUMABIO goes beyond SOA by
testing the algorithm in various external light conditions
(night, day), subject appearance changes (facial expression,
glasses, beard, hairstyle), face pose, facial expression (smile
or talk), face appearance changes after a certain time (>1
month), various face poses (<15◦ in the YES angle, <10◦ in
the NO angle), and presence of glasses aiming to develop a
really unobtrusive face recognition system that requires no
special cooperation from the subject, and making it also suit-
able for commercial in-vehicle applications.

Voice [17]

Mel frequency cepstral coefficients (MFCCs) were compared
against perceptual linear predictive (PLP) coefficients [31],
using a standard GMM configuration. The use of 13 cepstral
coefficients against 16 cepstral coefficients was also evalu-
ated and the results revealed that MFCC-13 acoustic features
performed better than the rest on both YOHO and KING
databases for dictated and free speech correspondingly. The
focus of the module development has been put on practical
side issues such as the robustness to environment noise, the
rejection of unreliable speech samples, the limited amount
of enrolment data, and so forth. Several noise models were
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added to examine the robustness of the system in condi-
tions that simulate real application environments. Currently
speech recordings that were made within HUMABIO under
different conditions (alcohol consumption, drug consump-
tion, or sleep deprivation) are being tested for their impact
on the authentication rates.

ECG [18]

ECG measurement is performed using one electrode located
at the wrist for minimal unobtrusiveness (plus one refer-
ence electrode). Preliminary results show ECG’s authentica-
tion potential but studies with more subjects (currently 45
subjects) are being performed to validate the results. From
a large set of different features that were studied (HRV re-
lated features, geometric features, entropy, fractal dimension,
and energy), only the heart beat shape is selected, since it
is the feature with the highest discriminative power among
subjects. ECG is not robust to motion artefacts; however, its
use will be examined in the airport pilot because of the fol-
lowing reasons. The small number of required electrodes and
the wrist location, combined with the airport pilot protocol
(the subject walks through a corridor for some seconds, so
wrist activity is expected to be low) may allow ECG utiliza-
tion along with the other biometrics. The use of wireless elec-
trodes is expected to reduce motion and interference arte-
facts as well. Depending on the data analysis after the test-
ing phase and the performance achieved, the final decision
regarding the inclusion of ECG in the final HUMABIO pro-
totype for the airport pilot will be taken.

Unimodal biometrics will be fused in order to achieve
high authentication rates. In order to develop the fusion al-
gorithms, virtual subjects will be created. Each of these vir-
tual subjects will be the owner of the available modalities. A
limitation with this approach is that the maximum number
of virtual subjects is equal to the minimum number of sub-
jects recorded for each modality. To overcome this issue, dif-
ferent groups of virtual subjects will be created (using differ-
ent combinations of subject recordings, or different sessions)
and used for testing.

Preliminary support vector machine (SVM) fusion tests
with 20 virtual subjects show that 100% identification accu-
racy is feasible; however, further testing using larger test pop-
ulations is necessary and planned for the remaining part of
the project.

5. CONCLUSION

In this paper, a novel biometrics authentication system is
presented. HUMABIO will utilize micro- and nanosensors
that are currently under development in the SENSATION IP,
aiming primarily at user’s convenience and unobtrusiveness.
Novel biometric modalities are being studied and used in or-
der to overcome several shortcomings of the current biomet-
rics solutions, mainly, the strict protocols required to be fol-
lowed by the subjects. HUMABIO among other innovations
will support authentication of the individuals in a contin-
uous way and also allow the monitoring of the physiologi-
cal parameters to ensure the normal state of critical process

operators. Its three pilots are designed in such a way as to
demonstrate the versatility and extensive modularity of the
system and also provide performance evaluation in realistic
application scenarios.
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1. INTRODUCTION AND MOTIVATION

Head pose estimation has been studied as an integral part
of biometrics and surveillance systems for many years, with
its applications to 3D face modeling, gaze direction detec-
tion, and pose-invariant person identification from face im-
ages. With the growing need for robust applications, face-
based biometric systems require the ability to handle signifi-
cant head pose variations. In addition to being a component
of face recognition systems, it is important to determine the
head pose angle from a face image, independent of the iden-
tity of the individual, especially in applications of 3D face
recognition. While coarse pose angle estimation from face
images has been reasonably successful in recent years [1], ac-
curate person-independent head pose estimation from face
images is a more difficult problem, and continues to elicit ef-
fective solutions.

There have been many approaches adopted to solve the
pose estimation problem in recent years. A broad subjec-

tive classification of these techniques with pointers to sample
work [2–5] is summarized in Table 1. As Table 1 points out,
shape-based geometric and appearance-based methods have
been the most popular approaches for many years. However,
recent work has established that face images with varying
poses can be assumed to lie on a smooth low-dimensional
manifold, and this has opened up efforts to approach the
problem from the perspectives of non-linear dimensionality
reduction.

The computation of low-dimensional representations of
high-dimensional observations like images is a problem that
is common across various fields of science and engineer-
ing. Techniques like principal component analysis (PCA)
are categorized as linear dimensionality reduction tech-
niques, and are often applied to obtain the low-dimensional
representation. Other dimensionality reduction techniques
like multidimensional scaling (MDS) use the dissimilarities
(generally Euclidean distances) between data points in the
high-dimensional space to capture the relationships between
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Table 1: Classification of methods for pose estimation.

Shape-based geometric methods

[6]

[7]

[5]

[8]

[9]

Model-based methods

[10]

[11]

[12]

[1]

Appearance-based methods

[13]

[14]

[15]

[16]

[17]

[18]

Template matching methods
[19]

[20]

Dimensionality-reduction-based approaches

[4]

[21]

[22]

[23]

[24]

[3]

[2]

them. In recent years, a new group of non-linear approaches
to dimensionality reduction have emerged, which assume
that data points are embedded on a low-dimensional mani-
fold in the ambient high-dimensional space. These have been
grouped under the term “manifold learning,” and some of
the most often used manifold learning techniques in the last
few years include Isomap [25], Locally Linear Embedding
(LLE) [26], Laplacian eigenmaps [27], Local Tangent Space
Alignment [28]. The interested reader can refer to [29] for a
review of dimensionality reduction techniques.

In this work, different poses of the head, although cap-
tured in high-dimensional image feature spaces, are visual-
ized as data points on a low-dimensional manifold embed-
ded in the high-dimensional space [2, 4]. The dimensionality
of the manifold is said to be equal to the number of degrees of
freedom in the movement during data capture. For example,
images of the human face with different angles of pose rota-
tion (yaw, tilt and roll) can intrinsically be conceptualized as
a 3D manifold embedded in image feature space.

In this work, we consider face images with pose angle
views ranging from −90◦ to +90◦ from the FacePix database
(detailed in Section 4.1), with only yaw variations. Figure 1
shows the 2-dimensional embeddings of face images with
varying pose angles from FacePix database obtained with
three different manifold learning techniques—Isomap, Lo-
cally Linear Embedding (LLE), and Laplacian eigenmaps. On
close observation, one can notice that the face images are or-
dered by the pose angle. In all of the embeddings, the frontal
view appears in the center of the trajectory, while views from

the right and left profiles flank the frontal view, ordered by
increasing pose angles. This ability to arrange face images by
pose angle (which is the only changing parameter) during
the process of dimensionality reduction explains the reason
for the increased interest in applying manifold learning tech-
niques to the problem of head pose estimation.

While face images of a single individual with varying
poses lie on a manifold, the introduction of multiple individ-
uals in the dataset of face images has the potential to make the
manifold topologically unstable (see [2]). Figure 1 illustrates
this point to an extent. Although the face images form an
ordering by pose angle in the embeddings, face images from
different individuals tend to form a clutter. While coarse pose
angle estimation may work to a certain acceptable degree of
error with these embeddings, accurate pose angle estimation
requires more than what is available with these embeddings.

To obtain low-dimensional embeddings of face images
ordered by pose angle independent of the number of individ-
uals, we propose a supervised framework to manifold learn-
ing. The intuition behind this approach is that while im-
age feature vectors may sometimes not abide by the intrin-
sic geometry underlying the objects of interest (in this case,
faces), pose label information from the training data can help
align face images on the manifold better, since the manifold
is characterized by the degrees of freedom expressed by the
head pose angle.

A more detailed analysis of the motivations for this work
is captured in Figure 2. Fifty random face images were picked
from the FacePix database. For each of these images, the local
neighborhood based on the Euclidean distance was studied.
The identity and the pose angle of k (=10) nearest neighbors
was noted down. The average values of these readings are
presented in Figure 2. It is evident from this figure that for
most images, the nearest neighbors are dominated by other
face images of the same person, rather than other face images
with the same pose angle. Since manifold learning techniques
are dependent on the choice of the local neighborhood of a
data point for the final embedding, it is likely that this obser-
vation would distort the alignment of the manifold enough
to make fine pose angle estimation difficult.

Having stated the motivation behind this work, the broad
objectives of this work are to contribute to pattern recogni-
tion in biometrics by establishing a supervised form of man-
ifold learning as a solution to accurate person-independent
head pose angle estimation. These objectives are validated
with experiments to show that the proposed supervised
framework, called the Biased Manifold Embedding, provides
superior results for accurate pose angle estimation over tra-
ditional linear (principal component analysis, e.g.) or non-
linear (regular manifold learning techniques) dimensionality
reduction techniques, which are often used in face analysis
applications.

The contributions of this work lie in the proposition,
validation and analysis of the Biased Manifold Embedding
(BME) framework as a supervised approach to manifold-
based dimensionality reduction with application to head
pose estimation. This framework, although primarily for-
mulated for a regression scenario, unifies other supervised
approaches to manifold learning that have been proposed
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Figure 1: Embedding of face images with varying poses onto 2 di-
mensions.
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(a) Analysis of the identity of the nearest neighbors. A 0.9 value for
average closest person being the same indicates that 9 out of 10 images
had the person himself/herself as the corresponding kth neighbor by
Euclidean distance
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(b) Analysis of the pose angle of the nearest neighbors

Figure 2: Analysis of the k (= 10) nearest neighbors (by Euclidean
distance) of a face image in high-dimensional feature space. It is ev-
ident and intuitive that face images in the high-dimensional image
feature space tend to have the face images of the same person as the
closest neighbors. Since manifold learning methods are dependent
on local neighborhoods for the entire construction; this could af-
fect fine estimation of head pose angle. The more the number of
individuals is, the worse the clutter becomes.

so far. The application of the framework to the problem of
head pose estimation has been studied using images from the
FacePix database, which contains face images with a gran-
ularity of 1◦ variations in pose angle. Both global and lo-
cal approaches to manifold learning have been considered in
the experimentation. Since it is difficult to obtain this level
of granularity of pose angle in training data with biometric
applications in the real world, the proposed framework has
been evaluated with sparsely sampled data from the FacePix
database. Considering that manifold learning methods are
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Figure 3: The data capture setup for FacePix.

known to fail with sparsely sampled data [29, 30], these ex-
periments also serve to evaluate the effectiveness of the pro-
posed supervised framework for such data.

While this framework was proposed in our recent work
[2] with initial results, the framework has been enhanced
to provide a unified view of other supervised approaches to
manifold learning in this work. A detailed analysis of the
motivations, modification of the framework to unify other
supervised approaches to manifold learning, the evaluation
of the framework on sparse data samples, and comparison
to other related approaches are novel contributions of this
work.

A review of related work on manifold learning, head
pose estimation, and other supervised approaches to man-
ifold learning is presented in Section 2. Section 3 details the
mathematical formulation of the Biased Manifold Embed-
ding framework from a regression perspective, and extends
it to classification problems. This section also discusses how
the proposed framework unifies other supervised approaches
to manifold learning. An overview of the FacePix database,
details of the experimentation and the hypotheses tested for,
and the corresponding results are presented in Section 4. Dis-
cussions and conclusions with pointers to future work follow
in Sections 5 and 6.

2. RELATED WORK

A classification of different approaches to head pose estima-
tion was presented in Section 1. In this section, we discuss
approaches to pose estimation using manifold learning, that
are related to the proposed framework, and review their per-
formance and limitations. In addition, we also survey exist-
ing supervised approaches to manifold learning. So far, to the
best of the authors’ knowledge, these supervised techniques
have not been applied to the head pose estimation problem,
and hence, we limit our discussions to the main ideas in these
formulations.

2.1. Manifold learning and pose estimation

Since the advent of manifold learning techniques less than
a decade ago, a reasonable amount of work has been done
using manifold-based dimensionality reduction techniques

for head pose estimation. Chen et al. [22] considered multi-
view face images as lying on a manifold in high-dimensional
feature space. They compared the effectiveness of kernel dis-
criminant analysis against support vector machines in learn-
ing the manifold gradient direction in the high-dimensional
feature space. The images in this work were synthesized from
a 3D scan. Also, the application was restricted to a binary
classifier with a small range of head pose angles between
−10◦ and +10◦.

Raytchev et al. [4] studied the effectiveness of Isomap for
head pose estimation against other view representation ap-
proaches like the Linear Subspace model and Locality Pre-
serving Projections (LPP). While their experiments showed
that Isomap performed better than the other two approaches,
the face images used in their experiments were sampled at
pose angle increments of 15◦. In the discussion, the authors
indicate that this dataset is insufficient to provide for exper-
iments with accurate pose estimation. The least pose angle
estimation error in all their experiments was 10.7◦, which is
rather high.

Hu et al. [24] developed a unified embedding approach
for person-independent pose estimation from image se-
quences, where the embedding obtained from Isomap for a
single individual was parametrically modeled as an ellipse.
The ellipses for different individuals were subsequently nor-
malized through scale, translation and rotation based trans-
formations to obtain a unified embedding. A Radial Basis
Function interpolation system was then used to obtain the
head pose angle. The authors obtained good results with the
datasets, but their approach relied on temporal continuity
and local linearity of the face images, and hence was intended
for image/video sequences.

In more recent work, Fu and Huang [3] presented an
appearance-based strategy for head pose estimation using a
supervised form of Graph Embedding, which internally used
the idea of Locally Linear Embedding (LLE). They obtained
a linearization of manifold learning techniques to treat out-
of-sample data points. They assumed a supervised approach
to local neighborhood-based embedding and obtained low
pose estimation errors; however, their perspective of super-
vised learning differs from how it is addressed in this work.

In the last few years of the application of manifold learn-
ing techniques, there have been limitations that have been
identified [29, 30]. While all these techniques capture the
geometry of the data points in the high-dimensional space,
the disadvantage of this family of techniques is the lack of a
projection matrix to embed out-of-sample data points after
the training phase. This makes the method more suited for
data visualization, rather than classification/regression prob-
lems. However, the advantage of these techniques to capture
the relative geometry of data points enthuses researchers to
adopt this methodology to solve problems like head pose es-
timation, where the data is known to possess geometric rela-
tionships in a high-dimensional space.

These techniques are known to depend on a dense sam-
pling of the data in the high-dimensional space. Also, Ge
et al. [31] noted that these techniques do not remove correla-
tion in high-dimensional spaces from their low-dimensional
representations. The few applications of these techniques



Vineeth Nallure Balasubramanian et al. 5

Figure 4: Sample face images with varying pose and illumination from the FacePix database.

to pose estimation have not exposed the limitations yet—
however, from a statistical perspective, these generic limita-
tions intrinsically emphasise the requirement for the train-
ing data to be distributed densely across the surface of the
manifold. In real-world applications like pose estimation, it
is highly possible that the training data images may not meet
this requirement. This brings forth the need to develop tech-
niques that can work well with training data on sparsely sam-
pled manifolds too.

2.2. Supervised manifold learning

In the last few years, there have been efforts to formulate su-
pervised approaches to manifold learning. However, none of
these approaches have explicitly been used for head pose esti-
mation. In this section, we review the main ideas behind their
formulations, and discuss the major novelties in our work,
when compared to the existing approaches.

Ridder et al. [32] came up with one of the earliest super-
vised frameworks for manifold learning. Their framework
was centered around the idea of defining a new distance met-
ric for Locally Linear Embedding, which increased inter-class
distances and decreased intra-class distances. This modified
distance metric was used to compute the dissimilarity ma-
trix, before computing the adjacency graph which is used in
the dimensionality reduction process. Vlassis et al. [33] for-
mulated a supervised approach that was intended towards
identifying the intrinsic dimensionality of given data using
statistical methods, and using the computed dimensionality
for further analysis.

Li and Guo [34] proposed a supervised Isomap algo-
rithm, where a separate geodesic distance matrix is con-
structed for the training data from each class. Subsequently,
these class-specific geodesic distance matrices are merged
into a discriminative global distance matrix, which is used
for the multidimensionality scaling step. Vlachos et al. [35]
proposed the WeightedIso method, where the Euclidean dis-
tance between data samples is scaled with a constant factor
λ(<1) if the class labels of the samples are the same. Geng
et al. [36] extended the work from Vlachos et al. towards vi-
sualization applications, and proposed the S-isomap (super-
vised isomap), where the dissimilarity between two points is
defined differently from the regular geodesic distance. The

dissimilarity is defined in terms of an exponential factor of
the Euclidean distance, such that the intraclass distance never
exceeds 1, and the interclass distance never falls below 1− α,
where α is a parameter that can be tuned based on the appli-
cation.

Zhao et al. [37] proposed a supervised LLE (SLLE) algo-
rithm in the space of face images preprocessed using Inde-
pendent Component Analysis. Their SLLE algorithm con-
structs these neighborhood graphs with a strict constraint
imposed: only those points in the same cluster as the point
under consideration can be its neighbors. In other words, the
primary focus of the proposed SLLE is restricted to reveal and
preserve the neighborhood in a cluster scope.

The approaches to supervised manifold learning dis-
cussed above primarily consider the problem from a classifi-
cation/clustering perspective. In our work, we view the class
labels (pose labels) as possessing a distance metric by them-
selves, that is, we approach the problem from a regression
perspective. However, we also illustrate how it can be applied
to classification problems. In addition, we show how the pro-
posed framework unifies the existing approaches. The math-
ematical formulation of the proposed framework is discussed
in the next section.

3. BIASED MANIFOLD EMBEDDING:
THE MATHEMATICAL FORMULATION

In this section, we discuss the mathematical formulation of
the Biased Manifold Embedding approach as applied in the
head pose estimation problem. In addition, we then illus-
trate how this framework unifies other existing supervised
approaches to manifold learning.

Manifold learning methods, as illustrated in Section 1,
align face images with varying poses by an ordering of the
pose angle in the low-dimensional embeddings. However,
the choice of image feature vectors, presence of image noise
and the introduction of the face images of different indi-
viduals in the training data can distort the geometry of the
manifold. To ensure the alignment, we propose the Biased
Manifold Embedding framework, so that face images whose
pose angles are closer to each other are maintained nearer to
each other in the low-dimensional embedding, and images
with farther pose angles are placed farther, irrespective of the
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(a) Face images with 5◦ pose angle intervals
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(b) Face images with 2◦ pose angle intervals
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(c) Face images with 1◦ pose angle intervals

Figure 5: Plots of the residual variances computed after embedding
face images of 5 individuals using Isomap.

(a) Gray scale image (b) Laplacian of Gaussian (LoG)
tranformed image

Figure 6: Image feature spaces used for the experiments.

identity of the individual. In the proposed framework, the
distances between data points in the high-dimensional fea-
ture space are biased with distances between the pose angles
of corresponding images (and hence, the name). Since a dis-
tance metric can easily be defined on the pose angle values,
the problem of finding closeness of pose angles is straight-
forward.

We would like to modify the dissimilarity/distance matrix
between the set of all training data points with a factor of the
pose angle dissimilarities between the points. We define the
modified biased distance between a pair of data points to be
of the fundamental form:

˜D(i, j) = λ1 ×D(i, j) + λ2 × f
(

P(i, j)
)× g(D(i, j)

)

, (1)

where D(i, j) is the Euclidean distance between two data
points xi and xj , ˜D(i, j) is the modified biased distance,
P(i, j) is the pose distance between xi and xj , f is any func-
tion of the pose distance, g is any function of the original dis-
tance between the data samples, and λ1 and λ2 are constants.
While we defined this formulation after empirical evalua-
tions of several formulations for the dissimilarity matrix, we
found that this formulation, in fact, unifies other existing
supervised approaches to manifold learning that modify the
dissimilarity matrix.

In general, the function f could be picked from the fam-
ily of reciprocal functions ( f ∈ FR) based on an application.
In this work, we set λ1 = 0 and λ2 = 1 in (1), function g as
the constant function (= 1), and the function f as

f
(

P(i, j)
) = 1

maxm,nP(m,n)− P(i, j)
. (2)

This function could be replaced by an inverse exponential
or quadratic function of the pose distance, for example. To
ensure that the biased distance values are well-separated for
different pose distances, we multiply this quantity by a func-
tion of the pose distance:

˜D(i, j) = α
(

P(i, j)
)

maxm,nP(m,n)− P(i, j)
∗D(i, j), (3)

where the function α is directly proportional to the pose dis-
tance, P(i, j), and is defined in our work as

α
(

P(i, j)
) = β∗∣∣P(i, j)

∣

∣, (4)
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(b) LLE
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(c) Laplacian eigenmap

Figure 7: Pose estimation results of the BME framework against the traditional manifold learning technique with the gray scale pixel feature
space. The red line indicates the results with the BME framework.

where β is a constant of proportionality and allows paramet-
ric variation for performance tuning. In our current work,
we used the pose distance as the one-dimensional distance,
that is, P(i, j) = |Pi − Pj|, where Pk is the pose angle of xk.

In summary, the biased distance between a pair of points
can be given by

˜D(i, j) =

⎧

⎪

⎨

⎪

⎩

α
(

P(i, j)
)

maxm,nP(m,n)− P(i, j)
∗D(i, j), P(i, j) �= 0,

0, P(i, j) = 0.
(5)

This biased distance matrix is used for Isomap, LLE
and Laplacian eigenmaps to obtain a pose-ordered low-

dimensional embedding. In case of Isomap, the geodesic dis-
tances are computed using this biased distance matrix. The
LLE and Laplacian eigenmaps algorithms are modified to use
these distance values to determine the neighborhood of each
data point. Since the proposed approach does not alter the al-
gorithms in any other way other than the computation of the
biased dissimilarity matrix, it can easily be extended to other
manifold-based dimensionality reduction techniques which
rely on the dissimilarity matrix.

In the proposed framework, the function P(i, j) is de-
fined in a straightforward manner for regression problems.
Further, the same framework can also be extended to clas-
sification problems, where there is an inherent ordering in
the class labels. An example of an application with such
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(b) LLE

0 20 40 60 80 100

Dimensionality of embedding

0

2

4

6

8

10

12

14

E
rr

or
in

es
ti

m
at

io
n

of
p

os
e

an
gl

e

Without BME

With BME

(c) Laplacian eigenmap

Figure 8: Pose estimation results of the BME framework against the traditional manifold learning technique with the Laplacian of Gaussian
(LoG) feature space. The red line indicates the results with the BME framework.

a problem is head pose classification. Sample class labels
could be “looking to the right,” “looking straight ahead,”
“looking to the left,” “looking to the far left,” and so on. The
ordering in these class labels can be used to define a distance
metric. For example, if the class labels are indexed by an or-
dering k = 1, 2, . . . ,n (where n is the number of class labels),
a simple expression for P(i, j) is

P(i, j) = γ × dist
(|i− j|), (6)

where i and j are the indices of the corresponding class labels
of the training data samples. The dist function could just be
the identity function, or could be modified depending on the
application.

3.1. A unified view of other supervised approaches

In the next few paragraphs, we discuss briefly how the ex-
isting supervised approaches to manifold learning are spe-
cial cases of the Biased Manifold Embedding framework. Al-
though this discussion is not directly relevant to the pose es-
timation problem, this shows the broader appeal of this idea.

Ridder et al. [32] proposed a supervised LLE approach,
where the distances between the samples are artificially in-
creased if the samples belonged to different classes. If the
samples are from the same class, the distances are left un-
changed. The modified distances are given by

Δ′ = Δ + α× max (Δ)Λ, α ∈ [0, 1]. (7)
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Going back to (1), we arrive at the formulation of Ridder
et al. by choosing λ1 = 1, λ2 = α × max (Δ), function
g(D(i, j)) = 1 for all i, j, and function f (P(i, j)) = Λ.

Li and Guo [34] proposed the SE-Isomap (Supervised
Isomap with Explicit Mapping), where the geodesic distance
matrix is constructed differently for intra-class samples, and
is retained as is for inter-class data samples. The final distance
matrix, called the discriminative global distance matrix G, is
of the form

G =
⎡

⎣

ρ1G11 G12

G21 ρ2G22

⎤

⎦ . (8)

Clearly, this representation very closely resembles the choice
of parameters we have chosen in our pose estimation work.
In (1), the formulation of Li and Guo would simply mean
choosing λ1 = 0, λ2 = 1, function f (P(i, j)) = 1, and func-
tion g(D(i, j)) can be defined as

g
(

D(i, j)
) =

{

D(i, j), P(i) �= P( j),

ρi ×D(i, j), P(i) = P( j).
(9)

The work of Vlachos et al. [35]—the WeightedIso method—
is exactly the same in principle as Li and Guo. For data sam-
ples belonging to the same class, the distance is scaled by
a factor 1/α, where α > 1; else, the distance is left undis-
turbed. This can be exactly formulated as discussed above
for Li and Guo. The work of Geng et al. [36] is based on the
WeightedIso method, and the authors extended the Weighte-
dIso method with a different dissimilarity matrix (which
would just mean a different definition for D(i, j) in the pro-
posed BME framework), and parameters to control the dis-
tance values.

Zhao et al. [37] formulated the S-LLE (supervised LLE)
method, where the distance between points that belonged to
different classes was set to infinity, that is, the neighbors of
a particular data point had to belong to the same class as
the point. Again, this would be rather straight-forward in the
BME framework, where the function g(D(i, j)) can be de-
fined as

g
(

D(i, j)
) =

{

∞, P(i) �= P( j),

D(i, j), P(i) = P( j).
(10)

Having formulated the Biased Manifold Embedding frame-
work, we discuss the experiments performed and the results
obtained in the next section.

4. BIASED MANIFOLD EMBEDDING FOR HEAD POSE
ESTIMATION: EXPERIMENTATION AND RESULTS

4.1. The FacePix database

In this work, we have used the FacePix database [38] built
at the Center for Cognitive Ubiquitous Computing (CUbiC)
for our experiments and evaluation. Earlier work on face
analysis have used databases such as FERET, XM2VTS, the
CMU PIE Database, AT & T, Oulu Physics Database, Yale
Face Database, Yale B Database, and MIT Database for evalu-
ating the performance of algorithms. Some of these databases

provide face images with a wide variety of pose angles and
illumination angles. However, none of them use a precisely
calibrated mechanism for acquiring pose and illumination
angles. To achieve a precise measure of recognition robust-
ness, FacePix was compiled to contain face images with pose
and illumination angles annotated in 1 degree increments.
Figure 3 shows the apparatus that is used for capturing the
face images. A video camera and a spot light are mounted on
separate annular rings which rotate independently around a
subject seated in the center. Angle markings on the rings are
captured simultaneously with the face image in a video se-
quence, from which the required frames are extracted.

The FacePix database consists of three sets of face images:
one set with pose angle variations, and two sets with illumi-
nation angle variations. Each of these sets are composed of
a set of 181 face images (representing angles from −90◦ to
+90◦ at 1 degree increments) of 30 different subjects, with a
total of 5430 images. All the face images (elements) are 128
pixels wide and 128 pixels high. These images are normal-
ized, such that the eyes are centered on the 57th row of pixels
from the top, and the mouth is centered on the 87th row of
pixels. The pose angle images appear to rotate such that the
eyes, nose, and mouth features remain centered in each im-
age. Also, although the images are down sampled, they are
scaled as much horizontally as vertically, thus maintaining
their original aspect ratios. Figure 4 provides two examples
extracted from the database, showing pose angles and illu-
mination angles ranging from −90◦ to +90◦ in steps of 10◦.
For earlier work using images from this database, please refer
[38]. There is ongoing work on making this database publicly
available.

4.2. Finding the intrinsic dimensionality of
the face images

An important component of manifold learning applications
is the computation of the intrinsic dimensionality of the
dataset provided. Similar to how linear dimensionality re-
duction techniques like PCA use the measure of captured
variance to arrive at the number of dimensions, manifold
learning techniques are dependent on knowing the intrin-
sic dimensionality of the manifold embedded in the high-
dimensional feature space.

We performed a preliminary analysis of the dataset to
extract its intrinsic dimensionality, similar to what was per-
formed in [25]. Isomap was used to perform nonlinear di-
mensionality reduction on a set of face images from 5 indi-
viduals. Different pose intervals of the face images were se-
lected to vary the density of the data used for embedding.
The residual variances after computation of the embedding
are plotted in Figure 5. The subfigures illustrate that most
of the residual variance is captured in one dimension of the
embedding. This goes to prove that there is only one dom-
inant dimension in the dataset. As the pose intervals used
for the embedding becomes lesser, that is, the density of the
data becomes higher, this observation is even more clearly
noted. The data captured in the FacePix database have pose
variations only along one degree of freedom (the yaw), and
this result corroborates the fact that these face images could
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Table 2: Results of head pose estimation using principal component analysis and manifold learning techniques for dimensionality reduction,
in the gray scale pixel feature space.

Dimension of embedding
Error in pose estimation

PCA Isomap LLE Laplacian eigenmap

10 11.37◦ 12.61◦ 6.60◦ 7.72◦

20 9.90◦ 11.35◦ 6.04◦ 6.32◦

40 9.39◦ 10.98◦ 4.91◦ 5.08◦

50 8.76◦ 10.86◦ 4.37◦ 4.57◦

75 7.83◦ 10.67◦ 3.86◦ 4.17◦

100 7.27◦ 10.41◦ 3.27◦ 3.93◦

Table 3: Results of head pose estimation using principal component analysis and manifold learning techniques for dimensionality reduction,
in the LoG feature space.

Dimension of embedding
Error in pose estimation

PCA Isomap LLE Laplacian eigenmap

10 9.80◦ 9.79◦ 7.41◦ 7.10◦

20 8.86◦ 9.21◦ 6.71◦ 6.94◦

40 8.54◦ 8.94◦ 5.80◦ 5.91◦

50 8.03◦ 8.76◦ 5.23◦ 5.23◦

75 7.92◦ 8.47◦ 4.83◦ 4.89◦

100 7.78◦ 8.23◦ 4.31◦ 4.52◦

be visualized as lying on a low-dimensional (ideally, one-
dimensional) manifold in the feature space.

4.3. Experimentation setup

The setup of the experiments conducted in the subsequent
sections is described here. All of these experiments were per-
formed with a set of 2184 face images, consisting of 24 in-
dividuals with pose angles varying from −90◦ to +90◦ in
increments of 2◦. The images were subsampled to 32 × 32
resolution, and two different feature spaces of the images
were considered for the experiments. The results presented
here include the grayscale pixel intensity feature space and
the Laplacian of Gaussian (LoG) transformed image feature
space (see Figure 6). The LoG transform, which captures the
edge map of the face images, was used since pose variations in
face images can be considered a result of geometric transfor-
mation, and texture information can be considered redun-
dant. The images were subsequently rasterized and normal-
ized.

Unlike linear dimensionality reduction methods like
Principal Component Analysis, manifold learning tech-
niques lack a well-defined approach to handle out-of-sample
extension data points. Different methods have been pro-
posed [39, 40] to capture the mapping from the high-
dimensional feature space to the low-dimensional embed-
ding. We adopted the generalized regression neural network
(GRNN) with radial basis functions to learn the nonlinear
mapping. GRNNs are known to be a one-pass “learning” sys-
tem and are known to work well with sparsely sampled data.
This approach has been adopted by earlier researchers [37].
The parameters involved in training the network are mini-
mal (only the spread of the radial basis function), thereby fa-

cilitating better evaluation of the proposed framework. Once
the low-dimensional embedding was obtained, linear multi-
variate regression was used to obtain the pose angle of the
test image. To ensure generalization of the framework, 8-fold
cross-validation was used in these experiments. In this vali-
dation model, 1911 face images (91 images each of 21 indi-
viduals) were used for the training phase in each fold, while
all the remaining images were used in the testing phase. The
parameters, that is, the number of neighbors used and the
dimensionality of embedding, were chosen empirically.

4.4. Using manifold learning over linear
dimensionality reduction for pose estimation

Traditional approaches to pose estimation that rely on di-
mensionality reduction use linear techniques (PCA, to be
specific). However, with the assumption that face images
with varying poses lie on a manifold, nonlinear dimension-
ality reduction would be expected to perform better. We per-
formed experiments to compare the performance of man-
ifold learning techniques with principal component anal-
ysis. The results of head pose estimation comparing PCA
against manifold learning techniques with the experimenta-
tion setup described in the previous subsection are tabulated
in Tables 2 and 3. While these results have been noted as ob-
tained, our empirical observations indicated that the number
of significant digits could be considered up to one decimal
place.

As the results illustrate, while Isomap and PCA perform
very similarly, both the local approaches, that is, Locally Lin-
ear Embedding and Laplacian eigenmaps, show 3-4◦ im-
provement in pose angle estimation over PCA, consistently.
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Table 4: Summary of head pose estimation results from related approaches in recent years.

Reference Method
Best result in pose
angle estimation:
error/accuracy

Notes

[22] Fisher manifold learning About 3◦
Face images only in
[−10◦, 10◦] interval

[18] Kernel PCA + support vector machines 97%

Face images only in
10◦ intervals (this was
framed as a classifica-
tion problem of iden-
tifying the pose angle
as one of these
intervals)

[4] Isomap About 11◦
Face images sampled
at 15◦ increments

[4] LPP About 15◦
Face images sampled
at 15◦ increments

[3] LEA About 2◦ Best results so far

Current work BME using Laplacian eigenmap About 2◦ Results similar to [3]

Current work BME using Isomap, LLE About 3◦ —

Table 5: Results from experiments performed with sparsely sampled training dataset for each of the manifold learning techniques with and
without the BME framework on the gray scale pixel feature space. The error in the head pose angle estimation is noted.

Number of training images
Error using isomap Error using LLE Error using Laplacian eigenmap

without BME with BME without BME with BME without BME with BME

570 12.13◦ 3.26◦ 5.95◦ 5.88◦ 10.27◦ 3.84◦

475 11.70◦ 6.01◦ 6.58◦ 6.95◦ 9.47◦ 3.71◦

380 8.19◦ 7.61◦ 6.47◦ 6.72◦ 9.59◦ 4.72◦

285 8.39◦ 8.75◦ 6.36◦ 6.71◦ 9.12◦ 5.61◦

190 8.75◦ 8.58◦ 6.77◦ 7.03◦ 10.05◦ 7.76◦

95 11.27◦ 9.22◦ 9.43◦ 8.45◦ 15.44◦ 14.54◦

4.5. Supervised manifold learning for
person-independent pose estimation:
Experiments with Biased Manifold Embedding

While manifold learning techniques demonstrate reasonably
good results for pose estimation over linear dimensionality
reduction techniques, we hypothesize that the supervised ap-
proach to manifold learning performs better for accurate re-
sults with person-independent pose estimation. In our next
set of experiments, we evaluate this hypothesis. The error in
the pose angle estimation process is used as the criterion for
the evaluation.

The proposed BME framework was applied to face
images from the FacePix database, and the performance
was compared against the performance of regular mani-
fold learning techniques. These experiments were performed
against global (Isomap) and local (Locally Linear Embedding
and Laplacian eigenmaps) approaches to manifold learning.
The error in the estimated pose angle (against the ground
truth from the FacePix database) was used to evaluate the
performance.

The results of these experiments are presented in Figures
7 and 8. The blue line indicates the performance of the mani-
fold learning techniques, while the red line stands for the per-
formance from the Biased Manifold Embedding approach.
As evident, the error significantly drops with the proposed
approach. All of the approaches perform better with the LoG
feature space, as compared to using plain gray scale pixel in-
tensities. This corroborates the intuitive assumption that the
head pose estimation problem is one of geometry of face im-
ages, and the texture of the images can be considered redun-
dant. However, we believe that it would be worthwhile to per-
form a more exhaustive analysis with other feature spaces as
part of our future work. Also, it is clear from the error values
obtained that the BME framework substantially improves the
head pose estimation performance, when compared to other
manifold learning techniques or principal component analy-
sis.

It can also be observed that the results obtained from
the local approaches, that is, Locally Linear Embedding and
Laplacian eigenmaps, far outperform the global approach,
viz. Isomap. Considering that isomap is known to falter when
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Table 6: Results from experiments performed with sparsely sampled training dataset with and without the BME framework on the LoG
feature space.

Number of training images
Error using Isomap Error using LLE Error using Laplacian eigenmap

without BME with BME without BME with BME without BME with BME

570 10.63◦ 3.19◦ 8.76◦ 7.99◦ 9.01◦ 3.57◦

475 12.08◦ 3.73◦ 8.08◦ 7.63◦ 8.56◦ 3.99◦

380 11.34◦ 6.40◦ 8.16◦ 8.48◦ 8.47◦ 5.00◦

285 13.96◦ 6.66◦ 8.14◦ 8.49◦ 9.30◦ 6.69◦

190 15.46◦ 6.96◦ 8.72◦ 8.68◦ 12.27◦ 8.84◦

95 11.93◦ 8.59◦ 8.77◦ 8.77◦ 30.17◦ 15.79◦

Figure 9: Example of topological instabilities that affect Isomap’s
performance. An outlier could short-circuit the geometry of the
manifold and destroy its geometrical structure. In such a case,
global approaches like Isomap fail to find an appropriate low-
dimensional embedding.

there is topological instability [41]; the relatively low perfor-
mance with both the feature spaces suggests that the man-
ifold of face images constructed from the FacePix database
may be topologically unstable. In reality, this would mean
that there are face images which short-circuit the manifold in
a way that the computation of geodesic distances is affected
(see Figure 9). There have been recent approaches to over-
come the topological instability by removing critical outliers
in a preprocessing step [40].

4.6. Comparison with related pose estimation work

In comparing related approaches to pose estimation which
have different experimental design criteria, the results are
summarized below in Table 4. The results obtained from the
BME framework match the best results so far obtained by
[3], considering face images with pose angle intervals of 1◦.
The best results are obtained when BME is used with Lapla-
cian eigenmap. When LLE or Isomap is used, the error goes
marginally higher and hovers about 3◦.

4.7. Experimentation with sparsely sampled data

Manifold learning techniques have been known to perform
poorly on sparsely sampled datasets [29]. Hence, in our next

set of experiments, we propose that the BME framework,
through supervised manifold learning, performs reasonably
well even on sparse samples, and evaluate this hypothesis.

In these experiments, we sampled the available set of face
images sparsely (by pose angle) and used this sparse sam-
ple of the face images dataset for training, before testing with
the entire dataset. In these experiments, face images of all the
30 individuals in the FacePix database were used. The set of
training images included face images in pose angle intervals
of 10◦, that is, only 19 out of the total 181 images for each
individual were used in the training phase. Subsequently,
the number of training images (total number of images is
5430) was progressively reduced in steps to observe the per-
formance. These experiments were carried out for Isomap,
LLE and Laplacian eigenmaps for both the feature spaces.
To maintain uniformity of results and to aid comparison, all
these trials embedded the face images onto a 8-dimensional
space, and 50 neighbors were used for constructing the em-
bedding (as in the earlier section). The results are presented
in Tables 5 and 6. Note the results obtained with BME and
without BME for Isomap and Laplacian eigenmap in both
these tables. The results show significant reduction in error.
However, the results for LLE do not reflect this observation.

The results validate our hypothesis that the BME frame-
work performs better even with sparsely sampled datasets.
With Isomap and Laplacian eigenmap, the application of the
BME framework improves the performance of pose estima-
tion substantially. However, we note that Locally Linear Em-
bedding performed as well even without the Biased Manifold
Embedding framework. This suggests that in tasks of unsu-
pervised learning (like clustering), where there are no class
labels to supervise the learning process, Locally Linear Em-
bedding may be a good technique to apply for sparsely sam-
pled datasets.

5. DISCUSSION

The results from the previous section show the merit of the
proposed supervised framework for manifold learning as ef-
fective for head pose estimation. As mentioned before, us-
ing the pose information to supervise the manifold learning
process may be looked at as obtaining a better estimate of
the geometry of the manifold, based on the exact parame-
ters/degrees of freedom (in our case, the pose angles) that
define the intrinsic dimensionality of the manifold. This in
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Figure 10: Analysis of the average error in pose estimation for each of the views between [−90◦, +90◦].

turn improves the performance of the head pose estimation
methodology.

As an integral focus for biometric systems that require
person-independent head pose estimation, our observations
from the experiments indicate that local approaches to man-
ifold learning (Locally Linear Embedding and Laplacian
eigenmaps) provide the best results for head pose estimation
with a dataset like FacePix. As mentioned before, the rela-
tively low performance of Isomap could be attributed to a
possible instability in the topology of the manifold, which
could be caused by some outlier face images. A deeper study
of the detection of the presence of such an instability, and the
kind of face images that may cause this instability, is certainly
warranted, and will be considered in our future work.

For a better understanding of the results, we analyzed
how the errors in the pose estimation process were spread
out on the interval [−90◦, +90◦]. Figure 10 shows the head
pose estimation error in each of the views in this pose angle
interval. While we expected to see a better performance at
the frontal view, this was not very evident in any of the three
approaches. We also hoped to identify particular regions of
pose angle views of face images where the framework consis-
tently performs relatively poor. However, these plots do not
provide any coherent information on identifying such views
of face images.

The analysis of the performance of the techniques on
sparsely sampled set of face images reveals that while Isomap
and Laplacian eigenmaps provide increased performance
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when there is an increase in the number of training im-
ages, Locally Linear Embedding provides consistent results
and may be the choice when the dataset is sparsely sampled,
and the number of available samples is less. Another observa-
tion from these results showed that even if the training data
is sparsely sampled in terms of the pose angles, populating
the dataset with more samples of face images of other indi-
viduals helps compensate for the lack of face images in the
intermediate pose angle regions to a reasonable extent.

It is also important to note that while the Biased Manifold
Embedding framework holds promise, the technique works
better as the number of face images available for training is
increased, and as the spectrum of training images becomes
more representative of the test face images. Further, since we
have used generalized regression neural networks (GRNNs)
in this work, GRNNs [42] are also known to perform better
with more training samples. However, as the training sam-
ple set gets larger, the memory requirements for a GRNN
for computation become heavier, and this may be a cause for
concern.

6. CONCLUSIONS AND FUTURE WORK

In this paper, we have proposed an approach to person-
independent head pose estimation based on a novel frame-
work called the Biased Manifold Embedding for super-
vised manifold learning. Under the credible assumption
that face images with varying pose angles lie on a low-
dimensional manifold, nonlinear dimensionality reduction
based on manifold learning techniques possesses strong po-
tential for face analysis in biometric applications. We com-
pared the proposed framework with regularly used ap-
proaches like principal component analysis and other mani-
fold learning techniques, and we found the results to be rea-
sonably good for head pose estimation. While the framework
was primarily intended for regression problems, we have also
shown how this framework unifies earlier approaches to su-
pervised manifold learning. The results that we obtained
from pose estimation using the FacePix database match the
best results obtained so far and demonstrate the suitability of
this approach for similar applications.

As future work, we wish to extend this work to experi-
ment on other datasets like the USF database [3], which have
similar granularity of pose angle in the face image database.
We hope that this would provide more inputs on the gen-
eralization of this framework. We plan to implement this as
part of a wearable platform to perform real-time pose classi-
fication from a live video stream, to study its applicability
in real-world scenarios. We also hope to study the poten-
tial detection of the existence of topological instabilities that
may affect the performance of global manifold learning ap-
proaches like Isomap, and come up with solutions to circum-
vent such issues in pose estimation and other face analysis ap-
plications. Further, as manifold learning techniques continue
to be applied in pose estimation and similar applications, it
becomes imperative to carry out an exhaustive study to iden-
tify the kind of image feature spaces that are most amenable
to manifold-based assumptions and analysis.
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1. INTRODUCTION

Security is a prime concern of the modern society. From
a local house-hold setting to a more global scope, ensur-
ing a safe and secure environment is a critical goal in to-
day’s increasingly interconnected world. However, there are
still outstanding obstacles that have prevented the realization
of this objective in practical scenarios, despite many tech-
nological advances. Recently, body sensor networks (BSNs)
have shown the potential to deliver promising security ap-
plications [1–3]. Representing a fast-growing convergence of
technologies in medical instrumentation, wireless commu-
nications, and network security, these types of networks are
composed of small sensors placed on various body locations.
Among the numerous advantages, this BSN approach per-
mits round-the-clock measurement and recording of various
medical data, which are beneficial compared to less frequent

visits to hospitals for checkup. Not only there is convenience
for an individual, but also more data can be collected to sub-
sequently aid reliable diagnoses. In other words, a BSN helps
bridge the spatio-temporal limitations in pervasive medical
monitoring [4, 5].

Aside from medical applications, analogous scenarios
may be considered with a general network of wearable de-
vices, including cell phones, headsets, handheld computers,
and other multimedia devices. However, the incentive and
urgency for inter-networking such multimedia devices may
be less obvious and imminent (more on the convenience
side), compared to those in medical scenarios (more on the
necessity side).

The objectives of this work are to: (1) examine the
various nascent BSN structures and associated challenges,
(2) establish a flexible high-level model, encompassing
these assumptions and characteristics, that is conducive to
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Figure 1: Model of a mobile health network, consisting of various body sensor networks.

future research from a signal-processing perspective, (3) pro-
pose signal processing methods and protocols, in the context
of a high-level model, that improve upon existing schemes
for providing security in BSNs. More specifically, the last ob-
jective (3) is two-fold: (a) we construct a secure key distribu-
tion system that is shown to be more resource-efficient than
the current scheme based on fuzzy commitment; (b) we pro-
pose and study a data scrambling method that has the poten-
tial to supplant conventional encryption, in securing certain
types of data using biometrics [3].

The remainder of this paper is organized as follows. In
Section 2, we provide a survey of the existing research on
BSNs, highlighting the salient features and assumptions. This
is followed by a high-level summary of our methodologies
and objectives of research on BSNs in Section 3. Detailed de-
scriptions are next given for a resource-efficient key man-
agement system, including key generation and distribution,
in Section 4. Then, we present the INTRAS framework for
data scrambling in Section 5. And, in order to evaluate the
system performance, simulation results are summarized in
Section 6. Lastly, concluding remarks for future directions
are given in Section 7.

2. LITERATURE SURVEY

2.1. BSN structure and assumptions

Even though BSN is a comparatively new technology, it has
garnered tremendous interest and momentum from the re-
search community. This phenomenon is easy to understand
when one remarks that a BSN is essentially a sensor network,
or to a broader extent an ad hoc network [6, 7], with charac-
teristics peculiar to mobile health applications.

So far, the current trend in BSN research has focused
mainly on medical settings [4]. As an ad hoc network, a typ-
ical BSN consists of small sensor devices, usually destined to
report medical data at varying intervals of time. Figure 1(a)
shows a typical high-level BSN organization. Each BSN con-
sists of a number of sensors, dedicated to monitoring medical
data of the wearer. As noted in [1, 4], for implanted sensors,
wireless communication is by far the preferred solution since
wired networking would necessitate laying wires within the

human body; and for wearable devices, wireless networking
is also desirable due to user convenience.

There are many possible variations on the BSN structure,
especially with respect to the network topologies formed
from various BSNs. A very simple topology is given in
Figure 1(b), depicting a mobile-health network and organiz-
ing several BSNs under one server. As explored in [5], a more
sophisticated organization can involve elected leader nodes
within a BSN, which allow for more specialized communi-
cation requirements. For instance, certain nodes have higher
computational capabilities than others in order to perform
more sophisticated tasks. This hierarchical organization is
needed for a scalable system, especially with a fixed amount
of resources.

2.2. Resource constraints in BSNs

As in a typical ad hoc network, there is a large range of varia-
tions in resource constraints. From the proposed prototypes
and test beds found in the existing literature, the computa-
tional and bandwidth limitations in BSNs are on par with
those found in the so-called microsensor networks [6, 7].
While relatively powerful sensors can be found in a BSN, the
smaller devices are destined to transmit infrequent summary
data, for example, temperature or pressure reported every 30
minutes, which translates to transmissions of small bursts of
data on the order of only several hundred, or possibly thou-
sand, bits.

The computational and storage capabilities of these net-
works have been prototyped using UC Berkeley MICA2
motes [5], each of which provides an 8-MHz ATMega-128 L
microcontroller with 128 KB of programmable flash, and 4-
Kbytes of RAM. In fact, these motes may exceed the resources
found in smaller BSN sensors. As such, to be safe, a proposed
design should not overstep the capabilities offered by these
prototype devices.

With energy at a premium, a study of the source of energy
consumption in a BSN has been performed by evaluating the
amount of energy dispensed per bit of information, simi-
lar to the analysis in [6]. The conclusion is that [1, 2, 4, 8],
while computational and communication resources are both
constrained in a BSN, the most expensive one is the
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communication operation. The computational costs are typ-
ically smaller so much that they are almost negligible com-
pared to the cost of communication. Moreover, recall that the
payload data for a scheduled transmission session in a BSN
are on the order of a few hundred bits, which means that
even a typical 128-bit key employed for encryption would
be substantial by comparison. As such, only information bits
that are truly necessary should be sent over the channel. This
guideline has profound repercussions for the security proto-
cols to be adopted in a BSN.

2.3. Security and biometrics in BSNs

While the communication rate specifications in BSN are typ-
ically low, the security requirements are stringent, especially
when sensitive medical data are exchanged. It should not be
possible for sensors in other BSNs to gain access to data privy
to a particular BSN. These requirements are difficult to guar-
antee due to the wireless broadcasting nature of a BSN, mak-
ing the system susceptible to eavesdroppers and intruders.

In the BSN settings evaluated by [1, 4, 5, 8], the proto-
types show that traditional security paradigms designed for
conventional wireless networks [9] are in general not suit-
able. Indeed, while many popular key distribution schemes
are asymmetric or public-key- based systems, these opera-
tions are very costly in the context of a BSN. For instance, it
was reported that to establish a 128-bit key using a Diffie-
Hellman system would require 15.9-mJ, while symmetric
encryption of the same bit length would consume merely
0.00115-mJ [1]. Therefore, while key distribution is certainly
important for security, the process will require significant
modifications in a BSN.

By incorporating the body itself and the various phys-
iological signal pathways as secure channels for efficiently
distributing the derived biometrics, security can be feasi-
bly implemented for BSN [1, 2]. For instance, a key distri-
bution scheme based on fuzzy commitment is appropriate
[1, 10]. A biometric is utilized for committing, or securely
binding, a cryptographic key for secure transmission over an
insecure channel. More detailed descriptions of this scheme
will be given in Section 2.5. Essentially, for this construction,
the biometric merely serves as a witness. The actual cryp-
tographic key, for symmetric encryption [9], is externally
generated, (i.e., independent from the physiological signals).
This is the conventional view of biometric encryption [11].
The reasons are two-fold: (1) good cryptographic keys need
to be random, and methods for realizing an external ran-
dom source are quite reliable [9]; moreover, (2) the degree of
variations in biometrics signals is such that two keys derived
from the same physiological traits typically do not match ex-
actly. And, as such, biometrically generated keys would not
be usable in conventional cryptographic schemes, which by
design do not tolerate even a single-bit error [9, 11].

2.4. The ECG as a biometric

While many physiological features can be utilized as biomet-
rics, the ECG has been found to specifically exhibit desirable
characteristics for BSN applications. First, it should be noted

that for the methods to be examined, the full-fledged ECG
signals are not required. Rather, it is sufficient to record only
the sequence of R-R wave intervals, referred to as the inter-
pulse interval (IPI) sequence [4]. As a result, the methods are
also valid for other cardiovascular signals, including phono-
cardiogram (PCG), and photoplethysmogram (PPG). What
is more, as reported in [1, 4, 5], there are existing sensor de-
vices for medical applications, manufactured with reasonable
costs, that can record these IPI sequences effectively. That is,
the system requirements for extracting the IPI sequences can
be essentially considered negligible.

2.4.1. Time-variance and key randomness

At this point, it behooves us to distinguish between time-
invariant and time-variant biometrics. In most conventional
systems, biometrics are understood and required to be time-
invariant, for example, fingerprints or irises, which do not
depend on the time measured. This is so that, based on the
recorded biometric, an authority can uniquely identify or au-
thenticate an individual in, respectively, a one-to-many and
one-to-one scenario [11]. By contrast, ECG-based biomet-
rics are time-variant, which is a reason why they have not
found much prominence in traditional biometric applica-
tions. Fortunately, for a BSN setting, it is precisely the time-
varying nature of the ECG that makes it a prime candidate
for good security. As already mentioned, good cryptographic
keys need a high degree of randomness, and keys derived
from random time-varying signals have higher security, since
an intruder cannot reliably predict the true key. This is espe-
cially the case with ECG, since it is time-varying, changing
with various physiological activities [12]. More precisely, as
previously reported in [13], heart rate variability is charac-
terized by a (bounded) random process.

2.4.2. Timing synchronization and key recoverability

Of course, key randomness is only part of the security prob-
lem. An ECG biometric would not be of great value unless
the authorized party can successfully recover the intended
cryptographic key from it. In other words, the second re-
quirement is that the ECG-generated key should be repro-
ducible with high fidelity at various sensor nodes in the same
BSN.

To expose the feasibility of accurate biometric repro-
ducibility at various sensors, let us consider typical ECG sig-
nals from the PhysioBank [14], as shown in Figure 2. For
the present paper, it suffices to focus on the so-called QRS-
complexes, particularly the R-waves, which represent usually
the highest peaks in an ECG signal [12, 15]. The sequence
of R-R intervals is termed the interpulse interval (IPI) se-
quence [4] and essentially represents the time intervals be-
tween successive pulses. In this case, three different ECG sig-
nals are measured simultaneously from three different elec-
trode or lead placements (I, AVL, VZ [12, 14]). What is
noteworthy is that, while the shapes of specific QRS com-
plexes are different for each signal, the sequences of IPI for
the three signals, with proper timing synchronization, are
remarkably identical. Physiologically, this is because the three
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Figure 2: ECG signals simultaneously recorded from three different
leads. (Taken from the PhysioBank [14].)

leads measure three representations of the same cardiovascu-
lar phenomenon, which originates from the same heart [12].
In particular, the IPI sequences capture the heart rate varia-
tions, which should be the same regardless of the measure-
ment site.

Therefore, in order to recover identical IPI sequences at
various sensors, accurate timing synchronization is a key re-
quirement. While the mechanism of timing synchronization
is not directly addressed in this paper, one possible solution
is to treat this issue from a network broadcast level [1, 4, 5].
Briefly stated, in order that all sensors will ultimately pro-
duce the same IPI, they should all listen to an external broad-
cast command that serves to reinitialize, at some scheduled
time instant, the ECG recording and IPI extraction process.
This scheduling coordination also has a dual function of
implementing key refreshing [4, 5, 9]. Since a fresh key is
established in the BSN with each broadcast command for
re-initialization, the system can enforce key renewal as fre-
quently as needed to satisfy the security demand of the envi-
sioned application: more refreshing ensures higher security,
at the cost of increased system complexity.

2.5. Single-point fuzzy key management with ECG

So far, various strategies in the literature have exploited ECG
biometrics to bind an externally generated cryptographic
key and distribute it to other sensors via fuzzy commitment
[1, 2, 5, 16]. The cryptographic key intended for the entire
BSN is generated at a single point, and then distributed to
the remaining sensors. In addition, the key is generated in-
dependently from the biometric signals, which merely act as
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Figure 3: Single-point fuzzy key management.

witnesses. For these reasons, we will henceforth refer to this
scheme as single-point fuzzy commitment.

Figure 3 summarizes the general configuration of the
single-point key management. The data structures of the sig-
nals at various stages are as follows:

(i) r: the sequence of IPI derived from the heart, repre-
sented by a sequence of numbers, the range and res-
olution of which are dependent on the sensor devices
used.

(ii) u: obtained by uniform quantization of r, followed by
conversion to binary, using a PCM code [17].

(iii) r′, u′: the corresponding quantities to the nonprime
versions, which are derived from the receiver side.

(iv) ksession: an externally generated random key to be used
for symmetric encryption in the BSN. It needs to be an
error correction code, as explained in the sequel.

(v) k′: the recovered key, with the same specifications as
ksession.

(vi) COM: the commitment signal, generated using a com-
mitment function F defined as

COM = F
(
u, ksession

) = (h(ksession
)

︸ ︷︷ ︸
a

,u⊕ ksession︸ ︷︷ ︸
d

)
,

(1)

where h(·) is a one-way hash function [9], and⊕ is the
XOR operator.

Therefore, the commitment signal to be transmitted is a
concatenation of the hashed value of the key and an XOR-
bound version of the key. With the requirement of ksession

being a codeword of an error correcting code, with decoder
function f (·), the receiver produces a recovered key k′, using
a fuzzy knowledge of u′, as

k′ = G
(
u′, COM

) = G
(
u′, a,d

) = f
(
u′ ⊕ d

)
. (2)

If f (·) is a t-bit error-correcting decoder (i.e., can correct
errors with a Hamming distance of up to t), then

f
(
u′ ⊕ d

) = f
(
ksession +

(
u′ ⊕ u

)) = f
(
ksession + e

)
. (3)

Hence, as long as r and r′ are sufficiently similar, so that
|e| ≤ t, the key distribution should be successful. This can be
verified using the included check-code a = h(ksession): check-
ing whether h(k′) = a = h(ksession). However, if the check-
code is also corrupted, a false verification failure may occur.
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3. OUR CONTRIBUTIONS

The existing research in BSN using ECG biometric can be
classified into two major categories: network topology (via
clustering formation), and key distribution (via fuzzy com-
mitment). We will not address the first topic in this pa-
per (the interested reader can refer to [5] and the refer-
ences therein). However, in the previous section, we have re-
viewed in some detail the second challenge of key distribu-
tion, since one part of our contribution will focus on extend-
ing this approach. Furthermore, we also see the need for a
third area of research: the data encryption stage, which is of
course the raison d’être for secure key distribution in the first
place.

In the BSN context, the use of conventional encryption
is hampered by the key variability inherent in biometric sys-
tems. Biometric signals are typically noisy, which inevitably
lead to variations, however minute, in the recovered crypto-
graphic keys. The problem is that, however minute the vari-
ation, a single-bit error is sufficient to engender a decryption
debacle with conventional cryptography. It is possible to em-
ploy extremely powerful error-correcting coders and gener-
ous request-resend protocols to counteract these difficulties.
Of course, the amount of accrued energy consumption and
system complexity would then defeat the promise of efficient
designs using biometrics.

A more practical alternative would be to employ an en-
cryption scheme that is inherently designed to rectify the in-
evitable key variations. One such alternative is the fuzzy vault
method [11], the security of which is based on the intractable
polynomial root finding problem. However, this choice may
not be practical, since the scheme requires high computa-
tional demands, which can defy even conventional commu-
nication devices, let alone the more resource-scarce BSN sen-
sors.

With the above challenges in mind, we propose two flex-
ible methodologies for improving resource consumption in
BSN. First, we present a key management scheme that con-
sumes less communication resources compared to the exist-
ing single-point fuzzy key method, by trading off process-
ing delay and computational complexity for spectral effi-
ciency, which is the effective data rate transmitted per avail-
able bandwidth [17]. This represents more efficient use of
bandwidth and power resources.

Second, to accommodate the key mismatch problem
of conventional encryption, we propose a data scrambling
framework known as INTRAS, being based on interpola-
tion and random sampling. This framework is attractive not
only for its convenient and low-complexity implementation,
but also for its more graceful degradations in case of minor
key variations. These characteristics accommodate the lim-
ited processing capabilities of the BSN devices and reinforce
INTRAS as a viable alternative candidate for ensuring secu-
rity in BSN based on physiological signals.

In order to be feasibly implementable in a BSN con-
text, a design should not impose heavy resource demands.
To ensure this is the case, we will adhere to the precedents
set by the existing research. Only methods and modules
which have been deemed appropriate for the existing pro-

totypes would be utilized. In this sense, our contributions
are not in the instrumentation or acquisition stages, rather
we propose modifications in the signal processing arena,
with new and improved methodologies and protocols that
are nonetheless compatible with the existing hardware infra-
structure.

4. MULTIPOINT FUZZY KEY MANAGEMENT

As discussed above, only information bits that are truly es-
sential should be transmitted in a BSN. But, by design, the
minimum number of bits, required by the COM sequence,
in single-point key management scheme is the length of the
cryptographic key (no check-code transmitted). Motivated
by this design limitation, we seek a more flexible and efficient
alternative. The basic idea is to send only the check-code and
not a modified version of the key itself over the channel. At
each sensoring point in a BSN, the cryptographic key is re-
generated from the commonly available biometrics. As such,
this scheme is referred to as multipoint fuzzy key manage-
ment.

With respect to key generation, the possibility of con-
structing ksession from the biometric signal r has been ex-
plored in [4, 16], with the conclusion that the ECG signals
have enough entropy to generate good cryptographic keys.
But note that this generation is only performed at a single
point. In other words, the only change in Figure 3 is that
ksession itself is now some mapped version of u.

However, because of the particular design of BSN, other
sensor nodes also have access to similar versions of u. As ex-
plained above, the generated biometrics sequences from sen-
sors within the same BSN are remarkably similar. For in-
stance, it has been reported that for a 128-bit u sequence
captured at a particular time instant, sensors within the same
BSN have Hamming distances less than 22; by contrast, sen-
sors outside the BSN typically result in Hamming distances
of 80 or higher [18]. Then, loosely speaking, it should be pos-
sible to reliably extract an identical sequence of some length
less than 106 bits from all sensors within a BSN.

It should be noted that these findings are obtained for a
normal healthy ECG. Under certain conditions, the amount
of reliable bits recovered may deviate significantly from the
nominal value. But note that these cited values are for any
independent time segments corresponding to 128 raw bits
derived from the continually varying IPI sequence. In other
words, even if the recoverability rate is less, it is possible to
reliably obtain an arbitrary finite-length key, by simply ex-
tracting enough bits from a finite number of nonoverlapping
128-bit snapshots derived from the IPI sequences. This possi-
bility is not available with a time-invariant biometric, for ex-
ample, a fingerprint biometric, where the information con-
tent or entropy is more or less fixed.

In a multipoint scheme, a full XOR-ed version of the key
no longer needs to be sent over the channel. Instead, only the
check-code needs to be transmitted for verification. Further-
more, the amount of check-code to be sent can be varied for
bandwidth efficiency, depending on the quality of verifica-
tion desired.
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Figure 4: Multipoint fuzzy key management scheme.

4.1. Multipoint system modules

The basic hardware units supporting the following modules
are already present in a single-point system. Thus, the in-
novation is in the design of the roles that these blocks take
at various points in the transmission protocol. A high-level
summary of the proposed multipoint scheme is depicted in
Figure 4.

4.1.1. Binary encoder

Similar to a single-point key management, the first step in-
volves signal conditioning by binary encoding (i.e., quanti-
zation and symbol mapping).

4.1.2. Error-correcting decoder

The next step seeks to remove just enough (dissimilar) fea-
tures from a signal so that, for two sufficiently similar input
signals, a common identical signal is produced. This goal is
identical to that of an error-correcting decoder, if we treat the
signals u and u′ as if they were two corrupted codewords, de-
rived from a common clean codeword, of some hypothetical
error-correcting code.

For an error-correcting encoder with n-bit codewords,
any n-bit binary sequence can be considered as a codeword
plus some channel distortions. This concept is made more
explicit in Figure 5. Here, we have conceptually modeled
the ECG signal-generation process to include a hypothetical
channel encoder and a virtual distorting channel. In an anal-
ogous formulation, many relevant similarities are found in
the concept of the so-called superchannel [19]. A superchan-
nel is used to model the equivalent effect of all distortions,
not just the fading channel typical of the physical layer, but
also other nonlinearities in other communication layers, with
the assumption of cross-layer interactions.

An analogous study of the various types of codes and
suitable channel models, in the BSN context, would be be-
yond the scope of this paper. Instead, the goal of the present
paper is to establish the general framework for this approach.

Overall process for IPI generation:

IPI sequence
extraction

Heart

Heart

r

Formulation using the superchannel concept:

A/D
converter

Hypothetical
encoder

D/A
converter

Virtual
equivalent

channel

r

IPI sequence extraction model

Figure 5: Equivalent superchannel formulation of ECG generation
process.

In addition, while the optimal coding scheme for a BSN may
not be a conventional error-correcting code [17, 19], we will
limit our attention to a conventional BCH code family, to
evaluate the feasibility of this superchannel formulation.

In practical terms, for Figure 4, a conventional BCH
error-correcting decoder is used to encode a raw binary se-
quence, treated as a corrupted codeword of a correspond-
ing hypothetical BCH encoder. This means that the error-
correcting decoder in Figure 4 is used to reverse this hy-
pothetical encoding process, generating hopefully similar
copies of the pre-key kP at various sensors, even though the
various u-sequences may be different. In essence, the key idea
of this error-correction decoder module is to correct the er-
rors caused by the physiological pathways. The equivalent
communication channels consist of the nonidealities and dis-
tortions existing between the heart and the sensor nodes.

In the following, we analyze the practical consequences,
in terms of the required error-correcting specification, of the
above conceptual model. Let us assume that ideal access to
the undistorted IPI sequence RI originates directly from the
heart. Then, each sensor receives a (possibly) distorted copy
of RI . For example, consider sensors i = 1, 2, . . . ,N with
copies:

r1 = c1
(
RI
)
, r2 = c2

(
RI
)
, . . . , rN = cN

(
RI
)
, (4)
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where ci(·) represents the distorting channel from the heart
to each sensor i.

Next, approximating the binary-equivalent channels as
additive-noise channels [17], we can write

u1 = uI + e1,u2 = uI + e2, . . . ,uN = uI + eN , (5)

where uI is the binary-encoded sequence of RI , and ei repre-
sents the equivalent binary channel noise between the heart
and sensor i.

Furthermore, consider an error-correcting code C with
parameters (n, k, t), where n is the bit-length of a codeword,
k is the bit-length of a message symbol, and t is the number of
correctable bit errors. Let the encoder and decoder functions
of C be eC(·) and dC(·), respectively. Define the demapping
operation as the composite function fC(·) = eC(dC(·)). In
other words, for a particular n-bit sequence x, the operation
x̂ = fC(x) should demap x to the closest n-bit codeword x̂.

Then, suppose the bit-length of uI is n and apply the
demapper to obtain: ûI = fC(uI) = uI + E, where |E| ≤ t
is the Hamming distance from uI to the nearest codeword ûI .
Similarly, after demapping the other sensor sequences:

û1 = fC
(
u1
) = fC

(
uI + e1

) = fC
(
ûI − E + e1

)
,

...
ûN = fC

(
uN
) = fC

(
uI + eN

) = fC
(
ûI − E + eN

)
.

(6)

The preceding relations imply that correct decoding is pos-
sible if |e1 − E| ≤ t, . . . , |eN − E| ≤ t. Moreover, the cor-
rect demapped codeword sequence is ûI , which is due to the
original ideal sequence uI directly from the heart. If error-
correction is successful at all nodes according to the above
condition, then the same pre-key sequence, kP = dC(uI) =
dC(ûI), will be available at all sensors.

The above assessment is actually pessimistic. Indeed, it
is accurate for the case where the channels ci’s have not dis-
torted the sensor signals too far away from the ideal sequence
uI . However, when all the sensor channels carry the signals
further away from the ideal case, the same code sequence can
still be obtained from all sensors. But in this case, the de-
coded sequence will no longer be ûI , as examined next.

Let the codeword closest to all sequences u1,u2, . . . ,uN
be uC . The condition that all signals have moved far away
from the ideal case is more precisely defined by requiring the
Hamming distance between uC and uI to be strictly greater
than t (sensor sequences no longer correctable to uI by the
error-correcting decoder). Let

u1 = uC + ε1,u2 = uC + ε2, . . . ,uN = uC + εN , (7)

where εi represents the respective Hamming distance. Then,
the same key sequence, namely kP = dC(uC), is recoverable at
all sensors provided that ε1 ≤ t, . . . , εN ≤ t. In other words,
the signals may depart significantly from the ideal case but
will still be suitable for key generation, provided that they
are all close enough to some codeword uC .

4.1.3. Morphing encoder and random set optimization

The relevant data structures for this module are:

(i) kp, k′p: pre-key sequences, with similar structures as the
session keys in the single-point scheme.

(ii) m(·), mindex: respectively, the morphing function and
a morphing index, which is a short input sequence, for
example, 2 to 4 bits. Here, we use the cryptographic
hash function SHA-1 [9] for the morphing function
m(·).

(iii) ksession, k′: morphed versions of the pre-key sequences
to accommodate privacy issues. Since the output of the
SHA-1 function is a 160-bit sequence, for an intended
128-bit key, one can either use the starting or the end-
ing 128-bit segment.

From a cryptographic perspective, the generated pre-key
kP is already suitable for a symmetric encryption scheme; as
such, this morphing block can be considered optional. How-
ever, one of the stated goals is to ensure user privacy and
confidentiality. As noted in [11], for privacy reasons, any sig-
nals, including biometrics, generated from physiological data
should not be retraceable to the original data. The reason is
because the original data may reveal sensitive medical con-
ditions of the user, which is the case for the ECG. Therefore,
a morphing block serves to confidently remove obvious cor-
relations between the generated key and the original medical
data.

In addition, due to the introduction of a morphing block,
there is an added advantage that ensues, especially for the IN-
TRAS framework to be presented in Section 5. First, suppose
that we can associate a security metric (SM) to a pair of input
data x and its encrypted version xd, which measures in some
sense the dissimilarity as SM(x, xd). Then, we can optimize
the level of security by picking an appropriate key sequence.
Deferring the details of INTRAS to the next section, we ex-
amine this idea as follows. Let x be a sequence of data to be
scrambled, using a key sequence d. The scrambled output is

xd = INTRAS(x,d). (8)

Then, for the sequence x, the best key dopt should be

dopt = arg max
d

SM
(
x, xd

)
. (9)

In other words, d = dopt is a data-dependent sequence
that maximizes the dissimilarity between x and the scram-
bled version xd. Of course, implementing this kind of “opti-
mal” security may not be practical. First, solving for dopt can
be difficult, especially with nonlinear interpolators. In addi-
tion, since the optimal key is data-dependent, the transmitter
would then need to securely exchange this key with the re-
ceiver, which defeats the whole purpose of key management.

A more suitable alternative is to consider the technique of
random set optimization. Essentially, for difficult optimiza-
tion problems, one can perform an (exhaustive) search over
some limited random set from the feasible space. If the set is
sufficiently random, then the constrained solution can be a
good estimate of the optimal solution.
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Combining the above two goals of data hiding and key
optimization, a morphing block, denoted by m(·), can be
suitably implemented using a keyed hash function [9]. With
this selection, the first goal is trivially satisfied. Furthermore,
a property of a hash function is that small changes in the
input results in significant changes in the output (i.e., the
avalanche effect [9]). In other words, it is possible to gen-
erate a pseudorandom set using simple indexing changes in
a morphing function, starting from a pre-key kp. Specifically,
consider the generation of the key sequence d for INTRAS:

d = m
([
kp,mindex

])
, mindex ∈M, (10)

with M being the available index set for the morphing in-
dex mindex. The cardinality of M should be small enough that
mindex (e.g., a short sequence of 2 to 4 bits) can be sent as side
information in COM. The input to the morphing function is
the concatenation of kp and the morphing index mindex. Due
to the avalanche effect, even small changes due to the short
morphing index would be sufficient to generate large varia-
tions in the output sequence d.

Then, corresponding to Figure 4, the appropriate ksession

is the one generated from kp using mindex opt, where

mindex opt = arg max
mindex∈M

SM
(
x, INTRAS(x,d)

)
. (11)

In the above equation, d is defined as in (10). This optimiza-
tion can be exhaustively solved, since the cardinality of M
is small. As shown in Figure 4, mindex can be transmitted as
plain-text side-information as part of COM, that is, without
encryption. This is plausible because, without knowing kp,
knowing mindex does not reveal information about ksession.

It should also be noted that only the transmitting node
needs to perform the key optimization. Therefore, if com-
putational resource needs to be conserved, this step can be
simplified greatly (e.g., selecting a random index for trans-
mission) without affecting the overall protocol.

The selection of an appropriate SM is an open research
topic, which needs to take into account various operating is-
sues, such as implementation requirements as well as the sta-
tistical nature of the data to be encrypted. For the present pa-
per, we will use as an illustrative example the mean-squared
error (MSE) criterion for the SM. In general, the MSE is not a
good SM, since there exist deterministically invertible trans-
forms that result in high MSE. However, the utility of the
MSE, especially for multimedia data, is that it can provide a
reasonable illustration of the amount of (gradual) distortions
caused by typical lossy compression methods. An important
argument to be made in Section 5 is that, in the presence of
noise and key variations, the recovered data suffer a similar
gradual degradation. Therefore, the use of the MSE to assess
the difference between the original and recovered images is
especially informative. In other words, there is a dual goal of
investigating the robustness of the INTRAS inverse, or recov-
ery process.

4.1.4. Transmission and error detection

(i) DET and E(·): the error-detection bits, and the func-
tion used to generate these bits, respectively. For sim-
plicity, the same hash function SHA-1 is used for E(·).

(ii) COM: the commitment signal actually transmitted
over the channel.

Note that COM is the concatenation of the morphing
index and part of DET. Being the output of SHA-1, DET
is a 160-bit sequence. However, since error detection—as
opposed to correction in the single-point scheme—is per-
formed, it is not necessary to use the entire sequence. There-
fore, depending on the bandwidth constraint or the desired
security performance, only some segment of the sequence is
partially transmitted, for example, the first 32 or 64 bits as
done in the simulation results. The length of this partial se-
quence determines the confidence of verification and can be
adapted according to the envisioned application.

The receiver should already have all the information
needed to regenerate the pre-key kp. Possible key mismatches
are detected based on the partial DET bits transmitted. If ver-
ification fails, a request for retransmission needs to be sent,
for example, using an ARQ-type protocol.

4.2. Performance and efficiency

The previous sections show that the most significant advan-
tage of a multipoint scheme, in a BSN context, involves the
efficient allocation of the scarce communication spectrum.
With respect to spectral efficiency, the number of COM bits
required for the original single-point scheme is at least the
length of the cryptographic key. By contrast, since the pro-
posed system only requires the transmitted bits for error de-
tection, the number can be made variable. Therefore, de-
pending on the targeted amount of confidence, the number
of transmitted bits can be accordingly allocated for spectral
efficiency.

However, this resource conservation is achieved at the ex-
pense of other performance factors. First, as in the single-
point key management scheme, the success of the proposed
multipoint construction relies on the similarities of the phys-
iological signals at the various sensors. Although the require-
ments in terms of the Hamming distance conditions are sim-
ilar, there are some notable differences. For the single-point
management, from (3), the tolerable bit difference is quan-
tifiable completely in terms of the pair of binary features u
and u′. By contrast, for the multipoint management, from
(6), the tolerable bit difference is also dependent on the dis-
tance of the uncorrupted binary IPI sequence uI from the
closest codeword. In other words, the closer the IPI sequence
is from a valid codeword, the less sensitive it is from varia-
tions in multiple biometric acquisitions.

This preceding observation provides possible directions
to reinforce the robustness and improve the performance
of the multipoint approach. For instance, in order to re-
duce the potential large variations in Hamming distances,
Gray coding can be utilized in the binary encoder. This al-
lows for incremental changes in the input signals to be re-
flected as the smallest possible Hamming distances [17].
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Figure 6: Multipoint management with key fusion.

Moreover, in order to improve the distances between the ob-
tained IPI sequences and the codewords, an error-correcting
code that takes into account some prior knowledge regarding
the signal constellation is preferred. In other words, this is
a superchannel approach, that seeks an optimal code that is
most closely matched to the signal space. Of course, addi-
tional statistical knowledge regarding the underlying physio-
logical processes would be needed.

Therefore, in the present paper, the performance results
without these possible modifications will be evaluated, de-
livering the lower-bound benchmark upon which future de-
signs can be assessed. It is expected that the false-rejection
rates will demonstrate more significant gains. This is be-
cause, by design, the multipoint scheme can detect variations
and errors with good accuracy (i.e., providing good false-
acceptance rates). However, it is less robust in correcting the
errors due to coding mismatches. And it is in this latter aspect
that future improvements can be made.

In either scheme, there is also an implicit requirement of
a buffer to store the IPI sequences prior to encoding. Con-
sider the distribution of a 128-bit cryptographic key in a
BSN, obtained from multiple time segments of nonoverlap-
ping IPI sequences with the BCH code (63, 16, 11). Then, the
number of IPI raw input bits to be stored in the buffer would
be (128/16)× 63 = 504 bits.

To assess the corresponding time delay, consider a typical
heart rate of 70 beats per minute [15]. Also, each IPI value is
used to generate 8 bits. Then, the time required to collect the
504 bits is approximately (504/8) × (60/70) = 54 seconds.
In fact, this value should be considered a bare minimum.
First, additional computational delays would be incurred in
a real application. Furthermore, the system may also need
to wait longer, for the recorded physiological signal to gen-
erate sufficient randomness and reliability for the key gen-
eration. While the heart rate variations are a bounded ran-
dom process [13], the rate of change may not be fast enough
for a user’s preference. In other words, a 504-bit sequence
obtained in 54 seconds may not be sufficiently random. To

address this inherent limitation, in trading off the time delay
for less bandwidth consumption, a compromise is made in
the next section.

4.3. Multipoint management with
key fusion extension

In the system considered so far, the sole random source for
key generation is the ECG. Without requiring an external
random source, a multipoint strategy has enabled a BSN
to be more efficient with respect to the communication re-
sources, at the expense of computational complexity and
processing delay. As discussed in Section 2.2, this is gener-
ally a desirable setup for a BSN [1, 2]. However, in operating
scenarios where the longer delays and higher computational
complexity become prohibitive, it is possible to resort to an
intermediate case.

Suppose the security requirements dictate a certain key
length. Then, the key can be partitioned into two compo-
nents: the first constructed by an external random source,
while the second derived from the ECG. The total number
of bits generated equals the required key length. Evidently,
for a system with severe bandwidth restriction, most of the
key bits should be derived from the ECG. Conversely, when
transmission delay is a problem, more bits should be gener-
ated by an external source.

A high-level summary of a possible key fusion approach
is depicted in Figure 6. The key ksession is a concatenation of
two components, that is, (kcomp1, kcomp2). The first compo-
nent kcomp1 is distributed using fuzzy commitment, while the
second kcomp2 is sent using the multipoint scheme.

In order to ensure that the overall cryptographic key is
secured using mutually exclusive information, it is necessary
to partition the output from the binary encoder properly. As
a concrete example, let us consider generating a 128-bit key,
half from a fuzzy commitment and half from a multipoint
distribution, using a BCH (63, 16, 11) code. Then, the first
128/2 = 64 bits from the raw binary output are used to bind
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the externally generated 64-bit sequence. The remaining 64
bits need to be generated from the next (64/16) × 63 = 252
raw input bits. In other words, this scheme requires waiting
for 64 + 252 = 316 bits to be recorded, as opposed to 504 bits
in the nonfusion multipoint case.

Therefore, from an implementation perspective, this fu-
sion system allows a BSN to adaptively modify its key con-
struction, depending on the delay requirements. But the dis-
advantage is the sensors need to be sufficiently complicated
to carry out the adaptation in the first place. For instance,
additional information needs to be transmitted for proper
transceiver synchronization in the key construction. Further-
more, some form of feedback is needed to adjust the key
length for true resource adaption. These requirements are
conceptually represented by the key length partitioning con-
trol block in Figure 6. It can be practically implemented by
embedding additional control data bits into the transmitted
COM sequence to coordinate the receiver. As with most prac-
tical feedback methods, there is some inevitable delay in the
system adaptive response.

Nonetheless, whenever implementable, a key fusion ap-
proach is the most general one, encompassing both the
single-point and multipoint schemes as special cases, in ad-
dition to other intermediate possibilities.

5. INTRAS DATA SCRAMBLING

In the previous section, the general infrastructure and several
approaches for generating and establishing common keys
at various nodes in a secure manner have been described.
The next straightforward strategy would be to utilize these
keys in some traditional symmetric encryption scheme [9].
However, in the context of a BSN, this approach has several
shortcomings. First, since conventional encryption schemes
are not conceived with considerations of resource limitations
in BSN, a direct application of these schemes typically im-
plies resource inefficiency or performance loss in security.
Second, operating at the bit-level, conventional encryption
schemes are also highly sensitive to mismatching of the en-
cryption/decryption keys: even a single-bit error, by design,
results in a nonsense output.

Addressing the above limitations of conventional encryp-
tion in the context of a BSN, we propose an alternative
method that operates at the signal-sample level. The method
is referred to as INTRAS, being effectively a combination
of interpolation and random sampling, which is inspired by
[20, 21]. The idea is to modify the signal after sampling, but
before binary encoding.

5.1. Envisioned domain of applicability

The proposed method is suitable for input data at the signal-
level (nonbinary) form, which is typical of the raw data
transmitted in a BSN. There are two fundamental reasons for
this constraint.

First, for good performance in terms of security with
this scheme, the input needs to have a sufficiently large dy-
namic range. Consider the interpolation process (explained
in more detail in the next section): binary inputs would pro-

Interpolating

filter

Resample
xI (t)

with delay d[n]

x[n] xI (t) xd[n]

Figure 7: Interpolation and random sampling (INTRAS) structure.

duce interpolated outputs that have either insufficient varia-
tions (e.g., consider linear interpolation between 1 and 1, or 0
and 0) or result in output symbols that are not in the original
binary alphabet (e.g., consider linear interpolation between
1 and 0). More seriously, for a brute force attack, the FIR
process (see (14)) can be modeled as a finite-state machine
(assuming a finite discrete alphabet). Then, in constructing a
trellis diagram [17], the comparison of a binary alphabet ver-
sus a 16-bit alphabet translates to 21 branches versus (poten-
tially) 216 branches in each trellis state. Therefore, working at
a binary level would compromise the system performance. In
other words, we are designing a symbol recoder. As such the
method draws upon the literature in nonuniform random
sampling [21].

Second, the scheme is meant to tolerate small key vari-
ations (a problem for conventional encryption), as well as
to deliver a low-complexity implementation (a problem for
fuzzy vault). However, the cost to be paid is a possibly imper-
fect recovery, due to interpolation diffusion errors with an
imperfect key sequence. It will be seen that in the presence of
key variations, the resulting distortions are similar to grad-
ual degradations found in lossy compression algorithms, as
opposed to the all-or-none abrupt recovery failure exhibited
by conventional encryption. Therefore, similar to the lossy
compression schemes, the intended input should also be the
raw signal-level data.

5.2. INTRAS high-level structure

The general structure of an INTRAS scrambler is shown in
Figure 7, with an input sequence x[n]. At each instant n, the
resampling block simply re samples the interpolated signal
xI(t) using a delay d[n] to produce the scrambled output
xd[n]. Security here is obtained from the fact that, by prop-
erly designing the interpolating filter, the input cannot be re-
covered from the scrambled output xd[n], without knowl-
edge of the delay sequence d[n].

In a BSN context, the available (binary) encryption key
ksession is used to generate a set of sampling instants d[n],
by multilevel symbol-coding of ksession [17]. This set of sam-
pling instants is then used to resample the interpolated data
sequence. Note that, when properly generated, ksession is a
random key, and that the derived d[n] inherits this ran-
domness. In other words, the resampling process corre-
sponds effectively to random sampling of the original data
sequence. Without knowledge of the key sequence, the unau-
thorized recovery of the original data sequence, for example,
by brute-force attack, from the resampled signal is compu-
tationally impractical. By contrast, with knowledge of d[n],
the recovery of the original data is efficiently performed; in
some cases, an iterative solution is possible. Therefore, the
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x[−1]

d[0]
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d[2]
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xd[0] xd[1]

xd[2] xd[3] xd[4]

Original signal x[n]
Resampled signal xd[n]
Random delay d[n]

Figure 8: Graphical illustration of linear interpolation followed by
random sampling.

proposed scheme satisfies the main characteristics of a prac-
tical cryptographic system. More importantly, it not only re-
quires less computational resources for implementation, but
also is more robust to small mismatching of the encryption
and decryption keys, which is often the case in biometrics
systems.

5.3. INTRAS with linear Interpolators

While Figure 7 shows an intermediate interpolated analog
signal, xI(t), this is more or less a convenient abstraction
only. Depending on the filter used and the method of resam-
pling, we can in fact bypass the continuous-time processing
completely.

First, the window size or memory length M needs to be
selected, determining the range of time instants over which
the resampling can occur. For a causal definition, the win-
dow needs to span only the previous data symbols. Then, the
current output symbol is obtained as a linear combination of
the previous symbols.

Consider a simple linear interpolator with M = 1, so
that the window size is two symbols, consisting of the cur-
rent symbol and one previous one. Then, the resampled sig-
nal xd[n] can be obtained in discrete-time form as

xd[n] = a0[n] · x[n] + a1[n] · x[n− 1]

= d[n] · x[n] +
(
1− d[n]

) · x[n− 1],
(12)

where 0 ≤ d[n] ≤ 1. The rationale for this definition is il-
lustrated in Figure 8. When d = 0, the output is the previ-
ous symbol. When d = 1, it is the current symbol. And for
0 < d < 1, the filter interpolates between these values. This
is precisely what a linear interpolator does but implemented
entirely in discrete-time. The iterative definition (12) needs
initialization to be complete: a virtual pre-symbol can be de-
fined with an arbitrary value x[−1] = A.

Also, observe that computing xd[n] actually corresponds
to computing a convex combination of two consecutive sym-

bols x[n] and x[n − 1], that is, weighting coefficients a0, a1

satisfy

a0 + a1 = 1, a0 ≥ 0, a1 ≥ 0, (13)

for each n. A convex combination is sufficient to maintain the
full dynamic range (in fact, a more generalized linear com-
bination is redundant, since it leads to unbounded output
value).

The INTRAS structure is a scrambler because, depending
on the random sequence d[n], the output signal can differ
significantly from the input. However, it is not encryption in
the conventional sense, since knowing the input data and en-
crypted output is equivalent to knowing the key. Moreover,
small mismatches in the decryption key do not lead immedi-
ately to nonsense output but rather represent a more graceful
degradation, characterized by an increasing mean-squared
error (MSE). This is in stark contrast to the all-or-none cri-
terion of conventional encryption and is thus more suitable
for biometric systems.

As the memory length M is increased, a number of pos-
sibilities can be applied in interpolation. For example, (i) the
simplest approach is to simply interpolate between every two
successive samples (graphically, joining a straight line). Then,
the sampling delay determines which line should be used to
pick the scrambled output. Or, (ii) linear regression can be
first performed over the symbols spanning the window of in-
terest [22]. Then, the sampling delay is applied to the best-fit
regression line to produce the output. Alternatively, (iii) by
revisiting the form of (12), which recasts interpolation as a
convex combination, we can expand the formulation to in-
corporate a multiple-symbol combination as follows:

xd[n] = a0[n]x[n] + a1[n]x[n− 1] + · · · + aM[n]x[n−M]

=
M∑

i=0

ai[n]x[n− i],

(14)

where the convex combination condition, for a proper out-
put dynamic range, requires that

M∑

i=0

ai[n] = 1,

a0 ≥ 0, a1 ≥ 0, . . . , aM ≥ 0.

(15)

Therefore, the cryptographic key ksession is used to encode
M + 1 sequences of random coefficients. (Actually, because
of the convex-combination requirement, there is a loss of de-
gree of freedom, and only M sequences of this set are inde-
pendent). Equivalently, the operation corresponds to a time-
varying FIR filter [17] (with random coefficients).

This previous construction can be recast as a special case
of the classical Hill cipher [9] as follows. Consider an input
sequence x[n] = {x[0], x[1], . . . , x[N − 1]} of length N . For
the purpose of illustration, let us select M = 2, which im-
plies that we need to initialize the first 2 virtual pre-symbols,
{x[−2], x[−1]} with assumed secret values, known to the in-
tended receiver. One straight-forward approach would be to
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Table 1: Matrix form of the convex-combination approach to linear interpolation.
⎡

⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎣

A[N − 1] B[N − 1] C[N − 1] 0 · · · 0 0 0

0 A[N − 2] B[N − 2] C[N − 2] · · · 0 0 0
...

0 0 0 0 · · · A[0] B[0] C[0]

0 0 0 0 · · · 0 1 0

0 0 0 0 · · · 0 0 1

⎤

⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎦

⎡

⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎣

x[N − 1]

x[N − 2]
...

x[0]

x[−1]

x[−2]

⎤

⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎦

=

⎡

⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎣

xd[N − 1]

xd[N − 2]
...

xd[0]

xd[−1]

xd[−2]

⎤

⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎦

generate these symbols from the available cryptographic key
ksession.

For notational simplicity, let us denote the coefficient se-
quences as A[n] = a0[n],B[n] = a1[n],C[n] = a2[n]. Then,
the remaining scrambled output symbols are computed for
n = 0, 1, . . . ,N − 1 as

xd[0] = A[0]x[0] + B[0]x[−1] + C[0]x[−2],

xd[1] = A[1]x[1] + B[1]x[0] + C[1]x[−1],

...

xd[N − 1] = A[N − 1]x[N − 1] + B[N − 1]x[N − 2]

+ C[N − 1]x[N − 3],
(16)

which can be expressed in a matrix form:

Ax = xd. (17)

An expanded version of this equation is shown in Table 1.
Here, we have rearranged the equations and augmented the
last two rows with the virtual pre-symbols, so that the final
form is explicitly recognized as a row-echelon matrix [22].

The obtained linear matrix representation is reminiscent
of the Hill cipher, which is also a linear map modulo 26 (for
26 letters in the alphabet). However, there are some basic dif-
ferences to be remarked here. First, the Hill cipher does not
restrict the form of A, which can consist of any numbers. This
means that the dimension of the mapping matrix needs to
be small, otherwise matrix inversion would be prohibitively
expensive. However, keeping the dimension small is equiva-
lent to low security. Moreover, the Hill cipher is also unusable
whenever A is singular.

In our proposed scheme, the above disadvantages are
largely avoided. From the row-echelon form in Table 1, as
long as A[n] /= 0, for all n, then A has full-rank. Thus, the
matrix equation will always have a solution, which is also
unique. This shows that during the generation of random
coefficients, the coefficient sequence A[n] should be kept
nonzero. In addition, the dimension of A is (N + M)× (N +
M). For a typical signal sequence, this represents a large ma-
trix, which would not be practical with a standard Hill cipher.
But in this case, direct matrix inversion does not need to
be performed. Instead an iterative solution can be obtained.
Starting from the first symbol, we solve for x[n], given xd[n],
and the knowledge of the coefficient sequences and virtual
pre-symbols. For M = 2, we start with

x[0] = xd[0]− a1[0] · x[−1]− a2[0] · x[−2]
a0[0]

. (18)

More generally, we have

x[n] = xd[n]−∑M
i=1ai[n]x[n− 1]
a0[n]

. (19)

Therefore, with the knowledge of the coefficient sequences
and the virtual pre-symbols, the signal can be descrambled
efficiently in an iterative manner.

Furthermore, the row-echelon representation also shows
that without complete knowledge of the coefficient se-
quences, or the virtual pre-symbols, the original data se-
quence x cannot be uniquely solved. Indeed, a linear system
either has: (1) a unique solution, (2) no solution, or (3) in-
finitely many solutions [22]. Missing any of the coefficients is
tantamount to incomplete knowledge of a row of the echelon
matrix, which then implies either case (2) or (3) only. And
assuming that the echelon matrix A is properly constructed
withA[n] /= 0, for all n, then the incomplete A (with a deleted
row whenever the corresponding delay symbol is unknown)
still has full rank [22]. This then implies that case (3) is true:
an intruder without knowledge of the delay sequences would
need to guess from infinitely many possible choices in the so-
lution space.

However, there is a catastrophic case in the current form
(17): when x contains long runs of constant values, then the
corresponding segment in xd in fact does not change at all.
This is because each row of A creates a convex combination.
A simple fix involves using the bits from ksession to create a
premasking vector that randomly flips the signs of elements
in x. This is achieved by directly remapping the sequence of 0
and 1 in ksession to −1 and 1, which is called the sequence s̃R.
Since the goal here is to simply prevent long runs of a single
constant value, rather than true randomness, it is permissible
to stack together a number of s̃R sequences to create a longer
(column) vector as follows:

sR =

⎡

⎢
⎢
⎢
⎢
⎢
⎣

s̃R
T

s̃R
T

...
s̃R

T

⎤

⎥
⎥
⎥
⎥
⎥
⎦
. (20)

Enough of the s̃R sequences should be concatenated (with a
possible truncation of the last sequence) to make the dimen-
sion of sR exactly N × 1 (an N-element column vector, with
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elements being either−1 or 1). Then, a sign-perturbed input
sequence is computed as

x̂ = x ⊗

⎡

⎢
⎢
⎢
⎢
⎣

sR

1
...
1

⎤

⎥
⎥
⎥
⎥
⎦

, (21)

where the last vector is augmented to account for virtual pre-
symbols (which should not have long runs of constant values,
being created from a random key), and ⊗ denotes element-
wise multiplication. Then, the modified scrambling opera-
tion

xd = Ax̂ (22)

is no longer limited by the above catastrophic case, since
there are now deliberate signal perturbations even when the
original input is static.

5.4. INTRAS with higher-order interpolators

As in conventional cryptography, the security of the sys-
tem can be improved simply by assigning more bits to the
key. However, this implies further resource consumption. An
alternative, which offers a tradeoff with computational re-
quirements, is to employ higher-order interpolators. This ap-
proach can be connected to Shamir’s polynomial secret shar-
ing scheme [23].

From the basic idea in Figure 7, the interpolating filter
used is of a higher-order family. For illustration, we focus
specifically on the class of Lagrange interpolators [21]. Note
that such an approach has been previously applied for secu-
rity, for example, in Shamir’s scheme. However, there are a
number of differences. First, in Shamir’s approach, the se-
cret is hidden as a particular polynomial coefficient, with
the remaining coefficients being random. Moreover, there is
no implication of a sliding-window type of interpolation. By
contrast, the secret in the present paper is derived from a ran-
dom sampled value, once the complete polynomial has been
constructed. Second, the interpolation is applied sequentially
over a limited sliding-window of values. These two character-
istics make the implementation simpler and more appropri-
ate for a BSN.

A Lagrange interpolator essentially constructs a polyno-
mial PN (x) of degree N that passes through N + 1 points of
the form (xk, yk) and can be expressed as a linear combina-
tion of the Lagrange basis polynomials:

PN (x) =
N∑

k=0

ykLN ,k(x), (23)

where the basis polynomials are computed as

LN ,k(x) =

∏N
j=0
j /= k

(
x − xj

)

∏N
j=0
j /= k

(
xk − xj

) . (24)

For a set of N + 1 points, it can be shown from the funda-
mental theorem of algebra that PN (x) is unique. Therefore,

the degree N of the interpolator used in secret sharing needs
to be one less than the number of available shares in order for
a secret to be properly concealed. This can be explained alter-
natively by Blakley’s related secret sharing scheme, which es-
sentially states that n hyperplanes in an n-dimensional space
intersect at a specific point. And therefore, a secret may be
encoded as any single coordinate of the point of intersection.

The construction for the present BSN context is as fol-
lows. For clarity, we illustrate the construction for a system
with memory length M = 3.

(1) In creating a new scrambled symbol, the focus is on
the values within a limited window including 3 previ-
ous values. In other words, there are 4 values of inter-
est at the current sampling index n, (t[n], x[n]), (t[n−
1], x[n − 1]), (t[n − 2], x[n − 2]), (t[n − 3], x[n − 3]),
where t[n] denotes the time value corresponding to
sampling index n.

(2) These values constitute the available shares and are
pooled together to construct a third-degree polyno-
mial, that is, P3(t) for the current window.

(3) A new secret share is created corresponding to a ran-
dom time value of tR ∈ TW , where TW represents
the current range of the window. The current share
(t[n], x[n]) is replaced with the new share (tR,P3(tR))
in the output signal.

(4) The construction moves to the next point similarly,
until the whole sequence has been processed.

The descrambling operation by a receiver proceeds se-
quentially in the reverse manner.

(1) Due to the particular design of INTRAS, at each in-
stant n, a total of M previous shares are available (in
the initial step, these are the virtual pre-symbols).

(2) Therefore, with an incoming new share, (tR, xd[n]),
and knowledge of tR provided from the biometrics, the
polynomial P3(t) for the current window can be com-
pletely reconstructed by the receiver.

(3) The original symbol or share (t[n], x[n]) can then be
recovered.

(4) This recovered share then participates in the next slid-
ing window. The process can thus be repeated until the
entire sequence has been recovered.

Due to the similar construction based on Lagrange in-
terpolators, the security of INTRAS is at least as good as
Shamir’s scheme for each sliding window. Furthermore, note
that a new random delay for a new secret share needs to re-
covered, from the biometrics, for the next sliding window.
Therefore, suppose a previous window was compromised, an
intruder would still need to repeat the process for the next
iteration, albeit the process is now easier, since at least M
shares of the required M + 1 shares have been previously
compromised.

While the application of INTRAS with higher-order in-
terpolation delivers improved security and flexibility, the dis-
advantage is a large increase in computational complexity, es-
pecially when the size of the memory M is substantial. There-
fore, a sensible strategy would be to apply linear interpolation
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Table 2: Performance of key generation and distribution at various coding conditions.

Parameters Without key fusion With key fusion

No. of subjects BCH Code No. of DET bits FRR (%) FAR (%) FRR (%) FAR (%)

24 (63, 45, 3) 64 15.6 0.02 14.7 0.02

24 (63, 16, 11) 64 4.5 0.02 4.2 0.02

24 (63, 16, 11) 32 4.7 0.03 4.4 0.02

40 (63, 45, 3) 64 17.1 0.03 16.6 0.03

40 (63, 16, 11) 64 5.1 0.03 4.8 0.03

40 (63, 16, 11) 32 5.3 0.04 5.0 0.03

for the links between weaker sensors, whereas higher-order
interpolation would be used for more capable sensors.

6. SIMULATION RESULTS

Even though the proposed methods should be applicable to
other types of cardiovascular biometrics, ECG-based bio-
metrics are the focus of performance assessment, since ECG
data are widely available in various public databases. In the
simulations, the ECG data, with R-R annotations, archived
at the publicly available PhysioBank database are used [14].
These signals are sampled at 1 KHz with 16-bit resolution. In
order to simulate the placements of various sensors in a BSN,
ECG records that include multichannel signals, recorded by
placing leads at various body locations, are specifically se-
lected. Since these leads are simultaneously recorded, timing
synchronization is implicitly guaranteed.

6.1. Key generation and distribution

Several key distribution scenarios, which are meant to illus-
trate the possible improvement in terms of communication
resources, as measured by the corresponding spectral effi-
ciency, are demonstrated. Table 2 summarizes the simulation
parameters and resulting findings for a targeted 128-bit cryp-
tographic key.

The coding rate for error-correcting coding as well as
the number of bits used for channel error detection is var-
ied. Note that, compared to the single-point scheme, the
amount of information actually transmitted over the chan-
nel for key distribution is lower. The results illustrate that
the error-correcting stage is crucial. If key regeneration fails
at the receiver, then no amount of additional transmitted bits
can make a difference, since no error correction is performed.
On the other hand, if key regeneration is successful, then a
smaller number of bits only negligibly degrade the key veri-
fication. The results without and with key fusion are shown
for comparisons. Here, half of the key bits are derived from
the biometrics, while the remaining from an external source.

The performance metrics utilized for comparison are the
standard false rejection rate (FRR) and the false acceptance
rate (FAR) [4, 11]. In each case, we experimentally optimize
(by a numerical search) the Hamming distance threshold of
the DET bit sequence in order to give the smallest FAR, and
recorded the corresponding FRR. In other words, a mini-
mum FAR is the objective, at the expense of a higher FRR.
Note that this goal is not always appropriate; depending on

the envisioned application a different, more balanced operat-
ing point, may be more suitable. In this case, the relevant op-
erating point is contrived instead for a particular application:
to supply the cryptographic key for a conventional encryp-
tion method. Evidently, for this scenario, if accepted as a pos-
itive match, the receiver-generated cryptographic key needs
to be an exact duplicate of the original key. Otherwise, the
conventional encryption and decryption procedure, which is
mostly an all-or-none process, will fail even for a single-bit
mismatch in the cryptographic key. This disastrous case is
prevented by imposing a very small FAR. Therefore, the re-
ported results show what can be correspondingly expected
for the FRR. A more tolerant alternative to data scrambling
is examined in the next section, where the feasibility of IN-
TRAS is assessed.

The results for the key fusion scheme show only a mi-
nor changes compared to key distribution from only the bio-
metrics. This is an indication that the biometrics are already
providing a good degree of randomness for key generation.
If this was not the case, the external random source (which
is forced to generate statistically reliable random keys) would
have resulted in significant improvement, since it would pro-
vide a much improved source of randomness for the key. But
according to the obtained results, only slight changes are ob-
served in the FAR.

6.2. Data scrambling

Using the MSE as a performance metric, Figure 9 shows the
results for INTRAS that combines two consecutive symbols
(M = 1) and a key sequence d[n] constructed from a 128-
bit key. In this case, the input symbols are simulated as an
i.i.d. sequence of integers, ranging from −10 to 10. The dis-
tortions are modeled using a simple additive white Gaussian
noise (AWGN) channel. Recall that, without any channel dis-
tortion, the INTRAS scheme can be summarized as follows.
The scrambling step is

xd[n] = INTRAS
(
x[n],d[n]

)
, (25)

with input x[n] and key sequence d[n]. The corresponding
descrambling step for ideal recovery of the original signal is

x[n] = INTRAS−1(xd[n],d[n]
)
. (26)
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Figure 9: INTRAS data scrambling, with memory length M = 1.

To account for the channel distortion, the signal seen at the
input to the descrambler or receiver side is

̂xd[n] = xd[n] + v[n] = INTRAS
(
x[n],d[n]

)
+ v[n],

(27)

where v[n] is the AWGN. The associated channel signal-to-
noise ratio (SNR) is computed as

SNR = E
{∣∣xd[n]

∣
∣2}

E
{∣∣v[n]

∣
∣2} , (28)

where E{·} represents the statistical expectation operator.
Depending on the key used for scrambling, there are 4

recovery strategies shown in the results. Let d[n], dBSN[n],
dnon-BSN[n], dnon-BSN-opt be, respectively, the original key se-
quence used for scrambling, a key sequence from a device in
the same BSN, a key sequence from an intruder outside of the
intended BSN, without and with key optimization. Then, the
four corresponding MSE performances, between the origi-
nal signal and the signal recovered using one of these key se-
quences, can be computed. For example, when the original
key is known as

MSEIdeal = MSE
(
x[n], INTRAS−1(

̂xd[n],d[n]
))
. (29)

As shown in Figure 9, without knowledge of the key, the
signal recovered by an intruder differs significantly from the
genuine signal. Moreover, an increase in the signal-to-noise
ratio does not lead to a significant improvement with an in-
correct key. By contrast, with the correct key, the receiver per-
formance improves as expected with better operating envi-
ronments. The gradual change in MSE is analogous to the
effect caused by varying the degree of compression in a lossy
compression scheme.

Ideal key (from same sensor)
Correct key (from same BSN)
Incorrect key (without key optimization)
Incorrect key (with key optimization)
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Figure 10: INTRAS data scrambling, with memory length M = 3
using Lagrange interpolation.

With respect to key optimization, there appear to be only
insignificant changes for the case with a correct key. How-
ever, with an incorrect key, there is a pronounced difference.
This is an indication of improved security. An intruder would
have more difficulty compromising a system with key opti-
mization.

Next, in order to further improve security (for the same
key length), additional processing cost is added by combining
4 symbols (with memory length = 3). As shown in Figure 10,
the additional processing not only helps further separate the
distinction of sensors inside and outside the BSN, it also im-
proves the performance at high-noise situation for the au-
thorized receiver. This is because each input symbol is now
contained in a wider window of output symbols, so that the
advantage of diversity is achieved.

7. CONCLUDING REMARKS

In this paper, methods using biometrics for efficiently pro-
viding security in BSNs have been proposed. Two comple-
mentary approaches addressing, respectively, the key man-
agement issues and the fuzzy variability of biometric signals
are examined. One of the goals has been to allow for flexibil-
ity in each method. Depending on the actual application, a
system can be accordingly reconfigured to be best suited for
the required resource constraints. To this end, the proposed
methods have built-in adjustable parameters that allow for
varying degrees of robustness versus complexity.

While the proposed multipoint key management strat-
egy and the INTRAS framework have specifically targeted
relevant issues for a BSN, there remain important consider-
ations that need to be addressed for practical deployment.
Since a BSN is envisioned as a wireless network, the effects
of channel fading and distortions should be considered. The
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robustness of the system needs to be evaluated in these prac-
tical scenarios. Furthermore, while the ECG and related sig-
nals have been touted as the most appropriate biometrics for
a BSN, there is of course a wide range of sensors and devices
that do not have access to the body’s cardiovascular networks.
Therefore, methods that allow for some form of interactions
and management of these devices need to be considered for a
BSN. In this manner, a BSN would be integrated more easily
into other existing network systems without severe security
compromises.
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1. INTRODUCTION

Online signature verification systems are extremely precise
but require the presence of the author during both the acqui-
sition of the reference data and the verification process re-
stricting their use to specific applications [1–6]. Considering
that the great majority of handwritten signatures are actu-
ally found in previously signed documents or bank checks, a
different approach must be used in order to verify their au-
thenticity. Offline systems solve these problems but lack in
efficiency [3, 7–9].

In this work, a hybrid on/offline signature system was de-
veloped, where the presence of the author is required solely
during the enrolment phase. After the acquisition of the on-
line reference data, the verification process can be done di-
rectly over the desired document or bank check image. The
dynamic input data serves to focus on the local feature ex-
traction process, helping to segment the offline test data dur-
ing the verification step.

The feature extraction process represents a major chal-
lenge in any signature verification system. Global features,
such as the overall direction of the signature, the dimensions,
and the pixel distribution, are usually not sufficient to dis-
criminate forgeries. On the other hand, significant local fea-
tures are extremely hard to pinpoint.

Great research efforts were made in order to focus on
the local feature extraction process. Most of them aim at the

robust extraction of basic entities called “strokes” from the
original skeleton of the words [1–3, 10–12] where the exact
meaning of a stroke varies according to the segmentation
method used as well as the kind of data extracted (dynamic
or static).

In the proposed methodology, the definition of a stroke is
made inspired by a psychomotor delta-lognormal handwrit-
ten generation model [13]. According to this model, complex
neuromuscular movements such as the ones generated by the
arm-forearm-hand system can be decomposed into simple
impulses, also called strokes. Depending on the temporal su-
perposition degree of such impulses, the resultant strokes can
be classified according to their complexity. In this way, any
sequence of points produced by ballistic-trained movements
such as the ones used during the handwriting process of the
signature can be consistently segmented and labeled.

The foci of attention used during the local feature ex-
traction process of the proposed system will be located over
simple stroke regions, as suggested by the handwritten gen-
eration model mentioned. Windows will be formed around
those regions. The size of them will be dynamically deter-
mined during the learning process, based on an intraclass
minimization criterion. The same windows will be placed
over the offline data during the verification step in order to
restrict the feature extraction process.

The system can be divided into the acquisition and train-
ing module (on/offline) and the verification module (offline)
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Figure 1: Global system architecture.

(Figure 1). The first one is responsible for processing the on-
line reference data, generating the thresholds needed during
the verification step. The second inputs the test image to the
system, extracting similarity measurements between the ref-
erence and the test data and reaches a verdict about the au-
thenticity of the signature.

The next session describes the segmentation methodol-
ogy in detail followed by the feature extraction process and
one application example with conclusion and comments.

2. SEGMENTING BY THE STROKE COMPLEXITY

Complex movements such as the ones used during the re-
production of the handwriting can be viewed as the result of
a system of simple push-pull impulses produced by the neu-
romuscular networks involved [13]. The segmentation of the
signatures will be done based on the decomposition of the
individual movements forming each of the strokes produc-
ing the signature.

2.1. Modeling the handwriting

The delta-lognormal model considered [13] sees the hand-
writing as a temporal superposition of individual strokes.
Each of them is the result of a synchronous activation of a
lognormal (asymmetric bell-shaped) impulse response sys-
tem representing a synergy of agonist and antagonist neuro-
muscular movements that will determine, for a sequence of
n strokes, the speed (1), (2), and (3), and the position (4) of
the writing instrument through time:

�v(t) =
n∑

i=1

�vσi
(
t − t0i

)
, (1)

where �vσi(t) equals

vσi(t) = H1,i −H2,i (2)

with

Hn,i = Dn,i√
2πσn,i

(
t − t0i

)∗e−(ln(t−t0i)−μn,i)
2/2σ2

n,i , (3)

∠�v(t) = θi(t) = θ0i + C0i

∫ t

t0i
vσi(t)dt, (4)

where Dn,i represents the amplitude of the impulse com-
mand, C0i and θ0i the curvature and the initial direction of
the movement, t0i the starting time, μn,i the logtime delay,
and σn,i the logresponse time of the neuromuscular networks
involved.

Complex movements, like the handwriting, are formed
by a chain of impulses more or less overlapped over the time
(forming simple and complex strokes), each of them repre-
senting a synergy of push-pull reactions unleashed by the re-
spective neuromuscular networks.

By observing (4), it can be noted that a simple stroke is
characterized by a constant curvature C0, an initial direction
θ0, and a speed profile described by (2) and (3). So it is pos-
sible to separate simple from complex strokes in a consistent
manner with the help of the curvature profile of the signa-
ture and its constant curvature regions, performing then the
segmentation of the original dynamic signal.

The extraction of the curvature profile can be done in a
number of different ways. Then, a segmentation methodol-
ogy based on the speed profile obtained from the equations
of the delta-lognormal model is presented. More details can
be found in [14]. Later, the same profile is obtained by con-
tour following.

2.2. Isolating constant curvature regions
using the speed profile

The regions associated with a variable curvature are formed
by the addition of simple strokes (1) and are proportional to
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the overlapping degree of such strokes. Those regions contain
local maxima of curvature since they usually represent the
transition between two strokes of different orientations or
directions. Constant curvature regions are normally straight
or semistraight elements (segments with a little curvature),
where the pen attains maximum speed due to the lack of the
restraint antagonist muscular impulse. The necessary steps
needed to segment the signature are shown next.

According to the differential geometry, a continuous
handwritten script can be considered as a planar curve so
that the curvature can be calculated by the relation between
the curvilinear and angular velocities [15]:

C =
∣∣�v(t)

∣∣

vθ(t)
, (5)

where �v(t) represents the vectorial summation of the speeds
of each individual stroke and vθ(t) the first derivative as a
function of time of the direction of each stroke (angular ve-
locity).

In the context of a specific Cartesian reference system as
defined, for example, by a digitizer, the instantaneous mag-
nitude and direction of the pen tip can be given by [16]

|�v(t)| =
{[ n∑

i=1

vxi
(
t − t0i

)
] 2

+

[ n∑

i=1

vyi
(
t − t0i

)
] 2}

, (6)

θ(t) = arctan

⎧
⎨
⎩

∑n

i=1
vyi
(
t − t0i

)

∑n

i=1
vxi
(
t − t0i

)

⎫
⎬
⎭ , (7)

where

vxi
(
t − t0i

) = vi
(
t − t0i

)
cos

(
θi
(
t − t0i

))
,

vyi
(
t − t0i

) = vi
(
t − t0i

)
sin
(
θi
(
t − t0i

))
.

(8)

To obtain the theoretical curvature value of a specific
modeled continuous stroke, represented by its Cartesian co-
ordinates, the absolute value of the instantaneous curvilinear
velocity (6) as well as the value of the angular velocity must
be obtained. This is achieved through the derivation of (7)
as a function of time, applying it to (5). In [16], Plamon-
don and Guerfali adopt a simplification of this calculus for
the particular case of the simultaneous activation of only two
strokes. The calculus is done here for a sequence of n strokes
since complex handwriting movements such as the ones used
to produce a signature will be analyzed. The angular velocity
is then obtained by the use of (9):

vθ(t) =
[
A +

∑n

i=1
C0ivσi2

(
t − t0i

)
cos

(
θi
(
t − t0i

))]× B

A× B

−
[
B +

∑n

i=1
C0ivσi2

(
t − t0i

)
sin
(
θi
(
t − t0i

))]× A

A× B
,

(9)

Segmentation-she

Simple strokes

Figure 2: Word “she” reconstructed (300 Hz) and theoretical con-
stant/variable curvature regions.

Table 1: Reconstruction parameters of the word “she.”

t0 D1; D2 μ1, μ2 σ1, σ2 θ0 C0

0.02 1.73; 0.25 −1.87; −2.26 0.44; 0.27 3.2 0.37

0.11 2.35; 0.39 −1.60; −1.73 0.29; 0.24 0.25 −0.3

0.35 2.54; 0.47 −2.04; −2.37 0.48; 0.28 3.56 −0.35

0.40 3.96; 0.87 −1.36; −1.29 0.29; 0.32 0.2 0.01

0.62 2.55; 0.81 −1.50; −1.36 0.37; 0.51 1.8 0.4

0.79 2.86; 0.52 −1.55; −1.74 0.32; 0.20 4.63 0.08

1.05 1.83; 0.76 −1.69; −1.03 0.49; 1.19 1.7 −1.5

1.14 0.96; 0.19 −1.5; −2.04 0.26; 0.46 4.28 1.15

1.32 1.75; 0.59 −1.6; −1.03 0.4; 0.49 0.6 0.85

1.49 1.5; 0.45 −1.61; −1.01 0.26; 0.12 3.5 1.9

1.59 2.45; 1.00 −1.63; −1.84 0.33; 0.25 6.0 0.8

with

A =
n∑

i=1

vσi
(
t − t0i

)
sin
(
θi
(
t − t0i

))
,

B =
n∑

i=1

vσi
(
t − t0i

)
cos

(
θi
(
t − t0i

))
.

(10)

To exemplify the use of (9), and (10), consider the En-
glish word “she” whose interpolated skeleton is in Figure 2,
sampled at a frequency of 300 Hz from a Wacom UD-1212
digitizer tablet. The word is modeled and rebuilt according to
the delta-lognormal model using the parameters of Table 1,
where D1 and D2 are equal to the amplitude of the impulse
commands; C0 and θ0 represent the initial curvature and di-
rection of the movement; t0 is the start time of the move-
ment; μ1 and μ2 are the logtime delay; and σ1 and σ2 account
for the logresponse time of the neuromuscular networks (the
methodology of reconstruction is out of the scope of this ar-
ticle and can be found in [13]). By the application of (5),
the curvature profile of Figure 3 is obtained. The regions of
constant and variable curvature corresponding to the desired
simple and complex strokes are easily distinguished.

Such segmentation methodology is efficient but could
only be used if the reconstruction parameters of the delta-
lognormal model for each stroke could be quickly and easily
determined. It can be verified in [13] that this is a complex
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Figure 3: Theoretical curvature profile and constant/variable cur-
vature regions.

and time-consuming task making it unsuitable for a practical
signature verification system.

On the other hand, the concept of segmentation by the
stroke complexity is still valid. It can be applied if the seg-
mentation is done directly over the curvature profile ex-
tracted from the previously acquired dynamic data. From
this profile, it is possible to separate constant and variable
curvature regions that correspond to simple and complex
strokes according to the observations done over the delta-
lognormal handwritten reconstruction model mentioned.
Those regions will serve to focus on the feature extraction
process in the proposed system’s architecture.

Next, the segmentation is done by contour following
without the need of the parameters of the delta-lognormal
model.

2.3. Segmentation by contour following

As mentioned in Section 2.2, the reconstruction parameters
of the delta-lognormal model for a given signature are diffi-
cult to be obtained [13], so a different approach is proposed
in order to segment the signature into complex and simple
strokes. The contour formed through multiple recursive in-
terpolations of the dynamic data acquired during the enrol-
ment process of the signature is used to determine the curva-
ture profile. The necessary steps are shown next.

2.3.1. Preprocessing

First of all, the sampled data from the digitizer is analyzed in
order to separate the individual components (sections where
the pen touches continuously the digitizer). Next, the one-
pixel-width skeleton of the signature is constructed through
multiple interpolations by splines [17] of the segmented data.

In order to reduce the digitalization noise, the pixels have
to be eight-connected (i.e., the pixels should be connected
to only one of its eight possible neighbors (Figure 4)). This

1 2 3

8 4

7 6 5

(a) (b)

Figure 4: Pixel connections after interpolation and filtering.

θi

W
m

W

(a)

θi

Wm

W
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Figure 5: Curvature calculus using DOS.

sequence of filtered points will be used in order to calculate
the desired curvature.

2.3.2. Curvature profile

Since the curvature can be viewed as the rate of direction
change of a curve, the curvature profile will be determined
by the use of a differential technique known as difference of
slopes (DOSs) [18]. The segmentation points (constant cur-
vature regions) will be located within the curvature maxima
obtained. The DOS method was chosen for its simplicity, and
consequently rapidness in the execution of the calculations
involved, and is explained as follows.

The determination of the rate of direction change is done
by the displacement of a pair of segments of size W , secants
to the trace, and is separated by a distance m, measuring the
angular variation θ between them (Figure 5). The specific
values of DOS parameters are application dependent and are
generally determined heuristically. For the specific case of the
signatures used, we found the values W = 2% of the size of
the component, and m = 2 pixels to be appropriated.

Figure 6 shows the result of the application of DOS over
the first letter of a handwritten signature (letter “c” of the
alphabet). The high-frequency noise noted can be explained
due to the use of the curvature calculation method over dis-
crete angular variations. Such influence will be attenuated
through the application of a discrete variable resolution con-
volutive Gaussian filter with the resolution σ set to W and
a kernel of seven elements given by (11). This will reduce the
intrinsic noise of the method without dislocating the con-
stant curvature regions (Figure 7):

G(i) = 1
σ
e−(i2/σ2). (11)

The constant curvature profile obtained will be used to seg-
ment the curvature regions into simple and complex strokes.
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Figure 7: Filtered curvature profile.

2.3.3. Constant curvature regions

The search procedure of constant curvature regions pro-
posed is iterative, aiming at the minimization of the standard
deviation around the mean value of the curvature between
two maxima.

Figure 8 shows the variable regions within the curvature
profile of the first noncontiguous segment of the signature
(the letter “c”). It can be noted that this first segment is
formed by a series of continuous strokes representing rela-
tively constant and variable curvature regions. It is also easy
to note that each constant curvature region (simple stroke) is
delimited by variable curvature regions.

In those regions, according to the vectorial delta-
lognormal model, there is the actuation of more than one
neuromuscular impulse. This generates the temporal super-
position of movements, forming, thus, the complex strokes.
The algorithm developed to segment complex and simple
strokes works as follows.

Initially, the mean value of all curvature points within
two curvature maxima is calculated. If the difference between
each extremity value of the interval and the mean is greater

0
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Variable curvature

Figure 8: Variable curvature regions inside a filtered curvature pro-
file.

Handwritten letter

Complex trace
Simple trace

Figure 9: Constant curvature regions (simple strokes) in a hand-
written signature letter.

than a threshold, then the corresponding extreme point is
eliminated, and the procedure is repeated until the standard
deviation is equal or less than the desired threshold. The
threshold was chosen according to the greatest possible value
of θ (the angular variation) for a straight eight-connected
segment [18] and varies with the length of every component
(12). The variable α was added to the original formula to
compensate for the attenuation introduced by the Gaussian
filter used. Its value is determined by the comparison of the
mean signal intensities before and after the application of the
mentioned filter:

θmax = arctan
2

2W − 2
√

2 + 2
+ α. (12)

Figures 9 and 10 show the complex and simple stroke regions
produced by the segmentation process just presented.

This method was applied to the dynamic data of the word
“she” used previously (Figure 2). The results produced by the
proposed segmentation method (Figures 11 and 12 ) were
compatible with those delivered by the theoretical calculation
of the curvature using the equations of the delta-lognormal
model (Figure 3).
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and the correspondent constant/variable curvature regions.

Segmentation-she

Simple stroke

Figure 12: The word “she” and the constant/variable curvature re-
gions as determined by contour following.

In Figure 13, two signatures from the same author were
overlapped and segmented into simple and complex strokes
by following the aforementioned technique.

Interpolated signatures from the same author superposed

(a)

Simple strokes

(b)

Complex strokes

(c)

Figure 13: Segmenting a handwritten signature into complex and
simple strokes

saa005

(a)

sab001

(b)

Figure 14: Samples of segmented signatures.

Figure 14 presents samples of the segmentation algo-
rithm applied to different handwritten signatures. Next, the
windowing process of the signature is discussed.
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Figure 15: Window creation process.

Figure 16: Background elimination and the resultant skeleton over-
lapped image.

2.4. Windowing process

Windows are created around the simple stroke regions seg-
mented previously, following the general outline of the
strokes and separated by a distance of Δw/2 from them
(Figure 15). They are composed by two circle: arcs P1′P3′

and P1′′P3′′, centered inC (Xc,Yc) with a radius ofR+Δw/2
and R− Δw/2, respectively.

If the points P1,P2, and P3 belong to the same straight
line, a rectangle is formed instead of the circle ring. The value
of Δw/2 is different for each window and will be chosen and
based on the minimization of the within-class error during
the learning process. The length of the window is equal to
the length of the correspondent simple stroke.

In order to create the windows, the skeleton and the orig-
inal image have to be overlapped. The operation is done ini-
tially through a resolution change to equalize the different
resolutions and by centering both in their respective center
of gravity.

The center of gravity of the image is determined by first
eliminating the background. This is done through a thresh-
old operation [19] over the histogram of the gradient calcu-
lated by Sobel mask operator [20]. The remaining pixel in-
tensity values are used as weights to center the image.

The result of those operations can be seen in Figure 16.
Generally, the overlapping procedure is not perfect due to
the background noise of the image and due to rounding
errors, but the differences will be compensated during the
learning step.

Figure 17: Windowing process of the signature.

(a) (b)

Figure 18: Online and offline data samples.

By following the stroke order, each window region is
individually constructed and labeled forming an envelope
around the signature that can be easily accessed during the
local feature extraction process. The result of the windowing
process is shown in Figure 17.

Section 3 describes the signature verification system as a
whole, from the initial enrolment up to the verification of the
signature.

3. SYSTEM ARCHITECTURE

This section contains details about the implementation of the
system’s modules.

3.1. Online/offline hybrid module

Six processing steps compose this module of the system.
They are responsible for the acquisition and treatment of the
on/offline data as follows.

Step 1 (acquisition). The reference signature data is read
with the help of a digitizing table in order to gather the dy-
namics and the image of the signature (Figure 18). The num-
ber of signatures per author acquired depends on the desired
system performance (see Section 4 for detail).

Step 2 (preprocessing). The input data passes through a low-
pass filter in order to eliminate spurious noise inherent to the
acquisition process [10]. Next, it is presegmented into com-
ponents produced by pen-up/pen-down movements.

Step 3 (recursive sampling). The resulting points are sam-
pled recursively by splines [17] to generate the skeleton of
the signature (Figure 19).
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saa001

Figure 19: Ideal skeleton of the signature.

saa001

Figure 20: Segmenting into simple and complex strokes.
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Figure 21: Windowing process of the image.

Step 4 (segmentation into strokes). The skeleton is seg-
mented according to the complexity of the underlying
strokes [11] (Figure 20 and Section 2.3). The regions formed
serve as a basis for the creation of local windows—or foci of
attention—over the signal in order to pinpoint the feature
extraction process.

Step 5 (windowing). Windows are created around the simple
stroke regions (see Section 2.4), following the general outline
of the strokes (Figure 21). The length of the window is equal
to the length of the correspondent simple stroke. The exact
width of those windows will be determined during the learn-
ing process (Step 6 ahead).

Step 6 (learning). During this step, the size of the windows
is adjusted. This is done by a process aiming at reducing the
within-class distance between any given pair of reference sig-
natures acquired. The resulting signature skeleton with its
personalized windows envelope will be used during the ver-
ification module of the system. Meanwhile, the mean and
standard deviation of all local and global features used by the
system are computed in order to be fed later to the classifier.
They are as follows.

Global features

(i) The aspect ratio (14) of the signature, calculated by the
ratio of the standard deviation of the pixels in relation
to the center of gravity of the signature on both the
horizontal and vertical directions.

σX =

√√√√√
size X∑

i=1

(
xi − CmImg X

)2
/totPixImg,

σY =

√√√√√
size Y∑

i=1

(
yi − CmImg Y

)2
/totPixImg,

(13)

Pr op = σX
σY

, (14)

where size X and size Y represent both the horizon-
tal and vertical dimensions of the signature, xi and yi
the coordinates of each image pixel, CmImg X and
CmImg the center of gravity in both directions, and
totPixImg the total number of pixels in the image.

(ii) The ratio of pixels (15) localized outside the rectangle
(totPixOut) formed by the standard deviation of the
pixels previously determined and the total number of
pixels in the image (totPixImg) :

OutR = totPixOut
totPixImg

. (15)

(iii) The slant (16) of the signature defined as the maxi-
mum value of the angular frequency cumulative his-
togram obtained from the directions of the gradient
vectors of each pixel as calculated by the convolution
of the image with a Sobel mask operator [20]:

Slant = max
(
hist

(
θ
(
x1···size X , y1···size Y

)))
(16)

(iv) The distribution of the pixels around the X and Y axes
(standard deviations—(13).

Local features

(i) The overall direction of each stroke (18) represented
by the circular mean [21] of the directional probability
density function [12] calculated over each window:

Cn =
180∑

i=0

cos (i)× PDFi,n,

Sn =
180∑

i=0

sin (i)× PDFi,n,

(17)

CircMeann = acos

⎛
⎝ Cn√

C2
n + S2

n

⎞
⎠ , (18)

with n = 1 · · ·n Strokes, where nStrokes is the to-
tal number of segmented windows (simple strokes) of
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Figure 23: Overlapping on/offline signatures during the learning
process.

the signature. The direction of each individual signa-
ture stroke plays a fundamental role in the proposed
learning process. Figure 22 shows the probability den-
sity function of the direction of the fourth window of
the signature. It is easy to see that the majority of the
points are biased toward 90◦ (vertical direction).

(ii) The ratio of pixels (19) inside each window over the
total number of pixels:

InR = totPixWin
totPixImg

. (19)

The distance between a given pair of reference signatures
is calculated as the total difference of direction for each indi-
vidual stroke of the signature. A small distance represents a
great similarity between both signatures.

The reference signatures are analyzed in pairs, with
the envelope containing the segmented windows of one
signature overlapping the image of another. For a three-
reference set, this represents a total of 6 possible combina-
tions (Figure 23).

For any given two reference signatures S1 and S2, the
learning process is as follows.

(1) Initially the fixed width window envelope of S1 (gener-
ated previously) is put on top of the image of the same
S1 signature in order to calculate the mean direction of
its individual strokes for a given window-size configu-
ration, producing θS11 · · · θS1n, where n is the num-
ber of windows.

(2) The envelope of S1 is put over the image of the second
signature S2, and the corresponding θS21 · · · θS2n,
mean directions are calculated.

(3) The total distance between both signatures is deter-
mined as

DistS1S2 =
n∑

i=1

√
(
θS1i − θS2i

)2
. (20)

(4) The width of the first window is changed and Steps
1 to 3 are repeated. If the new calculated distance is
smaller than the previous one, the new window size
is kept in place of the older one. If not, the original
width remains. Step 4 is repeated for the entire range
of desired width values for each window. Experiments
were done using several different ranges and the values
of 80, 100, and 120 pixels worked the best for the size
of signatures available. So, in this case, Step 4 is to be
repeated three times for each window of the envelope.

(5) The result of Step 4 above will be a customized enve-
lope that generates the minimal distance between the
two signatures S1 and S2. Next, another pair of en-
velope/image is selected, and the process repeats itself
until there are no more combinations available. After
the training process, there will be a set of optimized
distance envelopes for all of the reference signatures. In
order to allow interclass variations, the signature that
presents the maximum calculated distance among the
optimized envelopes will be chosen as the prototype
that will represent all the signatures of the class.
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Figure 24: Feature extraction: the windowed reference of the pro-
totype is put over the test image.

After the learning process, the reference signature images
can be discarded and only the envelope and the thresholds
(standard deviation and mean of the extracted features) will
be saved in the database.

3.2. OffLine module

The offline module will process the image of the test signa-
ture, comparing it against the reference data.

Step 1 (acquisition). The test signature image is read with the
help of digitizing equipment such as a scanner.

Step 2 (preprocessing). The input data is filtered in order
to extract it from the background using the same threshold
operation described before. Depending on the application,
other operations might be needed in order to eliminate hori-
zontal lines and/or drawings from the image but they are not
addressed in this work.

Step 3. The correspondent window-formed skeleton is ex-
tracted from the database and is put over the image of the
test signature (Figure 24), centering on the respective center
of gravity of both signatures.

Step 4. The extraction of the local and global features takes
place, delimited by the windows of the reference skeleton.

Step 5. The decision over the authenticity of the test image is
taken upon the comparison between the local and global fea-
tures extracted versus the thresholds stored during the learn-
ing phase.

4. EXPERIMENTAL RESULTS

First of all, the discriminatory power of each feature is estab-
lished with the help of a common Euclidean distance classi-
fier (Section 4.2). Next, the system performance as a whole
is tested by using the same kind of classifier arranged in a
voting scheme (Section 4.4). The third experiment was done
with a normalized Euclidean distance classifier. Results are
obtained for three, five, and ten reference signatures, using
two different data sources.

4.1. Databases

Two databases were used in order to assess the system be-
havior. The first one is a hybrid on/offline database made of
400 signatures from 20 authors with 20 signatures per writer.

The online data (the x, y coordinates) was acquired with
the help of a digitizing tablet at a sampling rate of 100 Hz
and a resolution of 1000 dpi. The subjects were instructed to
sign over a white, gridlined (size-constrained) sheet of pa-
per placed on top of the tablet in order to produce the cor-
responding offline data. The resulting images were scanned
with a resolution of 300 dpi and at 256 gray levels. A second
offline database formed by 500 additional signature images
produced by other 50 volunteers with 10 samples per author
was also scanned at a resolution of 300 dpi. Figure 25 shows
some samples of the input data.

The signers of both databases were born in France,
Canada, Brazil, Russia, Vietnam, Lebanon, Tunis, and China
thus representing a broad range of signature styles.

4.2. Prototyping Individual Features

In order to analyze the discriminatory power of each individ-
ual feature, a common Euclidean distance classifier was used.
Let PT = {p(x)

T | x = 1, . . . ,n} be the set of the n feature
values extracted from the test signature T ,PK = {p (x)

K | x =
1, . . . ,n}, and let SK = {σ (x)

K | x = 1, . . . ,n} be the set of the n
mean feature values and standard deviations obtained from
the set of reference signatures K during the system’s learning
procedure and saved into the database. The classifier works
as follows:

Signature T is considered
⎧
⎪⎨
⎪⎩

AUTHENTIC, if
(
p (x)
K − 2σ (x)

K

) ≤ p(x)
T ≤ (p (x)

K + 2σ (x)
K

)

FORGED, if p(x)
T >

(
p (x)
K +2σ (x)

K

)
or p(x)

T <
(
p (x)
K −2σ (x)

K

)
.

(21)

The expression above (21) was used to test each one of the

features p(x)
T and the correspondent p (x)

K with x = 1, . . . ,n. As
explained in Section 3.1, PT can be any of the following: as-
pect ratio on x/y axes, density of pixels localized outside the
rectangle formed by the aspect ratio previously determined,
slant of the signature, distribution of the pixels around the
x and y axes, overall direction of each stroke, density of pix-
els inside each window created around the simple strokes, or
number of simple strokes. The proposed classifier applies a
threshold of twice the standard deviation of the feature value
(95% of a normal distribution) in order to label the signa-
tures as authentic or forged.

A slightly different classifier was also implemented (22)
aiming at a better evaluation of the discrimination ability of
each feature. It uses the maximum and minimum feature val-
ues among all reference signatures of a given author to deter-
mine the decision threshold. The results obtained with this
classifier represent the best output possible for each feature
without taking into account the standard deviation of the
group of reference signatures and are labeled on the figures
as the ideal FAR/FRR rates.

Let PT = {p(x)
T | x = 1, . . . ,n} be again the set of n fea-

ture values extracted from the test signature T . Each set of n
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Figure 25: Sample signature images.

feature values obtained from every one of the KR reference

signatures will be represented by PKR = {p(x)
KR
| x = 1, . . . ,n}

with R = 1, . . . ,nr (number of reference signatures), ex-
tracted during the system’s learning procedure and saved into
the database. The classifier works as follows:

Signature T is considered
⎧
⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎩

AUTHENTIC, if min
(
P(x)
KR
| R = 1, . . . , rn

) ≤ p(x)
T

≤ max
(
P(x)
KR
| R = 1, . . . , rn

)

FORGED, if p(x)
T > max

(
P(x)
KR
| R = 1, . . . , rn

)

or p(x)
T < min

(
P(x)
KR
| R = 1, . . . , rn

)
.

(22)

4.3. Prototyping Tests

Prototyping tests were performed using the 400 signa-
tures from the hybrid on/offline database. False acceptance
rates (FARs) and false rejection rates (FRRs) were obtained
for each of the individual features by varying the accep-
tance/rejection threshold used.

4.3.1. Using three reference signatures

The first experiment was done as follows. Three signatures
from one author (from the 20 available) were chosen at
random to be used by the learning algorithm described in
Section 3.1, Step 6. The remaining 17 were used to help de-
termine the FRR rate (21) and the so-called FRR ideal rate
(22) explained in Section 4.2. This procedure was redone for
another set of three signatures and repeated until no more
signatures were available for this writer. This resulted in the
average FRRs for this author. At the same time, the FAR
curves for both classifiers (21) and (22) were averaged from

all 20 signatures from the remaining 19 authors. The results
are pictured in Figures 26(a)–26(h).

4.3.2. Using five reference signatures

In the second feature prototyping experiment, five signatures
from one author were used from the 20 available. As in the
previously described experiment, they were chosen at ran-
dom to be fed to the learning algorithm too. The remaining
15 were used to compute the FRR (21) and the FRR ideal
rate (22), as explained in Section 4.2. Again, this procedure
was repeated for another set of five signatures until no more
signatures were available for this writer, resulting in the av-
erage FRR rates for this author. The FAR curves were also
estimated using all the 20 signatures from the remaining 19
authors. The results are pictured in Figures 27(a)–27(h).

The prototyping tests just presented give an idea of the
discriminatory power of each feature. The crossing points of
the FAR and FRR curves point to the error rate (ERR). It
can be easily observed that almost all of the individual fea-
tures present an ERR of about 20% or less. The only one that
presents a different behavior is the number of strokes that
reached an ERR of almost 40%, showing the poorest perfor-
mance of all features.

The performance of the system as a whole, unifying all
the features in the same classifier, is explored in the next ses-
sion using Euclidean distance classifiers.

4.4. System’s Performance

In the first experiment, multiple Euclidean distance classi-
fiers working on a vote scheme were used to assess the per-
formance of the system (23). If the value of a given feature
PT was within the desired threshold calculated during the
learning phase, a favorable vote was issued. The number of
votes V (X) issued by all the processed features determined the
acceptance or refusal of the signature. Decision thresholds of
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Figure 26: FAR/FRR curves for three reference signatures.

four, five, six, and seven votes were used for this classifier:

V (x) =

⎧
⎪⎪⎨
⎪⎪⎩

1 if
(
p(x)
K − 2σ (x)

K

)
≤ p(x)

T ≤
(
p(x)
K + 2σ (x)

K

)
,

0 if p(x)
T >

(
p(x)
K + 2σ (x)

K

)
, p(x)

T <
(
p(x)
K − 2σ (x)

K

)
,

if
n∑

i=1

V (x) ≥ VT −→ AUTHENTIC signature ,

if
n∑

i=1

V (x) < VT −→ FORGED signature.

(23)
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Figure 27: FAR/FRR curves for five reference signatures.

The overall performance of the system was assessed by
mean error rate (MERR) curves—representing the average
of FAR and FRR (24) by the equal ERRs—representing the
point where the FAR equals the FRR and by the FAR/FRR
curves themselves:

MERR = FAR + FRR
2

. (24)

Initially, three randomly chosen signatures from the hy-
brid on/offline database were used as reference with the re-
maining 17 signatures used as test. The results were com-
puted, and the procedure was repeated until there were no
more signatures available. Next, the test was performed using
five randomly chosen signatures from the hybrid on/offline
database as reference with the remaining 15 signatures used
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Figure 28: Mean error rate curves for three reference signatures.
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Figure 29: Mean error rate curves for five reference signatures.

as test. Again, the procedure was repeated until there were no
more signatures available.

The mean error rate curves presented in Figures 28 and
29 are the average of the values obtained for three and five
reference signatures, respectively, using the vote-based clas-
sifier just mentioned considering decision thresholds of four,
five, and six votes. Figures 30 and 31 show the corresponding
FAR/FRR curves.

Using the same vote-based classifier but taking into ac-
count all the eight features, the system produced equal error
rates of 9.31% for a threshold of 4 votes, 8.86% for 5 votes,
10.31% for 6 votes, and 10.89 considering 7 votes. With five
signatures as references (15 as test), the results improved (ex-
cept for the case of 4 votes) with ERR of 7.21% for 4 votes,
5.89% for 5 votes, 5.53% for 6 votes, and 6.07% considering
7 votes.

In the next experiment, the 500 unseen signatures from
the second image-only database were used as random forg-
eries instead of the remaining signatures of the first database,
working with the same vote-based classifier. The system pro-
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Figure 30: FAR/FRR curves for three reference signatures.
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Figure 31: FAR/FRR curves for five reference signatures.

Table 2: Equal error rates for the vote-based classifier.

EER (%) Hybrid DB Offline DB

Votes 3 signatures 5 signatures 3 signatures 5 signatures

4 9.31 7.21 8.19 6.21

5 8.86 5.89 7.77 4.20

6 10.31 5.53 8.33 4.67

duced equal error rates of 8.19% for 4 votes, 7.77% for 5
votes, and 8.33% using 6 votes. With five signatures as ref-
erences (15 as test), the results improved with ERR of 6.21%
for 4 votes, 4.20% for 5 votes, and 4.67% for 6 votes (Table 2).

Next, a normalized Euclidean distance classifier (25) was
used where the decision was taken based upon the sum of
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Figure 32: FAR/FRR curves for the normalized Euclidean distance
classifier.

all the distances calculated among each one of the individ-
ual features. Tests were done with the hybrid database con-
sidering three, five, and ten reference signatures producing
equal error rates of 10.84%, 5.41%, and 1.42%, respectively.
Figure 32 shows the corresponding FAR/FRR curves:

if

√√√√√√
n∑

x=1

(
p(x)
T − p(x)

K

)2

σ (x)2

K

≥ T −→ AUTHENTIC signature,

if

√√√√√√
n∑

x=1

(
p(x)
T − p(x)

K

)2

σ (x)2

K

< T −→ FORGED signature.

(25)

5. CONCLUDING REMARKS

A hybrid signature verification merging online and offline
data was implemented. The main advantage of this approach
is the ability to use the dynamic data in order to robustly
segment the signature into windows that will be used later
during the verification process. This will allow these finan-
cial institutions such as banks to acquire online data through
the usual enrolment process in a supervised manner and to
use this information later to recognize the client’s signature
in checks and other documents without the presence of the
bearer of the signature. The segmentation is not random but
is based on the premises derived from a handwritten repro-
duction model.

The proposed system used two databases totaling 900 sig-
natures from signers of eight different nationalities. It was
able to correctly segment the signatures producing equal er-
ror rates of about 5% for 5 reference signatures and about
1% for 10 reference signatures by the use of common Eu-
clidean distance classifiers. Further improvement on the re-
sults could be achieved by the analysis of the regions around
complex strokes as well as by the use of a more efficient clas-
sifier.
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1. INTRODUCTION

Biometric recognition provides airtight security by identify-
ing an individual based on the physiological and/or behav-
ioral characteristics [1]. A number of biometrics modalities
have been investigated in the past, examples of which include
physiological traits such as face, fingerprint, iris, and behav-
ioral characteristics like gait and keystroke. However, these
biometrics modalities either can not provide reliable perfor-
mance in terms of recognition accuracy (e.g., gait, keystroke)
or are not robust enough against falsification. For instance,
face is sensitive to artificial disguise, fingerprint can be recre-
ated using latex, and iris can be falsified by using contact
lenses with copied iris features printed on.

Analysis of electrocardiogram (ECG) as a tool for clini-
cal diagnosis has been an active research area in the past two
decades. Recently, a few proposals [2–7] suggested the possi-
bility of using ECG as a new biometrics modality for human
identity recognition. The validity of using ECG for biomet-
ric recognition is supported by the fact that the physiologi-
cal and geometrical differences of the heart in different indi-
viduals display certain uniqueness in their ECG signals [8].

Human individuals present different patterns in their ECG
regarding wave shape, amplitude, PT interval, due to the
difference in the physical conditions of the heart [9]. Also,
the permanence characteristic of ECG pulses of a person was
studied in [10], by noting that the similarities of healthy sub-
ject’s pulses at different time intervals, from 0 to 118 days,
can be observed when they are plotted on top of each other.
These results suggest the distinctiveness and stability of ECG
as a biometrics modality. Further, ECG signal is a life indi-
cator, and can be used as a tool for liveness detection. Com-
paring with other biometric traits, the ECG of a human is
more universal, and difficult to be falsified by using fraudu-
lent methods. An ECG-based biometric recognition system
can find wide applications in physical access control, medi-
cal records management, as well as government and forensic
applications.

To build an efficient human identification system, the ex-
traction of features that can truly represent the distinctive
characteristics of a person is a challenging problem. Previ-
ously proposed methods for ECG-based identity recognition
use attributes that are temporal and amplitude distances be-
tween detected fiducial points [2–7]. Firstly, focusing on only
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Figure 1: Basic shape of an ECG heartbeat signal.

a few fiducial points, the representation of discriminant char-
acteristics of ECG signal might be inadequate. Secondly, their
methods rely heavily on the accurate localization of wave
boundaries, which is generally very difficult. In this paper, we
present a systematic analysis for ECG-based biometric recog-
nition. An analytic-based method that combines temporal
and amplitude features is first presented. The analytic fea-
tures capture local information in a heartbeat signal. As such,
the performance of this method depends on the accuracy of
fiducial points detection and discriminant power of the fea-
tures. To address these problems, an appearance-based fea-
ture extraction method is suggested. The appearance-based
method captures the holistic patterns in a heartbeat signal,
and only the detection of the peak is necessary. This is gener-
ally easier since R corresponds to the highest and sharpest
peak in a heartbeat. To better utilize the complementary
characteristics of different types of features and improve the
recognition accuracy, we propose a hierarchical scheme for
the integration of analytic and appearance attributes. Fur-
ther, a novel method that does not require any waveform
detection is proposed. The proposed approach depends on
estimating and comparing the significant coefficients of the
discrete cosine transform (DCT) of the autocorrelated heart-
beat signals. The feasibility of the introduced solutions is
demonstrated using ECG data from two public databases,
PTB [11] and MIT-BIH [12]. Experimentation shows that
the proposed methods produce promising results.

The remainder of this paper is organized as follows.
Section 2 gives a brief description of fundamentals of ECG.
Section 3 provides a review of related works. The proposed
methods are discussed in Section 4. In Section 5, we present
the experimental results along withdetailed discussion. Con-
clusion and future works are presented in Section 6.

2. ECG BASICS

An electrocardiogram (ECG) signal describes the electrical
activity of the heart. The electrical activity is related to the
impulses that travel through the heart. It provides informa-
tion about the heart rate, rhythm, and morphology. Nor-
mally, ECG is recorded by attaching a set of electrodes on
the body surface such as chest, neck, arms, and legs.

A typical ECG wave of a normal heartbeat consists of
a P wave, a QRS complex, and a T wave. Figure 1 depicts
the basic shape of a healthy ECG heartbeat signal. The P

wave reflects the sequential depolarization of the right and
left atria. It usually has positive polarity, and its duration
is less than 120 milliseconds. The spectral characteristic of
a normal P wave is usually considered to be low frequency,
below 10–15 Hz. The QRS complex corresponds to depolar-
ization of the right and left ventricles. It lasts for about 70–
110 milliseconds in a normal heartbeat, and has the largest
amplitude of the ECG waveforms. Due to its steep slopes, the
frequency content of theQRS complex is considerably higher
than that of the other ECG waves, and is mostly concentrated
in the interval of 10–40 Hz. The T wave reflects ventricular
repolarization and extends about 300 milliseconds after the
QRS complex. The position of the T wave is strongly depen-
dent on heart rate, becoming narrower and closer to the QRS
complex at rapid rates [13].

3. RELATED WORKS

Although extensive studies have been conducted for ECG
based clinical applications, the research for ECG-based bio-
metric recognition is still in its infant stage. In this section,
we provide a review of the related works.

Biel et al. [2] are among the earliest effort that demon-
strates the possibility of utilizing ECG for human identifi-
cation purposes. A set of temporal and amplitude features
are extracted from a SIEMENS ECG equipment directly. A
feature selection algorithm based on simple analysis of cor-
relation matrix is employed to reduce the dimensionality of
features. Further selection of feature set is based on experi-
ments. A multivariate analysis-based method is used for clas-
sification. The system was tested on a database of 20 per-
sons, and 100% identification rate was achieved by using em-
pirically selected features. A major drawback of Biel et al.’s
method is the lack of automatic recognition due to the em-
ployment of specific equipment for feature extraction. This
limits the scope of applications.

Irvine et al. [3] introduced a system to utilize heart rate
variability (HRV) as a biometric for human identification.
Israel et al. [4] subsequently proposed a more extensive set
of descriptors to characterize ECG trace. An input ECG sig-
nal is first preprocessed by a bandpass filter. The peaks are
established by finding the local maximum in a region sur-
rounding each of the P, R, T complexes, and minimum ra-
dius curvature is used to find the onset and end of P and
T waves. A total number of 15 features, which are time du-
ration between detected fiducial points, are extracted from
each heartbeat. A Wilks’ Lambda method is applied for fea-
ture selection and linear discriminant analysis for classifica-
tion. This system was tested on a database of 29 subjects with
100% human identification rate and around 81% heartbeat
recognition rate can be achieved. In a later work, Israel et al.
[5] presented a multimodality system that integrate face and
ECG signal for biometric identification. Israel et al.’s method
provides automatic recognition, but the identification accu-
racy with respect to heartbeat is low due to the insufficient
representation of the feature extraction methods.

Shen et al. [6] introduced a two-step scheme for iden-
tity verification from one-lead ECG. A template matching
method is first used to compute the correlation coefficient for
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comparison of two QRS complexes. A decision-based neural
network (DBNN) approach is then applied to complete the
verification from the possible candidates selected with tem-
plate matching. The inputs to the DBNN are seven temporal
and amplitude features extracted from QRST wave. The ex-
perimental results from 20 subjects showed that the correct
verification rate was 95% for template matching, 80% for the
DBNN, and 100% for combining the two methods. Shen [7]
extended the proposed methods in a larger database that con-
tains 168 normal healthy subjects. Template matching and
mean square error (MSE) methods were compared for pre-
screening, and distance classification and DBNN compared
for second-level classification. The features employed for the
second-level classification are seventeen temporal and ampli-
tude features. The best identification rate for 168 subjects is
95.3% using template matching and distance classification.

In summary, existing works utilize feature vectors that
are measured from different parts of the ECG signal for clas-
sification. These features are either time duration, or am-
plitude differences between fiducial points. However, accu-
rate fiducial detection is a difficult task since current fidu-
cial detection machines are built solely for the medical field,
where only the approximate locations of fiducial points are
required for diagnostic purposes. Even if these detectors are
accurate in identifying exact fiducial locations validated by
cardiologists, there is no universally acknowledged rule for
defining exactly where the wave boundaries lie [14]. In this
paper, we first generalize existing works by applying similar
analytic features, that is, temporal and amplitude distance
attributes. Our experimentation shows that by using ana-
lytic features alone, reliable performance cannot be obtained.
To improve the identification accuracy, an appearance-based
approach which only requires detection of the R peak is
introduced, and a hierarchical classification scheme is pro-
posed to integrate the two streams of features. Finally, we
present a method that does not need any fiducial detection.
This method is based on classification of coefficients from
the discrete cosine transform (DCT) of the autocorrelation
(AC) sequence of windowed ECG data segments. As such,
it is insensitive to heart rate variations, simple and compu-
tationally efficient. Computer simulations demonstrate that
it is possible to achieve high recognition accuracy without
pulse synchronization.

4. METHODOLOGY

Biometrics-based human identification is essentially a pat-
tern recognition problem which involves preprocessing, fea-
ture extraction, and classification. Figure 2 depicts the gen-
eral block diagram of the proposed methods. In this pa-
per, we introduce two frameworks, namely, feature extrac-
tion with/without fiducial detection, for ECG-based biomet-
ric recognition.

4.1. Preprocessing

The collected ECG data usually contain noise, which in-
clude low-frequency components that cause baseline wander,
and high-frequency components such as power-line interfer-

ECG
Preprocessing

Feature
extraction Classification

ID

Figure 2: Block diagram of proposed systems.

ences. Generally, the presence of noise will corrupt the signal,
and make the feature extraction and classification less accu-
rate. To minimize the negative effects of the noise, a denois-
ing procedure is important. In this paper, we use a Butter-
worth bandpass filter to perform noise reduction. The cutoff
frequencies of the bandpass filter are selected as 1 Hz–40 Hz
based on empirical results. The first and last heartbeats of
the denoised ECG records are eliminated to get full heartbeat
signals. A thresholding method is then applied to remove the
outliers that are not appropriate for training and classifica-
tion. Figure 3 gives a graphical illustration of the applied pre-
processing approach.

4.2. Feature extraction based on fiducial detection

After preprocessing, the R peaks of an ECG trace are localized
by using a QRS detector, ECGPUWAVE [15, 16]. The heart-
beats of an ECG record are aligned by the R peak position
and truncated by a window of 800 milliseconds centered at
R. This window size is estimated by heuristic and empirical
results such that the P and T waves can also be included and
therefore most of the information embedded in heartbeats is
retained [17].

4.2.1. Analytic feature extraction

For the purpose of comparative study, we follow similar fea-
ture extraction procedure as described in [4, 5]. The fidu-
cial points are depicted in Figure 1. As we have detected the
R peak, the Q, S, P, and T positions are localized by find-
ing local maxima and minima separately. To find the L′, P′,
S′, and T′ points, we use a method as shown in Figure 4(a).
The X and Z points are fixed and we search downhill from X
to find the point that maximizes the sum of distances a + b.
Figure 4(b) gives an example of fiducial points localization.

The extracted attributes are temporal and amplitude dis-
tances between these fiducial points. The 15 temporal fea-
tures are exactly the same as described in [4, 5], and they are
normalized by P′T′ distance to provide less variability with
respect to heart rate. Figure 5 depicts these attributes graph-
ically, while Table1 lists all the extracted analytic features.

4.2.2. Appearance feature extraction

Principal component analysis (PCA) and linear discrimi-
nant analysis (LDA) are transform domain methods for data
reduction and feature extraction. PCA is an unsupervised
learning technique which provides an optimal, in the least
mean square error sense, representation of the input in a
lower-dimensional space. Given a training set Z = {Zi}Ci=1,
containing C classes with each class Zi = {zi j}Cij=1 consist-

ing of a number of heartbeats zi j , a total of N = ∑ C
i=1Ci
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Table 1: List of extracted analytic features.

Extracted features

Temporal
1. RQ 4 RL′ 7. RS′ 10. S′T ′ 13. PT

2. RS 5. RP′ 8. RT ′ 11. ST 14. LQ

3. RP 6. RT 9. L′P′ 12. PQ 15. ST ′

Amplitude
16. PL′ 17. PQ 18. RQ

19. RS 20. TS 21. TT ′
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Figure 3: Preprocessing ((a) original signal; (b) noise reduced signal; (c) original R-peak aligned signal; (d) R-peak aligned signal after
outlier removal).

Z

X

a

b

max(a + b)

(a) (b)

Figure 4: Fiducial points determination.

heartbeats, the PCA is applied to the training set Z to find
the M eigenvectors of the covariance matrix

Scov = 1
N

C∑

i=1

Ci∑

j=1

(zi j − z)(zi j − z)T , (1)

where z = 1/N
∑ C

i=1

∑ Ci
j=1zi j is the average of the ensemble.

The eigen heartbeats are the firstM(≤ N) eigenvectors corre-

sponding to the largest eigenvalues, denoted as Ψ. The orig-
inal heartbeat is transformed to the M-dimension subspace
by a linear mapping

yi j = ΨT(zi j − z
)
, (2)

where the basis vectors Ψ are orthonormal. The subsequent
classification of heartbeat patterns can be performed in the
transformed space [18].

LDA is another representative approach for dimension
reduction and feature extraction. In contrast to PCA, LDA
utilizes supervised learning to find a set of M feature basis
vectors {ψm}Mm=1 in such a way that the ratio of between-class
and within-class scatters of the training sample set is maxi-
mized. The maximization is equivalent to solve the following
eigenvalue problem

Ψ = arg max
ψ

|ΨTSbΨ|
|ΨTSwΨ|

, Ψ = {ψ1, . . . ,ψM}, (3)
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Figure 5: Graphical demonstration of analytic features.

where Sb and Sw are between-class and within-class scatter
matrices, and can be computed as follows:

Sb = 1
N

C∑

i=1

Ci
(

zi − z
)(

zi − z
)T

,

Sw = 1
N

C∑

i=1

Ci∑

j=1

(
zi j − zi

)(
zi j − zi

)T
,

(4)

where zi = 1/Ci
∑ Ci

j=1zi j is the mean of class Zi. When Sw
is nonsingular, the basis vectors Ψ sought in (3) correspond
to the first M most significant eigenvectors of (S−1

w Sb), where
the “significant” means that the eigenvalues corresponding
to these eigenvectors are the first M lagest ones. For an in-
put heartbeat z, its LDA-based feature representation can be
obtained simply by a linear projection, y = ΨTz [18].

4.3. Feature extraction without fiducial detection

The proposed method for feature extraction without fidu-
cial detection is based on a combination of autocorrelation
and discrete cosine transform. We refer to this method as the
AC/DCT method [19]. The AC/DCT method involves four
stages: (1) windowing, where the preprocessed ECG trace is
segmented into nonoverlapping windows, with the only re-
striction that the window has to be longer than the average
heartbeat length so that multiple pulses are included; (2) es-
timation of the normalized autocorrelation of each window;
(3) discrete cosine transform over L lags of the autocorre-
lated signal; and (4) classification based on significant coeffi-
cients of DCT. A graphical demonstration of different stages
is presented in Figure 6.

The ECG is a nonperiodic but highly repetitive signal.
The motivation behind the employment of autocorrelation-
based features is to detect the nonrandom patterns. Autocor-

relation embeds information about the most representative
characteristics of the signal. In addition, AC is used to blend
into a sequence of sums of products samples that would oth-
erwise need to be subjected to fiducial detection. In other
words, it provides an automatic shift invariant accumulation
of similarity features over multiple heartbeat cycles. The au-
tocorrelation coefficients R̂xx[m] can be computed as follows:

R̂xx[m] =
∑ N−|m|−1

i=0 x[i]x[i +m]

R̂xx[0]
, (5)

where x[i] is the windowed ECG for i = 0, 1, . . . , (N − |m| −
1), x[i+ m] is the time-shifted version of the windowed ECG
with a time lag of m = 0, 1, . . . , L − 1), L � N . The divi-
sion with the maximum value, R̂xx[0], cancels out the bias-
ing factor and this way either biased or unbiased autocorrela-
tion estimation can be performed. The main contributors to
the autocorrelated signal are the P wave, the QRS complex,
and the T wave. However, even among the pulses of the same
subject, large variations in amplitude present and this makes
normalization a necessity. It should be noted that a window
is allowed to blindly cut out the ECG record, even in the mid-
dle of a pulse. This alone releases the need for exact heartbeat
localization.

Our expectations for the autocorrelation, to embed sim-
ilarity features among records of the same subject, are con-
firmed by the results of Figure 7, which shows the R̂xx[m] ob-
tained from different ECG windows of the same subject from
two different records in the PTB database taken at a different
time.

Autocorrelation offers information that is very impor-
tant in distinguishing subjects. However, the dimensionality
of autocorrelation features is considerably high (e.g., L =
100, 200, 300). The discrete cosine transform is then applied
to the autocorrelation coefficients for dimensionality reduc-
tion. The frequency coefficients are estimated as follows:

Y[u] = G[u]
N−1∑

i=0

y[i]
π cos(2i + 1)u

2N
, (6)

where N is the length of the signal y[i] for i = 0, 1, . . . , (N −
|m| − 1). For the AC/DCT method y[i] is the autocorrelated
ECG obtained from (5). G[u] is given from

G(k) =

⎧
⎪⎪⎪⎪⎨

⎪⎪⎪⎪⎩

√
1
N

, k = 0,
√

2
N

, 1 ≤ k ≤ N − 1.

(7)

The energy compaction property of DCT allows repre-
sentation in lower dimensions. This way, near zero compo-
nents of the frequency representation can be discarded and
the number of important coefficients is eventually reduced.
Assuming we take an L-point DCT of the autocorrelated
signal, only K � L nonzero DCT coefficients will contain
significant information for identification. Ideally, from a fre-
quency domain perspective, the K most significant coeffi-
cients will correspond to the frequencies between the bounds
of the bandpass filter that was used in preprocessing. This is
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Figure 6: (a-b) 5 seconds window of ECG from two subjects of the PTB dataset, subject A and B. (c-d) The normalized autocorrelation
sequence of A and B. (e-f) Zoom in to 300 AC coefficients from the maximum form different windows of subject A and B. (g-h) DCT of the
300 AC coefficients from all ECG windows of subject A and B, including the windows on top. Notice that the same subject has similar AC
and DCT shape.

because after the AC operation, the bandwidth of the signal
remained the same.

5. EXPERIMENTAL RESULTS

To evaluate the performance of the proposed methods, we
conducted our experiments on two sets of public databases:
PTB [11] and MIT-BIH [12]. The PTB database is offered
from the National Metrology Institute of Germany and it
contains 549 records from 294 subjects. Each record of the
PTB database consists of the conventional 12-leads and 3
Frank leads ECG. The signals were sampled at 1000 Hz
with a resolution of 0.5μV. The duration of the record-
ings vary for each subject. The PTB database contains a
large collection of healthy and diseased ECG signals that
were collected at the Department of Cardiology of Uni-
versity Clinic Benjamin Franklin in Berlin. A subset of 13
healthy subjects of different age and sex was selected from
the database to test our methods. The criteria for data selec-

tion are healthy ECG waveforms and at least two recordings
for each subject. In our experiments, we use one record from
each subject to form the gallery set, and another record for
the testing set. The two records were collected a few years
apart.

The MIT-BIH Normal Sinus Rhythm Database contains
18 ECG recordings from different subjects. The recordings of
the MIT database were collected at the Arrhythmia Labora-
tory of Boston’s Beth Israel Hospital. The subjects included
in the database did not exhibit significant arrhythmias. The
MIT- BIH Normal Sinus Rhythm Database was sampled at
128 Hz. A subset of 13 subjects was selected to test our meth-
ods. The selection of data was based on the length of the
recordings. The waveforms of the remaining recordings have
many artifacts that reduce the valid heartbeat information,
and therefore were not used in our experiments. Since the
database only offers one record for each subject, we parti-
tioned each record into two halves and use the first half as
the gallery set and the second half as the testing set.
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Figure 7: AC sequences of two different records taken at different
times from the same subject of the PTB dataset. Sequences from the
same record are plotted in the same shade.

5.1. Feature extraction based on fiducial detection

In this section, we present experimental results by using fea-
tures extracted with fiducial points detection. The evaluation
is based on subject and heartbeat recognition rate. Subject
recognition accuracy is determined by majority voting, while
heartbeat recognition rate corresponds to the percentage of
correctly identified individual heartbeat signals.

5.1.1. Analytic features

To provide direct comparison with existing works [4, 5], ex-
periments were first performed on the 15 temporal features
only, using a Wilks’ Lambda-based stepwise method for fea-
ture selection, and linear discriminant analysis (LDA) for
classification. Wilks’ Lambda measures the differences be-
tween the mean of different classes on combinations of de-
pendent variables, and thus can be used as a test of the signif-
icance of the features. In Section 4.2.2, we have discussed the
LDA method for feature extraction. When LDA is used as a
classifier, it assumes a discriminant function for each class as
a linear function of the data. The coefficients of these func-
tions can be found by solving the eigenvalue problem as in
(3). An input data is classified into the class that gives the
greatest discriminant function value. When LDA is used for
classification, it is applied on the extracted features, while for
feature extraction, it is applied on the original signal.

In this paper, the Wilks’ Lambda-based feature selection
and LDA-based classification are implemented in SPSS (a
trademark of SPSS Inc. USA). In our experiments, the 15
temporal features produce subject recognition rate of 84.61%
and 100%, and heartbeat recognition rate of 74.45% and
74.95% for PTB and MIT-BIH datasets, respectively.

Figure 8 shows the contingency matrices when only tem-
poral features are used. It can be observed that the heartbeats
of an individual are confused with many other subjects. Only

the heartbeats from 2 subjects in PTB and 1 subject in MIT-
BIH are 100% correctly identified. This demonstrates that
the extracted temporal features cannot efficiently distinguish
different subjects. In our second experiment, we add ampli-
tude attributes to the feature set. This approach achieves sig-
nificant improvement with subject recognition rate of 100%
for both datasets, heartbeat recognition rate of 92.40% for
PTB, and 94.88% for MIT-BIH. Figure 9 shows the all-class
scatter plot in the two experiments. It is clear that different
classes are much better separated by including amplitude fea-
tures.

5.1.2. Appearance features

In this paper, we compare the performance of PCA and LDA
using the nearest neighbor (NN) classifier. The similarity
measure is based on Euclidean distance. An important issue
in appearance-based approaches is how to find the optimal
parameters for classification. For a C class problem, LDA can
reduce the dimensionality to C − 1 due to the fact that the
rank of the between-class matrix cannot go beyond C − 1.
However, these C − 1 parameters might not be the optimal
ones for classification. Exhaustive search is usually applied
to find the optimal LDA-domain features. In PCA parame-
ter determination, we use a criterion by taking the first M
eigenvectors that satisfy

∑M
i=1λi/

∑ N
i=1λi ≥ 99%, where λi is

the eigenvalue and N is the dimensionality of feature space.
Table 2 shows the experimental results of applying PCA

and LDA on PTB and MIT-BIH datasets. Both PCA and LDA
achieve better identification accuracy than analytic features.
This reveals that the appearance-based analysis is a good
tool for human identification from ECG. Although LDA is
class specific and normally performs better than PCA in face
recognition problems [18], since PCA performs better in our
particular problem, we use PCA for the analysis hereafter.

5.1.3. Feature integration

Analytic and appearance-based features are two complemen-
tary representations of the characteristics of the ECG data.
Analytic features capture local information, while appear-
ance features represent holistic patterns. An efficient inte-
gration of these two streams of features will enhance the
recognition performance. A simple integration scheme is to
concatenate the two streams of extracted features into one
vector and perform classification. The extracted analytic fea-
tures include both temporal and amplitude attributes. For
this reason, it is not suitable to use a distance metric for clas-
sification since some features will overpower the results. We
therefore use LDA as the classifier, and Wilks’ Lambda for
feature selection. This method achieves heartbeat recogni-
tion rate of 96.78% for PTB and 97.15% for MIT-BIH. The
subject recognition rate is 100% for both datasets. In the
MIT-BIH dataset, the simple concatenation method actually
degrades the performance than PCA only. This is due to the
suboptimal characteristic of the feature selection method, by
which optimal feature set cannot be obtained.

To better utilize the complementary characteristics of an-
alytic and appearance attributes, we propose a hierarchical
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Table 2: Experimental results of PCA and LDA.

PTB MIT-BIH

Subject Heartbeat Subject Heartbeat

PCA 100% 95.55% 100% 98.48%

LDA 100% 93.01% 100% 98.48%
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Figure 8: Contingency matrices by using temporal features only.

scheme for feature integration. A central consideration in
our development of classification scheme is trying to change
a large-class-number problem into a small-class-number
problem. In pattern recognition, when the number of classes
is large, the boundaries between different classes tend to be
complex and hard to separate. It will be easier if we can re-
duce the possible number of classes and perform classifica-
tion in a smaller scope [17]. Using a hierarchical architecture,
we can first classify the input into a few potential classes, and
a second-level classification can be performed within these
candidates.

Figure 10 shows the diagram of the proposed hierarchi-
cal scheme. At the first step, only analytic features are used
for classification. The output of this first-level classification
provides the candidate classes that the entry might belong
to. If all the heartbeats are classified as one subject, the deci-
sion module outputs this result directly. If the heartbeats are
classified as a few different subjects, a new PCA-based classi-
fication module, which is dedicated to classify these confused
subjects, is then applied. We select to perform classification
using analytic features first due to the simplicity in feature

selection. A feature selection in each of the possible combi-
nations of the classes is computationally complex. By using
PCA, we can easily set the parameter selection as one crite-
rion and important information can be retained. This is well
supported by our experimental results. The proposed hierar-
chical scheme achieves subject recognition rate of 100% for
both datasets, and heartbeat recognition accuracy of 98.90%
for PTB and 99.43% for MIT-BIH.

A diagrammatic comparison of various feature sets and
classification schemes is shown in Figure 11. The proposed
hierarchical scheme produces promising results in heartbeat
recognition. This “divide and conquer” mechanism maps
global classification into local classification and thus reduces
the complexity and difficulty. Such hierarchical architecture
is general and can be applied to other pattern recognition
problems as well.

5.2. Feature extraction without fiducial detection

In this section, the performance of the AC/DCT method
is reported. The similarity measure is based on normalized
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Figure 9: All-class scatter plot ((a)-(b) PTB; (c)-(d) MIT-BIH; (a)-(c) temporal features only; (b)-(d) all analytic features).

Table 3: Experimental results from classification of the PTB dataset using different AC lags.

L K
Subject Window

recognition rate recognition rate

60 5 11/13 176/217

90 8 11/13 173/217

120 10 11/13 175/217

150 12 12/13 189/217

180 15 12/13 181/217

210 17 12/13 186/217

240 20 13/13 205/217

270 22 11/13 174/217

300 24 12/13 195/217

Euclidean distance, and the nearest neighbor (NN) is used
as the classifier. The normalized Euclidean distance between
two feature vectors x1 and x2 is defined as

D
(

x1, x2
) = 1

V

√
(

x1 − x2
)T(

x1 − x2
)
, (8)

where V is the dimensionality of the feature vectors, which
is the number of DCT coefficients in the proposed method.

This factor is there to assure fair comparisons for different
dimensions that x might have.

By applying a window of 5 milliseconds length with no
overlapping, different number of windows are extracted from
every subject in the databases. The test sets for classification
were formed by a total of 217 and 91 windows from the PTB
and MIT-BIH datasets, respectively. Several different window
lengths that have been tested show approximately the same
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Table 4: Experimental results from classification of the MIT-BIH dataset using different AC lags.

L K
Subject Window

recognition rate recognition rate

60 38 13/13 89/91

90 57 12/13 69/91

120 75 11/13 64/91

150 94 13/13 66/91

180 113 12/13 61/91

210 132 11/13 56/91

240 150 8/13 44/91

270 169 8/13 43/91

300 188 8/13 43/91

ECG

ID

Preprocessing
Analytic
features

LDA
classifier

NN
classifier

PCA Decision
module

Figure 10: Block diagram of hierarchical scheme.
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Figure 11: Comparison of experimental results.

classification performance, as long as multiple pulses are in-
cluded. The normalized autocorrelation has been estimated
using (5), over different AC lags. The DCT feature vector of
the autocorrelated ECG signal is evaluated and compared to
the corresponding DCT feature vectors of all subjects in the
database to determine the best match. Figure 12 shows three
DCT coefficients for all subjects in the PTB dataset. It can be
observed that different classes are well distinguished.

Tables 3 and 4 present the results of the PTB and MIT-
BIH datasets, respectively, with L denotes the time lag for
AC computation, and K represents number of DCT coeffi-
cients for classification. The number of DCT coefficients is
selected to correspond to the upper bound of the applied
bandpass filter, that is, 40 Hz. The highest performance is
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Figure 12: 3D plot of DCT coefficients from 13 subjects of the PTB
dataset.

achieved when an autocorrelation lag of 240 for the PTB and
60 for the MIT-BIH datasets are used. These windows corre-
spond approximately to theQRS and T wave of each datasets.
The difference in the lags that offer highest classification rate
between the two datasets is due to the different sampling fre-
quencies.

The results presented in Tables 3 and 4 show that it is pos-
sible to have perfect subject identification and very high win-
dow recognition rate. The AC/DCT method offers 94.47%
and 97.8% window recognition rate for the PTB and MIT-
BIH datasets, respectively.

The results of our experiments demonstrate that an ECG-
based identification method without fiducial detection is
possible. The proposed method provides an efficient, robust
and computationally efficient technique for human identifi-
cation.

6. CONCLUSION

In this paper, a systematic analysis of ECG-based biometric
recognition was presented. An analytic-based feature extrac-
tion approach which involves a combination of temporal and
amplitude features was first introduced. This method uses
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local information for classification, therefore is very sensitive
to the accuracy of fiducial detection. An appearance-based
method, which involves the detection of only one fiducial
point, was subsequently proposed to capture holistic patterns
of the ECG heartbeat signal. To better utilize the complemen-
tary characteristics of analytic and appearance attributes, a
hierarchical data integration scheme was proposed. Experi-
mentation shows that the proposed methods outperform ex-
isting works.

To completely relax fiducial detection, a novel method,
termed AC/DCT, was proposed. The AC/DCT method cap-
tures the repetitive but nonperiodic characteristic of ECG
signal by computing the autocorrelation coefficients. Dis-
crete cosine transform is performed on the autocorrelated
signal to reduce the dimensionality while preserving the sig-
nificant information. The AC/DCT method is performed on
windowed ECG segments, and therefore does not need pulse
synchronization. Experimental results show that it is possi-
ble to perform ECG biometric recognition without fiducial
detection. The proposed AC/DCT method offers significant
computational advantages, and is general enough to apply to
other types of signals, such as acoustic signals, since it does
not depend on ECG specific characteristics.

In this paper, the effectiveness of the proposed methods
was tested on normal healthy subjects. Nonfunctional factors
such as stress and exercise may have impact on the expres-
sion of ECG trace. However, other than the changes in the
rhythm, the morphology of the ECG is generally unaltered
[20]. In the proposed fiducial detection-based method, the
temporal features were normalized and demonstrated to be
invariant to stress in [4]. For the AC/DCT method, a win-
dow selection from the autocorrelation that corresponds to
the QRS complex is suggested. Since the QRS complex is less
variant to stress, the recognition accuracy will not be effected.
In the future, the impact of functional factors, such as aging,
cardiac functions, will be studied. Further efforts will be de-
voted to development and extension of the proposed frame-
works with versatile ECG morphologies in nonhealthy hu-
man subjects.
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1. INTRODUCTION

The term “biometrics” can be defined as the emerging field
of technology devoted to identification of individuals using
biological traits, such as those based on retinal or iris scan-
ning, fingerprints, or face recognition.

Biometrics is nowadays a big research playground, be-
cause a highly reliable biometric system results extremely in-
teresting to all facilities where a minimum of security access
is required. Identity fraud nowadays is one of the more com-
mon criminal activities and is associated with large costs and
serious security issues. Several approaches have been applied
in order to prevent these problems.

New types of biometrics, such as EEG and ECG, are based
on physiological signals, rather than more traditional biolog-
ical traits. This has its own advantages as we will see in the
following paragraph.

An ideal biometric system should present the following
characteristics: 100% reliability, user friendliness, fast oper-
ation, and low cost. The perfect biometric trait should have
the following characteristics: very low intrasubject variabil-

ity, very high intersubject variability, very high stability over
time and universal. Typical biometric traits, such as finger-
print, voice, and retina, are not universal, and can be sub-
ject to physical damage (dry skin, scars, loss of voice, etc.).
In fact, it is estimated that 2–3% of the population is miss-
ing the feature that is required for the authentication, or that
the provided biometric sample is of poor quality. Further-
more, these systems are subject to attacks such as presenting
a registered deceased person, dismembered body part or in-
troduction of fake biometric samples.

Since every living and functional person has a record-
able EEG signal, the EEG feature is universal. Moreover, brain
damage is something that rarely occurs. Finally, it is very hard
to fake an EEG signature or to attack an EEG biometric sys-
tem.

The EEG is the electrical signal generated by the brain
and recorded in the scalp of the subject. These signals are
spontaneous because there are always currents in the scalp
of living subjects. In other words, the brain is never at rest.
Because everybody has different brain configurations (it is
estimated that a human brain contains 1011 neurons and
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1015 synapses), spontaneous EEG between subjects should be
different; therefore a high intersubject variability is expected
[11].

As it will be demonstrated with the results of our re-
search, EEG presents a low intrasubject variability in the
recording conditions that we defined: during one minute the
subject should be relax and with his eyes closed. Further-
more, the system presented herein attains the improvement
of the classification performance by combining a feature fu-
sion with a classification fusion strategy. This kind of mul-
tistage fusion architecture has been presented in [22] as an
advancement for biometry systems.

This paper describes a ready-to-use authentication bio-
metric system based on EEG. This constitutes the first dif-
ference with already presented works [4, 5, 7–9]. The system
presented herein undertakes subject authentication, whereas
a biometric identification has been the target of those works.
Moreover, they present some results on the employment of
EEG as person identification cue [4, 5, 7–9], what herein be-
comes a stand-alone system.

A reduced number of electrodes have been already used
in past works [4, 5, 7–9] in order to improve the system un-
obtrusiveness. This fact has been mimed in our system. There
is however a differential trait. The two forehead electrodes are
used in our system, while in other papers other electrodes
configurations are used, for example, [5] uses electrode P4.
Our long-term goal is the integration of the biometric system
with the ENOBIO wireless sensory unit [23, 24]. ENOBIO
uses dry electrodes, avoiding the usage of conductive gel and
therefore improving the user friendliness. For achieving this
goal employing electrodes in no hair areas becomes manda-
tory, a condition our system fulfils.

Lastly, performance evaluation is worth mentioning. Al-
though we present an authentication system, we have con-
ducted some identification experiments for the sake of com-
parison with already presented works [4, 5, 7–9]. The sys-
tem presented herein shows a better performance by a larger
number of test subjects. This question is further analyzed.

In the following sections, the used authentication
methodology will be presented. Section 2 presents the EEG
recording protocol and the data preprocessing. Section 3
deals with the features extracted from the EEG sig-
nal. Section 4 describes the authentication methodology,
Section 5 the results; and finally conclusions are drawn in
Section 6.

2. EEG RECORDING AND PREPROCESSING

For this study, an EEG database recorded at FORENAP,
France, has been used. The database is composed of record-
ings of 51 subjects with 4 takes recorded on different days,
and 36 subjects with only one take. All subjects were healthy
adults between 20 and 45 years. The delay between the 1st
and the 4th recording is 34 ± 74 days, whereby the medium-
term stability of the system will be tested. The recording con-
ditions were the same for all subjects: they were seated on an
armchair in a dark room, with closed eyes and were asked
neither to talk nor to move, and to relax. The recording du-
ration was between 2 and 4 minutes. Only the 2 forehead

electrodes (FP1 and FP2) were used for authentication; and
an additional electrode that was placed in the left ear lobe
was used as reference. The decision of using the frontal elec-
trodes is due to projective integration with the ENOBIO sys-
tem, which was presented in the former section. Indeed, the
forehead is the most comfortable place where EEG can be
measured.

The sampling rate for data acquisition was 256 Hz. A
second-order pass band filter with cut frequencies 0.5 and
70 Hz was applied as the first preprocessing stage. A narrow
notch filter at 50 Hz was additionally applied.

Once the filters were applied, the whole signal was cut
in 4-second epochs. Artefacts were kept, in order to ensure
that only one minute of EEG data will be used for testing the
system.

3. FEATURES EXTRACTION

Among a large initial set of features (Higuchi fractal dimen-
sion, entropy, skewness, kurtosis, standard deviation, etc.),
the five ones that show a higher discriminative power in the
conducted preliminary works were used. These five different
features were extracted from each 4-second epoch. These fea-
ture vectors are the ones that we will input in our classifiers.

We can distinguish between two major types of features:
those extracted from a single channel (single channel fea-
tures) and those that relate two different channels (the syn-
chronicity features).

Autoregression (AR) and Fourier transform (FT) are ex-
amples of single channel features. They are calculated for
each channel without taking into account the other one.
These features have been used for EEG biometry in previous
studies [1–10].

Mutual information (MI), coherence (CO), and cross-
correlation (CC) are examples of two-channel features re-
lated to synchronicity [19–21]. They represent some joined
characteristic of the two channels involved in the computa-
tion. This type of features is used for the first time in an EEG
biometry system.

All the mentioned features are simultaneously computed
in the biometry system presented herein. This is what we de-
note as the multifeature set. This set will be fused in subse-
quent stages of the system. The features are described in more
detail in the following subsections.

3.1. Autoregression

The EEG signal for each channel is assumed to be the out-
put of an autoregressive system driven by white noise. We use
the Yule-Walker method, also known as the autocorrelation
method, to fit a pth-order AR model to the windowed input
signal, X(t), by minimizing the forward prediction error in a
least-square sense. This formulation leads to the Yule-Walker
equations, which are solved by the Levinson-Durbin recur-
sion. The AR model is represented by

X(t) =
p∑

i=1

a(i)X(t − i) + e(t). (1)
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In this model, the time series are estimated by a linear dif-
ference equation in the time domain, where a current sample
of the signal X(t) is a linear function of p previous samples
plus an independent and identically distributed (i.i.d) white
noise input e(t). The average variance estimate of e(t) is 0.75
computed for all the subjects. a(i) are the autoregression co-
efficients. Preliminary results have shown the convenience of
using an AR model with order 100.

3.1.1. Fourier transform

The well-known discrete Fourier transform (DFT), with ex-
pression

X(k) =
N∑

j=1

x( j)w
( j−1)(k−1)
N , (2)

where

wN = e(−2πi)/N (3)

is the Nth root of unity, is used herein to compute the DFT
of each epoch. In our case, N is equal to 1024 (256 Hz∗4 sec-
onds). We retain thence the frequency band from 1 to 40 Hz
so that all EEG bands of interest are included: delta, theta,
alpha, beta, and gamma.

3.1.2. Mutual information

In probability theory and information theory, the mutual in-
formation (MI), also known as transinformation [12, 21], of
two random variables, is a quantity that measures the mutual
dependence of the two variables. The most common unit of
measurement of MI is the bit, when logarithms of base 2 are
used in its computation. We tried different numbers of bits
for coding the signal, choosing 4 as the optimal value for our
classification purposes.

The MI has been defined as the difference between the
sum of the entropies within two channels’ time series and
their mutual entropy.

3.1.3. Coherence

The purpose of the coherence measure is to uncover the
correlation between two time series at different frequencies
[19, 20]. The magnitude of the squared coherence estimate,
which is a frequency function with values ranging from 0 to
1, quantizes how well x corresponds to y at each frequency.

The coherence Cxy(f ) is a function of the power spectral
density (Pxx and Pyy) of x and y and the cross-power spectral
density (Pxy) of x and y, as defined in the following expres-
sion:

Cxy( f ) =
∣∣Pxy( f )

∣∣2

Pxx( f )Pyy( f )
. (4)

In this case, the feature is represented by the set of points
of the coherence function.

3.1.4. Cross-correlation

The well-known cross-correlation (CC) is a measure of the
similarity of two signals, commonly used to find occurrences
of a known signal in an unknown one. It is a function of the
relative delay between the signals; it is sometimes called the
sliding dot product, and has applications in pattern recogni-
tion and cryptanalysis.

We calculate three CCs for the two input signals:

(i) Ch1 with itself: ρX,
(ii) Ch2 with itself: ρY,

(iii) Ch1 with Ch2: ρXY.

The correlation ρXY between two random variables x
and y with expected values μX and μY and standard devia-
tions σX and σY is defined as

ρX ,Y =
cov(X ,Y)
σXσY

= E
((
X − μX

)(
Y − μY

))

σXσY
, (5)

where

(i) E() is the expectation operator,
(ii) cov() is the covariance operator.

In this case, the features are represented by each point
of the three calculated cross-correlations. This feature is re-
ferred to as CC in the following section.

4. AUTHENTICATION METHODOLOGY

The work presented herein is based on the classical Fisher’s
discriminant analysis (DA). DA seeks a number of projec-
tion directions that are efficient for discrimination, that is,
separation in classes.

It is an exploratory method of data evaluation performed
as a two-stage process. First the total variance/covariance ma-
trix for all variables, and the intraclass variance/covariance
matrix are taken into account in the procedure. A projec-
tion matrix is computed that minimizes the variance within
classes while maximizing the variance between these classes.
Formally, we seek to maximize the following expression:

J(W) =
∣∣WtSBW

∣∣
∣∣WtSWW

∣∣ , (6)

where

(i) W is the projection matrix,
(ii) SB is between-classes scatter matrix,

(iii) SW is within-class scatter matrix.

For an n-class problem, the DA involves n − 1 dis-
criminant functions (DFs). Thus a projection from a d-
dimensional space, where d is the length of the feature vec-
tor to be classified, into an (n− 1)-dimensional space, where
d ≥ n, is achieved. In our algorithm, we work with 4 different
DFs:

(i) linear: fits a multivariate normal density to each group,
with a pooled estimate of the covariance;

(ii) diagonal linear: same as “linear,” except that the co-
variance matrices are assumed to be diagonal;
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(iii) quadratic: fits a multivariate normal density with co-
variance estimates stratified by group;

(iv) diagonal quadratic: same as “quadratic,” except that
the covariance matrices are assumed to be diagonal.

The interested reader can find more information about
DA in [13].

Taking into account the 4 DFs, the 2 channels, the 2 single
channel features, and 3 synchronicity features, we have a total
of 28 different classifiers. Here, we mean by classifier, each of
the 28 possible combinations of feature, DF, and channel.

We use an approach that we denote as “personal classi-
fier,” which is explained herein, for the identity authentica-
tion case: the 5 best classifiers, that is, the ones with more
discriminative power, are used for each subject. When a test
subject claims to be, for example, subject 1, the 5 best clas-
sifiers for subject 1 are used to do the classification. In order
to select the 5 best classifiers for the 51 subjects with 4 EEG
takes, we proceed as follows. We use the 3 firsts takes of the
51 subjects for training each classifier, and the 4th take of
a given subject is used for testing it. We repeat this process
making all possible combinations (using one take for testing
and the others for training). Each time we do this process, we
obtain a classification rate (CR): number of feature vectors
correctly classified over the total number of feature vectors.
The total number of feature vectors is around 45, depending
on the duration of the take. Once this process is repeated for
all 28 classifiers, we compute a score measure on them, which
can be defined as

score = average(CR)
standard deviation(CR)

. (7)

The 5 classifiers with higher scores out of the 28 possible
classifiers are the selected ones. We repeat this process for the
51 subjects.

Once we have the 5 best classifiers for all 51 subjects, we
can then implement and test our final application. We now
proceed in a similar way, but we only use in each test the
first or the second minute of a given take, that is, we input in
each one of the 5 best classifiers 15 feature vectors. Each clas-
sifier outputs a posterior matrix (Table 1). In order to fuse
the results of the 5 classifiers, we vertically concatenate the
5 obtained posterior matrices and take the column average.
The resulting vector is the one we will use to take the authen-
tication decision (in fact it is a probability density function
(PDF); see Figures 1(a) and 1(b), where the 1st element is
the probability that the single minute test data comes from
subject 1 and the 2nd element is the probability that the sin-
gle minute test data comes from subject 2, and so forth.

The last step in our algorithm takes into consideration
a decision rule over the averaged PDF. We use two differ-
ent thresholds. The first one is applied on the probability of
the claimed subject. The second threshold is applied on the
signal-to-noise ratio (SNR) of the PDF, which we define as

SNRi =
P2
(
xi / xi ∈ Ci

)
∑

j�=iP2
(
xj / xj ∈ Cj

) , (8)

where P(xi / xi ∈ Ci) is the probability that the single minute
test data comes from.

5. RESULTS

In the first part of this section, we provide the results for our
authentication system. Then, for the sake of comparison with
related works, which only deal with identification, we also
provide the results of a simplified version of the “personal
classifier” approach. This approach works as an identification
system, that is, the claimed identity of the user is not taken
into consideration as an input.

5.1. Authentication system results

Three different tests have been undertaken on our EEG-
based biometric system in order to evaluate its classification
performance:

(i) legal test: a subject belonging to thedatabase claims his
real identity,

(ii) impostor test: a subject belonging to thedatabase
claims the identity of another subject belonging to the
database,

(iii) intruder test: a subject who does not belong to the
database claims the identity of a subject belonging to
the database.

We have used the data of the 51 subjects with 4 takes
in the database for the legal and the impostor tests. For the
intruder test, the 36 subjects with 1 take have been applied
to the system. An easy way to visually represent the sys-
tem performance is the classification matrices (Figures 2(a)
and 2(b)). These are defined by entries ci j , which denote the
number of test feature vectors from subject i classified as sub-
ject j.

Taking into account that we have 4 test takes, and that
we use both the first and the second minutes for testing, we
have 4∗2∗51 = 408 legal situation trials (Nleg). In the case
of the impostor situation, we have also 4 takes, we also use
the first and the second minutes of each take, we have 51 im-
postors that are claimed to be the other 50 subjects from the
database. Therefore, we have 4∗2∗51∗50 = 20,400 impos-
tor situation trials (Nimp). For the intruder situation, we have
1 test take from which we only use the first minute, so we
have 1∗1∗36∗51 = 1,836 intruder situation trials (Nint). We
use the true acceptance rate (TAR) and the false acceptance
rate (FAR) as performance measures of our system. They are
defined for each individual subject in each trial situation as
following:

TARi = cii
∑ N

j=1
ci j

,

FARi =
∑ N

j=1
cji

∑ N

j=1

∑ N

k=1
cjk

∀ j�=i,
(9)

where ci j denote the classification matrix entries as defined
in the previous section, N the number of subjects for each
trial situation, either legal/impostor (N = 51) or intruders
(N = 36). It is worth mentioning that for this second case, no
TARi can be defined.
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Table 1: Posterior matrix of the 15 FT feature vectors extracted from one minute EEG recording of subject 1. Each row represents the
probabilities assigned to each class for each feature vector. We see that the subject is well classified as being subject 1 (refer to the last row).
Notice that this posterior matrix represents a 9-class problem and our work is done for a 51 class problem.

Classified as Subject 1 Subject 2 Subject 3 Subject 4 Subject 5 Subject 6 Subject 7 Subject 8 Subject 9

Test 1 0.46 0.28 0 0 0.23 0 0 0 0

Test 2 0.40 0.24 0 0 0.11 0 0 0 0.23

Test 3 0.99 0 0 0 0 0 0 0 0

Test 4 0.99 0 0 0 0 0 0 0 0

Test 5 0.99 0 0 0 0 0 0 0 0

Test 6 0.91 0.01 0.04 0 0 0 0 0.04 0

Test 7 0.99 0 0 0 0 0 0 0 0

Test 8 0.99 0.01 0 0 0 0 0 0 0

Test 9 0.96 0 0.02 0 0 0 0 0 0

Test 10 0.99 0 0 0 0 0 0 0 0

Test 11 0.16 0.04 0 0 0 0 0.25 0 0.53

Test 12 0.53 0.35 0 0 0 0 0 0 0.11

Test 13 0.92 0.07 0 0 0 0 0 0 0.01

Test 14 0.99 0 0 0 0 0 0 0 0

Test 15 1 0 0 0 0 0 0 0 0

Average 0.81 0.07 0.01 0 0.03 0 0.02 0 0.06
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Figure 1: PDF for normal situation for subject 10 (a) and for intruder situation (b). In (a), notice that if a probability threshold is set to
0.15, subject 10 will be authenticate only if he claims to be subject 10. In (a), the intruder would not be authenticated in any case.

The general system TAR is computed as the average over
all subjects:

TAR = 1
N

N∑

i=1

TARi. (10)

The general FAR can be computed in an analogous man-
ner for the two different groups of impostors (N = 51) and
intruders (N= 36).

As it can be observed, we get two different FAR measures
for the impostor and the intruder cases. These two measures

are weighted averaged in order to obtain a unique FAR mea-
sure as follows:

FAR = Nimp

Nimp +Nint
FARimp +

Nint

Nimp +Nint
FARint, (11)

where FARimp is the average of FARi over the 51 impostors,
FARint is the average of FARi over the 36 intruder

We finally obtain an equal error rate (EER) measure
that equals 3.4%. This value is achieved for a probability
threshold equal to 0.02 and an SNR threshold equal to 2.36.
In Figure 3, we can see the behavior of TAR and FAR for
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Figure 2: Classification matrices. The subjects in the x axes claim to be all the subjects from the database. In (a), we see that the diagonal
is almost full. These are the cases where a subject truthfully claims to be himself. The off-diagonal elements represent the impostor cases.
Note that we are showing the results of the 8 possible test trials together. In (b), the intruder cases are shown. Only one trial was made per
intruder.
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Figure 3: Behavior of TAR and FAR for a fixed probability threshold
of 0.02 and modifying the SNR threshold for the “authentication
mode.” The intersection of the two curves is the EER.

different SNR thresholds (with probablitiy thresholds fixed
to 0.02).

Depending on the security level, different thresholds can
be applied in order to make the system more inaccessible for
intruders, but this would also increase the number of legal
subjects that are not authenticated as shown in Figure 3.

5.2. Comparison in an identification task

It is easy to slightly modify the described system to work in
an identification mode. Indeed, this “identification mode” is
a simplification of the authentication one. Rather than using
personalized classifiers for each subject, what we do now is to
use the same 16 classifiers for all the subjects. Those classifiers
are the ones that have more discriminative power among all
subjects. They are given in the Table 2.

It is worth pointing out that a trivial classifier would yield
a CR equal to 0.0196 (i.e., 1/number of classes, which in our
case is 51). Moreover, the results obtained after fusing the dif-
ferent classifiers significantly improve the performance of the
identification system as depicted in Figure 4. This improve-
ment of performance is also achieved in the “authentication
mode.”

Figure 4 shows the behavior of the TAR and FAR for our
system in “identification mode.” We can see that 3 different
operating points are marked. Those are the values we will use
for the comparison.

Table 2 shows several results from other works along with
the results of our current work, in 3 different operating
points.

6. DISCUSSION AND CONCLUSIONS

An authentication biometric system based on EEG, using 2
frontal electrodes plus 1 reference placed at the left ear lobe,
is described in this paper. The tested subject has to sit, close
her eyes, and relax during one minute of EEG recording. The
only inputs to the system are the one-minute EEG recording
and the claimed identity of the subject. The output is a binary
decision: authenticated or not. This authentication system
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Table 2: Classification rate for the sixteen best classifiers used for all subjects in the “identification mode.”

Feat D.Fun Ch CR Feat D.Fun Ch CR

ff lin 2 0.42 ar lin 2 0.34

ff lin 1 0.41 ar lin 1 0.29

ff quad 1 0.40 cc lin — 0.31

ff quad 2 0.39 co lin — 0.24

ff diaglin 2 0.36 mi lin — 0.24

ff diagquad 2 0.36 cc quad — 0.23

ff diaglin 1 0.35 co quad — 0.21

ff diagquad 1 0.35 mi quad — 0.19

Table 3: EEG identification results extracted from literature and from our present work.

Study No. of subjects No. of leads Performance (classifica-
tion rate)

TAR FAR

Poulos et al. (1999) [7] 4 (+75 intruders) 2 95% 65% 16.9%

Poulos et al. (2001) [8] 4 (+75 intruders) 2 80–100% 92.9% 13.6%

Poulos et al. (2002) [9] 4 (+75 intruders) 2 76–88% 79% 19.8%

Paranjape et al. (2001) [5] 40 2 79–85% -not available- -not available-

Mohammadi et al. (2006) [4] 10 2 or 3 80–97% single channel
85–100% multi channel

-not available- -not available-

Present paper (op1) 51 (+36 intruders) 3 98.1% 99% 14.3%

Present paper (op2) 51 (+36 intruders) 3 95.1% 94.5% 5.5%(EER)

Present paper (op3) 51 (+36 intruders) 3 87.5% 88.7% 2%
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Figure 4: Behavior of TAR and FAR for a fixed probability thresh-
old of 0.02 and modifying the SNR threshold for the “identification
mode.” The intersection of the two curves is the EER. Three operat-
ing points (up) have been chosen at different SNR thresholds (0.75,
1.4, and 2.4)

demonstrates to outperform the same system in “identifica-
tion mode” (EER = 3.4% versus EER = 5.5%). The “identi-
fication mode” is adopted only to compare with precedent
studies [4, 5, 7–9], since they deal only with identification.

The results of our system in “identification mode” outper-
form precedent works even though a larger database has been
used to test our system. Intruders have also been used to test
the intruder detection.

We consider that the more innovative point in this study
is the use of several features and the way they are personalized
and fused for each subject. We focus on extracting the maxi-
mum possible information from the test takes, taking care of
the unobtrusiveness of the system: with only one minute of
recording, using only the two forehead channels, we obtain
28 different classifiers, from which the 5 ones with more dis-
criminative power for each subject are selected. In order to
have an even more reliable system, a multimodal approach
would probably increase the performance considerably. We
are investigating the possibility of applying an electrocardio-
gram (ECG)-based biometry simultaneously to the EEG [14–
18]. Combining EEG and ECG biometric modalities seems
to be very promising and will be discussed in a follow-up
paper.

Another possible application that we are researching is
whether the emotional state (stress, sleepiness, alcohol, or
drug intake) can be extracted from EEG and ECG. In this
case, besides the authentication of the subject, we could un-
dertake his initial state validation. This would be a very in-
teresting application for workers of critical or dangerous en-
vironments.

Finally, the usage of less than one minute of EEG data
recording is being studied in order to make the system less
obtrusive. This condition will be improved as well with the
ENOBIO sensory integration.
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1. INTRODUCTION

Instead of traditional security features such as identifica-
tion tokens, passwords, or personal identification numbers
(PINs), biometric systems have been widely used in various
kinds of applications. Among these biometric systems, iris
recognition has been shown to be a highly accurate method
of identifying people by using the unique patterns of the hu-
man iris [1].

Some recent additions to mobile phones have included
traffic cards, mobile banking applications, and so forth. This
means that it is becoming increasingly important to protect
the security of personal information on mobile phones. In
this sense, fingerprint recognition phones are already being
manufactured. Other recent additions to these phones have
been megapixel cameras. Our final goal is to develop an iris
recognition system that uses only these built-in cameras and
iris recognition software without requiring any additional
hardware components such as DSP chips.

In addition to other factors such as image quality, illumi-
nation variation, angle of capture, and eyelid/eyelash obfus-
cation, the size of the iris region must be considered to ensure
good authentication performance. This is because “the im-

age scale should be such that irises with diameters will show
at least 100 pixels diameter in the digital image to meet the
recommended minimum quality level” [2]. In the past, it was
necessary to use large zoom and focus lens cameras to cap-
ture images, so large iris images could not be obtained with
small cheap mobile phones. However, a megapixel camera
can make it possible to capture magnified iris images with
no need for large zoom and focus cameras.

Even when facial images are captured relatively far away
(30∼ 40cm), the captured regions possess sufficient pixel
information for iris recognition. In addition, the camera-
viewing angle is larger than in conventional iris cameras and
the depth of field (DOF), in which focused iris images can
be captured is larger, consequently. With captured facial im-
ages, eye regions must be detected for iris recognition. So,
in this paper we propose a new iris detection method based
on corneal specular reflections (SRs). However, for users with
glasses, there may be many noncorneal SRs on the glasses and
it can be very difficult to detect genuine SRs on the cornea. To
overcome these problems, we also propose a successive on/off
dual illuminator scheme.

Existing eye detection methods can be classified into two
categories. Methods in the first category detect eyes based on
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the unique intensity distribution or the shape of the eyes un-
der visual light [3–9]. Methods in the second category exploit
the spectral properties of pupils under near IR illumination
[10–12].

All the research discussed in [3–6] used a deformable
template method to locate the human eye. The method dis-
cussed in [7] used multicues for detecting rough eye regions
from facial images and performed a thresholding process.
Rowley et al. [8] developed a neural network-based upright
frontal facial feature (including the eye region) detection sys-
tem. The face detection method proposed by Viola and Jones
[9] used a set of simple features, known as an “integral im-
age.” Through the AdaBoost learning algorithm, these fea-
tures were simply and efficiently classified and then a cascade
of classifiers was constructed [13, 14].

In the method discussed in [10], eye detection was ac-
complished by simultaneously utilizing the bright/dark pupil
effect under IR illumination and the eye appearance pattern
under ambient illumination via the support vector machine
(SVM). Ebisawa and Satoh. [11] generated bright/dark pupil
images based on a differential lighting scheme that used two
IR light sources (an on/off camera axis). However, it is diffi-
cult to use this method for mobile applications because the
power of the light source must be very strong to produce a
bright/dark pupil image (this increases the power consump-
tion of mobile phones and reduces battery life). Also, large
SRs can hide entire eye regions for users with glasses.

Suzaki [12] detected eye regions and checked the qual-
ity of eye images by using specular reflections for racehorse
and human identification. However, the magnified eye im-
ages were captured close to the object in an illuminator-
controlled harness place. This led to small noncorneal SR re-
gions in the input image. Also, these researchers did not con-
sider users with glasses. In addition, they only used heuristic
experiments to determine and threshold the size and pixel
intensity value of the SR in the image. In [15], the activa-
tion/deactivation illuminator scheme was proposed to detect
eye regions based on corneal SRs. However, because these re-
searchers used a single illuminator, detection accuracy was
degraded when there were many noncorneal SRs on the sur-
face of glasses. In addition, because eye regions were deter-
mined only based on detected SRs, there were many false ac-
ceptance cases, which meant that noneye regions were falsely
regarded as eye regions. Also, only the iris detection accuracy
and processing times were shown. In [16], the researchers
also used the on/off illuminator scheme, but it was used for
detecting rough eye positions for face recognition.

In [17], the researchers proposed a method for selecting
good quality iris images from a sequence based on the po-
sition and quality of the SR relative to the pupil. However,
they did not solve the problem of detecting corneal SRs when
there were many noncorneal SRs when users wore glasses. In
addition, they did not show the theoretical size and bright-
ness of corneal SRs.

To overcome these problems, we propose a rapid iris de-
tection method for use in mobile phones and based on SRs.
To determine the size and pixel intensity values of the SRs in
the image, theoretically, we considered the eye model and the
camera, the eye, and the illuminator geometry. In addition,

we used a successive on/off dual illuminator to detect gen-
uine SRs (in the pupil region) for users with glasses. Also, we
excluded the floating-point operation to reduce processing
time, since the ARM CPU used in mobile phones does not
have floating-point coprocessors.

2. PROPOSED IRIS DETECTION ALGORITHM

2.1. Overview of the proposed method and the
illuminator on/off scheme

An overview of the proposed method is shown in Figure 1
[16]. First, the user initiates the iris recognition process by
clicking the “start” button of a mobile phone. Then, the cam-
era microcontroller alternatively turns on and off the dual
(left and right) infra-red (IR) illuminators. When only the
right IR illuminator is turned on, two facial images (Frame
#1, #2) are captured, as shown in Figure 2. And then, an-
other one (Frame #3) is captured when both illuminators are
turned off. After that, two additional facial images (Frame
#4, #5) are captured again when only the left IR illuminator
is turned on. So, we obtained five successive images as shown
in Figures 1(1) and 2. This scheme was iterated successively
as shown in Figure 2. When Frames #1–#5 did not meet our
predetermined threshold for motion and optical blurring (as
shown in Figure 1(2), (3)), another five images (Frame #6–
#10) were used (Figure 1(4)).

The size of the original captured image was 2048∗1536
pixels. To reduce processing time, image was 2048∗1536 pix-
els. To reduce processing time, we used the eye region in a
predetermined area of the input image. Because we attached
a cold mirror (to pass the IR light through and reflect the
visible light) in front of the camera lens and the eye-aligning
region was indicated on the mirror as shown in Figure 5, the
user was able to align his or her eye with the camera. So, the
eye existed in the restricted region of any given captured im-
age. This kind of eye-aligning scheme has been adopted by
conventional iris recognition cameras such as the LG IrisAc-
cess 3000 or the Panasonic BM-ET300. By using the eye-
aligning region in the cold mirror, we were able to determine
that eye regions existed in the area of (0,566)∼ (2048,1046)
in the input image. So, it was not necessary to process the
whole input image (2048 × 1536 pixels) and we are able to
reduce processing time. For this, the captured eye region im-
ages (2048 × 480 pixels ((0,566)∼ (2048,1046))) were 1/6
down-sampled (341 × 80 pixels image) and we checked the
amount of motion blurring in the input image as shown in
Figure 1(2).

In general, the motion blur amount (MBA) can be cal-
culated by the difference image between two illuminator-on
images. If the calculated MBA was greater than the prede-
termined threshold (Th1 as shown in Figure 1) (we used
4 as a threshold), we determined that the input image was
too blurred to be recognized. After that, our system checked
the optical blurring amount (OBA) by checking the focus
values of the A2 and A4 images in Figure 2, as shown in
Figure 1(3). In general, focused images contain more high-
frequency components than defocused images [18]. We used
the focus checking method proposed by Kang and Park [19].
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Figure 1: Flowchart of the proposed method.
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Figure 2: The alternative on/off scheme of the dual IR-illuminators [16].

The calculated focus value was compared to the predeter-
mined threshold. If all the focus values of A2 and A4 were not
below the threshold (Th2 as shown in Figure 1) (we used 70
as the threshold), we regarded the input image as defocused
and captured five other images as shown in Figure 1(4), as
mentioned before.

Next, our system calculated the environmental light
amount (ELA) of the illuminator-off image (the average
gray level of A3 shown in Figure 2) to check whether outer
sunlight existed or not in the input image, as shown in
Figure 1(5). As shown in Figure 5, we attached a cold mir-
ror with an IR-Pass filter in front of the camera lens so that
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image brightness was not affected by visible light. In indoor
environments, the average gray level of the illuminator-off
image (A3) was very low (our experiments showed that it was
below 50 (Th3)).

However, sunlight includes a large amount of IR light
and in outdoor environments, the average gray level of the
illuminator-off image (A3) increases (more than 50 (Th3)).

The American Conference of Government Industrial Hy-
gienists (ACGIH) exposure limit for infrared radiation is
defined by the following equation. For exposures greater
than 1,000 seconds, irradiance must be limited to less than
10 mW/cm2 [20],

3000nm
Σ

770nm
Eλ•Δλ ≤ 1.8t−3/4 W/cm2, (1)

where λ represents the wavelength of incident light, Eλ rep-
resents the irradiance onto the eye in watts/cm2, and t rep-
resents the exposure time in seconds. In our iris recognition
system, the exposure time (t) was a maximum of five sec-
onds (time-out) for enrollment or recognition. We obtained
the maximum ACGIH exposure limits for infrared radiation
as 540 mW/cm2 based on (1). As shown in Section 2.2, the
Z-distance between the illuminator and the eye in our sys-
tem was 250–400 mm. Experimental results showed that the
infrared radiation power (0.44 mW/cm2) of our system was
much less than the limits (540 mW/cm2), so it met the safety
requirements.

2.2. Detecting corneal SRs by using the difference
image

After that, our system detected the corneal specular reflec-
tions in the input image. For indoor environments (ELA <
Th3 shown in Figure 1(6)), corneal SR detection was per-
formed using the difference image between A2 and A4 in
Figures 1(6) and 3. In general, large numbers of noncorneal
SRs (with similar gray levels to genuine SRs on the cornea)
occurred for users with glasses and that made it difficult
to detect genuine SRs on the cornea (inside the pupil re-
gion, as shown in Figure 3). So, we used a difference image
to detect the corneal SRs easily. That is because the genuine
corneal SRs had horizontal pair characteristics in the differ-
ence image as shown in Figure 3(c) and their interdistance in
the image was much smaller than that of other noncorneal
SRs on the surface of glasses. Also, the curvature radius of
the cornea was much smaller than that of glasses. How-
ever, in outdoor environments, SR detection was performed
using the difference image between ((A2−A3)/2+127) and
((A4−A3)/2+127), as shown in Figure 1(7).

In outdoor environments, the reason we used A2−A3
and A4−A3 was to get rid of the effect of sunlight. A3 was
only illuminated by sunlight. So, by obtaining the difference
image between A2 and A3 (or A4 and A3), we were able
to reduce the effect of sunlight. In detail, in outdoor envi-
ronments, sunlight increased the ELA. So, in addition to the
corneal SR, the brightness of other regions such as the sclera
and facial skin became so high (their brightness became sim-
ilar to that of the corneal SR) that it was very difficult to dis-

(a)

(b)

Imposter SRs on the glasses surface and frame

Genuine corneal SR (gray level is over 250)

Genuine corneal SR (gray level is below 4)

(c)

Figure 3: The captured eye images for users with glasses. (a) Eye
image with right illuminator on, (b) eye image with left illuminator
on, and (c) difference image between (a) and (b).

criminate those regions from the corneal SR only by using
the difference images of A2 and A4 like (6) of Figure 1.

In this case, because the effect of sunlight was included in
both A2 and A4, by subtracting the brightness of A3 (because
it was captured with the camera illuminator off, its bright-
ness was determined only by outer sunlight) from A2 and A4
(((A2−A3)/2+127) and ((A4−A3)/2+127)), we got rid of the
effect of sunlight in A2 and A4. Consequently, the brightness
of other regions such as sclera or facial skin regions became
much lower compared to that of the corneal SR and we were
easily able to discriminate the corneal SR from other regions.

Based on that, we used the following three pieces of in-
formation to detect the genuine SRs inside the pupil region.
First, the corneal SR is small and it can be estimated by
the camera, eye, and illuminator models (details are shown
in Section 3). Second, genuine corneal SRs have horizontal
pair characteristics in the difference image that are differ-
ent from other noncorneal SRs on the surface of glasses be-
cause they are made by left and right illuminators. Since we
knew the curvature radius of the cornea (7.8 mm) based on
Gullstrand’s eye model [21], the distance (50 mm) between
the left and right illuminators and the Z-distance was 250–
400 mm. Also, our iris camera had an operating range of
250–400 mm between the eye and the camera, and we were
able to estimate the pixel distance (on the X axis) between
the left and right genuine SRs in the image based on the per-
spective projection model [22].

Especially, because the curvature radius of the cornea is
much smaller than that of the surface of the glasses, the dis-
tance between the corneal left and right SRs is shorter than
that between the noncorneal ones in the image, as shown in
Figure 3. However, because there was a time difference be-
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tween the left and right SR images (as shown in Figure 2, the
time difference of A2 and A4 is 66 milliseconds) and there
was also hand vibration, there was also a vertical disparity of
the left and right SR positions. Experimental results showed
a maximum of ±22 pixels in the image (which corresponds
to the movement of 0.906 mm per 66 milliseconds as mea-
sured by the Polhemus FASTRAK [23]) and we used it as the
vertical margin of the left and right SR positions.

Third, because genuine SRs occur in the dark pupil
region (whose gray level is below 5) and its gray level
is higher than 251 (see Section 4), the difference value
(= (A2−A3)/2+127 in indoor environments) of the gen-
uine SR is higher than 250 or lower than 4. Also, us-
ing a similar method, we estimated the difference value
(= ((A2−A3)/2+127) − ((A4−A3)/2+127)) of the genuine
corneal SRs in outdoor environments. Based on that, we dis-
criminated the genuine SR from the noncorneal ones. From
the difference image, we obtained the accurate center posi-
tion of the genuine SRs based on the edge image obtained by
the 3× 3 Prewitt operator, component labeling, and circular
edge detection. Based on the detected position of the genuine
SR in the 1/6 down-sampled image, pupil, iris detection, and
iris recognition were performed in the original image (details
are shown in Sections 5 and 6).

3. ESTIMATING THE SIZE OF CORNEAL SPECULAR
REFLECTIONS IN IMAGES

3.1. Size estimation of SRs in focused images

In this section, we estimate the size of the genuine SRs on
the cornea based on eye, camera, and illuminator models as
shown in Figure 4 [15]. Previous researchers [12] have used
only heuristic experiments to determine and threshold the
size and pixel intensity values of the SRs in images. Also, in
this section, we discuss why the SRs are brighter than the re-
flection of the skin.

By using the Fresnel formula (ρ = (n1 − n2)/(n1 + n2),
where ρ is the reflection coefficient, n1 is the refractive in-
dex of the air (=1), and n2 is that of the cornea (=1.376) [21]
(or facial skin (=1.3) [24])), we obtained the reflection coeffi-
cients (ρ) of the cornea as about−0.158 (here, the reflectance
rate is 2.5 (= 100∗ρ2)) and the skin as about−0.13 (here, the
reflectance rate is 1.69). So, we discovered that the SRs are
brighter than the reflection of the skin.

We then tried to estimate the size of the SR in the im-
age. In general, the cornea is shaped like a convex mirror
and it can be modeled as shown in Figure 4 [25]. In Figure 4,
C is the center of the eyeball. The line that passes from the
cornea’s surface through C is the principal axis. The cornea
has a focal point F, located on the principal axis. According
to Gullstrand’s eye model [21] and the fact that C and F are
located on the opposite sides of the object, the radius of the
cornea (R) is −7.8 mm and the corneal focal length ( f1) is
−3.9 mm (because 2∗ f1 = R in the convex mirror). Based
on that information, we obtained the image position (b) of
the reflected illuminator by (1/ f1 = 1/a + 1/b). Here, a rep-
resents the distance between the cornea surface and the cam-
era illuminator. Because our iris camera in the mobile phone

had an operating range of 25–40 cm, we defined a as 250–
400 mm. From that, b was calculated as −3.84–3.86 mm and
we used −3.85 mm as the average value of b. From that cal-
culation, we obtained the image size of the reflected illumi-
nator (A′B′) (∵ A′B′/AB = b/a as shown in Figure 4) as
0.096–0.154 mm, because AB (the diameter of the camera
illuminator) was 10 mm. We then adopted the perspective
model between the eye and the camera and obtained the im-
age size (X) of the SR in the camera, as shown in Figure 4(a)
(a + |b| : A′B′ = f2 c: X, X is 1.4–3.7 pixels in the image).
Here, f2 (the camera focal length) was 17.4 mm and c (the
distance between the CCD cell) was 349 pixel/mm. f2 and c
were obtained by camera calibration [22]. Consequently, we
determined the size (diameter) of the SR as 1.4–3.7 pixels in
the focused input image and used that value as a threshold for
size filtering when detecting the genuine SR on the cornea.

However, in one case, the user tried to identify his iris by
holding the mobile phone, which led to image blurring. This
blurring by hand vibration occurs frequently and it increases
the image size of the SR (by optical and motion blurring).
When this happens, we also need to consider the blurring to
determine the image size of the SR.

The meaning to estimate the size of corneal SR is like this.
Based on Figure 4, we were able to estimate the size of the
corneal SR theoretically by not capturing actual eye images
including the corneal SR. Of course, by using heuristic meth-
ods, we were able to estimate the size of the corneal SR. But
for that, we had to obtain many images and analyze the size of
the corneal SR intensively. In addition, most conventional iris
cameras include the Z-distance measuring sensor with which
a of Figure 4 can be obtained automatically. In this way, the
size of the corneal SR can be estimated easily without requir-
ing intensive and heuristic analysis of many captured images.
The obtained size information can be used for size filtering in
order to detect the corneal SR among many noncorneal SRs.

In order to prove our theoretical model, we used 400 face
images captured from 100 persons (see Section 7). Among
them, we extracted the images which were identified by our
iris recognition algorithm (because the size (1.4–3.7 pixels)
of the SR denoted a focused image). Then, we measured the
size of the SR manually and found that the obtained size of
the SR was almost the same as that obtained theoretically.

Because the corneal SR was generated on the cornea mir-
ror surface as shown in Figure 4 and it was not reflected on
the surface of the glasses, the actual size of the SR did not
change irrespective of wearing glasses. Of course, many non-
corneal SRs occurred on the surface of the glasses. To prove
this, we analyzed the actual SR size with the images of glasses
among 400 face images and we found that the size of SR was
not changed when glasses were worn.

3.2. Optical blur modeling of SRs

In general, optical blurring can be modeled as (O(u, v) =
H(u, v)•I(u, v) + N(u, v), where O(u, v) represents the
Fourier transform of the blurred iris image caused by defo-
cusing, H(u, v) represents that of the degradation function
(2-D PSF), I(u, v) represents that ofthe clear (focused) im-
age, and N(u, v) represents that of noise [22]). In general,
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Figure 4: A corneal SR and the camera, illuminator, eye model [15]. (a) The camera, illuminator, and eye model, (b) a corneal SR in the
convex mirror.

N(u, v) is much smaller than other terms and can be ex-
cluded. Because the point spread function (PSF) (H(u, v)) of
optical blurring can be represented by the Gaussian function
[22], we used the Gaussian function for it.

To determine an accurate Gaussian model, we obtained
the SR images at a distance of 25∼ 40 cm (our operating
range) in the experiment. We then selected the best focused
SR image as I(u, v) and the least focused one as O(u, v). With
those images, we determined the mask size and variance of
the Gaussian function (H(u, v)) based on inverse filtering
[22]. From that, we determined that the maximum size (di-
ameter) of the SR was increased to 4.4∼ 6.7 pixels in the
blurred input image (1.4–3.7 pixels in the focused image).
We used those values as a threshold for size filtering when
detecting the genuine SR [15].

3.3. Motion blur modeling of SRs

In addition, we considered motion blurring of the SRs. In
general, motion blurring is related to the shutter time of the
camera lens. The longer the shutter time, the brighter the in-
put image, but the more severe the degree of motion blur-
ring. In these cases, the SRs are represented by ellipses instead
of circles. To reduce motion blurring, we could have reduced
the shutter time, but the input image was too dark to be used
for iris recognition. We could also have used a brighter illu-
minator, but this may have led to an increase of system costs.
Due to these reasons, we set our shutter time as 1/30 second
(33 milliseconds).

To measure the amount of motion blurring by a conven-
tional user, we used a 3D position tracker sensor (Polhemus
FASTRAK [23]). Experimental results showed that transla-
tions in the directions of the X ,Y , and Z axes were 0.453 mm
per 33 milliseconds. From that information, and based on the
perspective model between the eye and the camera as shown
in Figure 4(a), we estimated the ratio between the vertical
and horizontal diameters of the SR, the maximum length of

the major SR axis, that of the minor axis, and the maximum
SR diameter in the input image. We used those values as the
threshold for shape filtering when detecting the genuine SR.
Even if we used another kind of iris camera, we knew a, f2 c,
and AB as shown in Section 3.1 (as obtained by camera cali-
bration or the camera and illuminator specifications). So, we
obtained the above size and shape information of the SR ir-
respective of the kind of iris camera [15].

4. ESTIMATING THE INTENSITY OF CORNEAL
SPECULAR REFLECTIONS IN IMAGES

The Phong model identifies two kinds of light (ambient
light and point light) [26]. However, because we used a cold
mirror (IR pass filter) in front of the camera as shown in
Figure 5, we were able to exclude the effect of ambient light
when estimating the brightness of the SR. Although point
light has been reported to produce both diffuse elements and
SRs, only SRs can be considered in our modeling of corneal
SRs, as shown in (2),

L = Ip
[
Ks(V·R)n

]

d + d0
, (2)

where L is the reflected brightness of the SR, R is the reflected
direction of incident light, and V is the camera viewing di-
rection.Ks is the SR coefficient, as determined by the incident
angle and the characteristics of the surface material. Here, the
distance between the camera and the illuminator was much
smaller than the distance between the camera and the eye as
shown in Figure 4(a). Due to that, we supposed that the in-
cident angle was about 0 degrees. Also, the angle between V
and R was 0 degree (so, V·R = 1). From that, Ks was only
represented as the reflection coefficient (ρ) of the cornea as
about−0.158. This value was obtained in Section 3.1. Ip rep-
resents the power of incident light (camera illuminator) mea-
sured as 620 lux. d is the operating range (250–400 mm) and
d0 is the offset term (we used 5 mm) to ensure that the di-



Kang Ryoung Park et al. 7

Eye aligning area

Cold mirror (with IR pass filter)Dual illuminators

Figure 5: Mobile phone used for iris recognition.

vider did not become 0. n represents the constant value, as
determined by the characteristics of the surface. From that,
we obtained L (the SR reflected brightness on the cornea sur-
face) as 0.242–0.384 lux/mm. From (2) and (3), we obtained
the radiance L′ (0.0006–0.0015 lux/mm2) of the SR into the
camera:

L′ = L

d + d′0
, (3)

where d is the distance between the camera and the eye, and
d′0 is the offset term of 5 mm. We then obtained the image
irradiance E value of the SR [27]:

E = L′
(
π

4

)(
D

f

)2

cos4α, (4)

where f and D represent the camera focal length (17.4 mm)
and aperture of the lens (3.63 mm), respectively, [28]. α is the
angle between the optical axis and the ray from the center of
the SR to the center of the lens. Because the distance between
the optical axis and the SR is much smaller than the distance
between the camera and the eye as shown in Figure 4(a), we
supposed α was 0 degree. From that, we found that E was
2.05× 10−5 ∼ 5.12× 10−5 lux/mm2. Finally, we obtained the
image brightness of the corneal SR (B) [27]:

B = F(Etc) = (Etc)γ, (5)

where t is the camera shutter time, and c is the auto gain
control (AGC) factor. In general, γ can be assumed to be
1. In our camera specifications, t is 33 milliseconds and c is
3.71×105 mm2/Lux·milliseconds. From those values, we ob-
tained the minimum intensity of the corneal SR in the image
as 251 and used it as the threshold value to detect the corneal
SR. Even if we used another kind of iris camera, we obtained
the above camera and illuminator parameters by camera cal-
ibration or camera and illuminator specifications. Therefore,
we obtained the minimum intensity of the corneal SR in the
image irrespective of the kinds of iris camera hardware [15].

5. PUPIL AND IRIS DETECTION AND VERIFICATION
WITH THE ADABOOST CLASSIFIER

Based on the size, shape, and brightness of the SR obtained
from theoretical analysis in Sections 3 and 4, we were able to
detect the accurate SR position of the pupil in the difference
image by the method mentioned in Section 2.2. After that,

before detecting the pupil region based on the detected SR,
we verified the detected eye region by using the AdaBoost
algorithm [9]. That is because when there are large SRs on
the surface of glasses caused by left or right illuminators, it is
possible not to detect accurate SR positions in the pupil.

The original AdaBoost classifier used a boosted cascade
of simple classifiers with Haar-like features capable of detect-
ing faces in real time at both high detection rates and very low
false positive rates [13, 14]. In essence, the AdaBoost classifier
represents a sequential learning method based on a one-step
greedy strategy. It is reasonably expected that postglobal op-
timization processing will further improve AdaBoost perfor-
mance [13]. A cascade of classifiers is a decision tree where at
each stage a classifier is trained and formed to detect almost
all objects while rejecting a certain percentage of background
areas. Those image windows not rejected by a stage classifier
in the cascade sequence will be processed by the successful
stage classifiers [13]. The cascade architecture can dramati-
cally increase the speed of the detector by focusing attention
on promising regions. Each stage classifier was trained by the
AdaBoost algorithm [13, 29]. The idea of boosting refers to
selecting a set of weak learners to form a strong classifier [13].

We modified the original AdaBoost classifier for veri-
fication of detected eye regions by using corneal SRs. For
training, we used 200 face images captured from 70 per-
sons and in each image, we selected the eye and noneye re-
gions manually for classifier training. Because we applied
the AdaBoost classifier only to the detected eye candidate
region by using the SRs, it did not take much processing
time (less than 0.5 milliseconds when using a Pentium-IV
PC (3.2 Ghz)). Then, if the detected eye region was correctly
verified by the AdaBoost classifier, we defined the pupil can-
didate box as 160∗160 pixels based on the detected SR po-
sition. Here, the box size was determined by the human
eye model. The conventional size of the pupil was adjusted
from 2 mm to 8 mm depending on the level of extraneous
environmental light [30]. The magnification factor of our
camera was 19.3 pixels/mm. Consequently, we estimated the
pupil diameter from 39 to 154 pixels in the input image
(2048∗480 pixels). The size of the pupil candidate box was
determined to be 160∗160 pixels (in order to cover the pupil
at the maximum size).

Then, in the pupil candidate box, we applied circu-
lar edge detection to detect accurate pupil and iris regions
[1, 31]. To enhance processing speed, we used an integer-
based circular edge detection method, which excluded the
floating-point operation [32].

6. IRIS RECOGNITION

To isolate iris regions from eye images, we performed pupil
and iris detection based on the circular edge detection
method [31, 33]. For iris (or pupil) detection, the integro-
difference values between the inner and outer boundaries of
the iris (or pupil) were calculated in the input iris image with
the changing radius values and the different positions of the
iris (or pupil). The position and radius when the calculated
integro-difference value was the maximum were determined
as the detected iris or (pupil) position and radius.
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The upper and lower eyelids were also located by an eye-
lid detection mask and the parabolic eyelid detection method
[33–35]. Since the eyelid line was regarded as a discontinu-
ity area between the eyelid and iris regions, we first detected
the eyelid candidate points by using an eyelid detection mask
based on the first-order derivative. Because there were de-
tection errors in the located candidate points, the parabolic
Hough transform was applied to detect accurate positions of
the eyelid line.

Then, we determined the eyelash candidate region based
on the detected iris and pupil area and located the eyelash
region [33, 36]. The image focus was measured by the fo-
cus checking mask. Then, with the measured focus value of
the input iris image, an eyelash-checking mask based on the
first-order derivative was determined. If the image was de-
focused, a larger mask was used, and vice versa. The eye-
lash points were detected where the calculated value of the
eyelash-checking mask was maximum and this was based on
the continuous characteristics of the eyelash.

In circular edge detection, we did not use any threshold.
By finding the position and radius with which the difference
value was maximized, we were able to detect the boundaries
of the pupil and the iris.

For eyelid detection masking and parabolic eyelid de-
tection, we did not use any kind of threshold either. In the
predetermined searching area as determined by the localized
iris and pupil positions, the masking value of the eyelid de-
tection mask was calculated vertically and the position with
which the masking value was maximized was determined as
the eyelid candidate position. Based on these candidate po-
sitions, we performed the parabolic Hough transform which
had four control points: the curvature value of the parabola,
the X and Y positions of the parabola apex, and the rota-
tional angle of the parabola. In this case, because we detected
one parabola with which the maximum value of curve fitting
was obtained, we did not use any threshold. In order to re-
duce the processing time of the parabolic Hough transform,
we restricted the searching dimensions of four control points
by considering the conventional shape of the human eyelid.

For eyelash detection, because the eyelash points were de-
tected on the maximum position, we again did not use any
kind of user defined threshold.

After that, the detected circular iris region was normal-
ized into rectangular polar coordinates [1, 37, 38]. In gen-
eral, each iris image has variations in terms of the length of
the outer and inner boundaries. The reason for these varia-
tions is that there are size variations between people’s irises
(the diameter of any iris can range from about 10.7–13 mm).
Another reason is because the captured image size of any
given iris may change according to the zooming factor caused
by the Z-distance between the camera and the eye. Another
reason is due to the dilation and contraction of the pupil
(known as hippus movement).

In order to reduce these variations and obtain normal-
ized iris images, we adjusted the lengths of the inner and
outer iris boundaries to 256 pixels by stretching and lin-
ear interpolation. In conventional iris recognition, low, and
mid-frequency components are mainly used for authentica-
tion instead of high-frequency information [1, 37, 38]. Con-

sequently, linear interpolation did not degrade recognition
accuracy. Experimental results with the captured iris images
(400 images from 100 classes) showed that the accuracy of
iris recognition when using linear interpolation was the same
as when using bicubic interpolation and B-spline interpola-
tion. So, we used linear interpolation to reduce processing
time and system complexity.

Then, the normalized iris image was divided into 8 tracks
and 256 sectors [1, 37, 38]. In each track and sector, the
weighted mean of the gray level based on a 1D Gaussian ker-
nel was calculated vertically [1, 37, 38]. By using the weighted
mean of the gray level, we were able to reduce the effect
caused by the iris segmentation error and obtain a 1D iris
signal according to each track. We obtained eight 1D iris sig-
nals (256 pixels wide, resp., based on 256 sectors) from eight
tracks. Consequently, we obtained a normalized iris region
of 256 × 8 pixels, from 256 sectors and 8 tracks. Then, long
and short Gabor filters were applied to generate the iris phase
codes as shown in (6) [33],

G(x) = A·e−π[(x−x0)2/σ2]( cos
(
2π
[
u0
(
x − x0

)]))
, (6)

where A is the amplitude of the Gabor filter, and σ and u0 are
the kernel size and the frequency of the Gabor filter, respec-
tively, [33].

Here, the long Gabor filter had a long kernel and was
designed with a low frequency value. So, it passed a low-
frequency component of the iris textures. However, the short
Gabor filter passed a mid-frequency component with a short
kernel and a mid-frequency value for designing the Gabor
kernel.

The optimal parameters of each Gabor filter were deter-
mined to obtain the minimum equal error rate (EER) by test-
ing with test iris images. The EER is the error rate when the
false acceptance rate (FAR) is the same as that of the false
rejection rate (FRR). The FAR is the error rate of accepting
imposter users as genuine ones. The FRR is the error rate of
rejecting genuine users as imposters [33].

In terms of the long Gabor filter, the filter size was
25 pixels and the frequency (u0 of (6)) was 1/20. In terms of
the short Gabor filter, the filter size was 15 pixel and the fre-
quency (u0 of (6)) was 1/16. The calculated value of Gabor
filtering was checked to determine whether it had a positive
or negative value. If it had a positive value (including 0), the
calculated value of Gabor filtering was 1. If it had a negative
value, it was 0 [1, 37, 38]. This was called iris code quantiza-
tion and we used the iris phase information from that. The
Gabor filter was applied on every track and sector, and we
obtained an iris code of 2,048 bits (= 256 sectors ×8 tracks)
which had either a 1 or a 0 code. Consequently, 2,048 bits
were obtained from long Gabor filtering and another 2,048
bits were obtained from short Gabor filtering [33].

In this case, the iris code bits which were extracted from
the eyelid, eyelash, and SR occluded areas were regarded as
unreliable and were not used for code matching [33]. After
pupil, iris, eyelid, and eyelash detection, the noise regions
were depicted as unreliable pixels (255). With Gabor filter-
ing, even if one unreliable pixel was included in the range, the
extracted bit on that position was regarded as an unreliable
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code bit. Only when the number of reliable codes exceeded
the predetermined threshold (we used 1000 as the threshold
to obtain the highest iris authentication accuracy with the
iris database) they could be used as an enrolled template with
high confidence [33].

The extracted iris code bits of the recognition image were
compared with the enrolled template based on the hamming
distance (HD) [1, 37, 38]. The HD was calculated based on
the exclusive operation (XOR) between two code bits. So, if
they were the same, the XOR value was 0. If they were dif-
ferent, the value was 1. Consequently, it was highly probable
that the two iris codes of two genuine users would have both
been 0. Therefore, all the reliable code bits of the recognition
image were compared with those of the enrolled one based
on the HD. If the calculated HD exceeded the threshold (we
used 0.3), the user was accepted as genuine. If not, he or she
was rejected as an imposter.

7. EXPERIMENTAL RESULTS

Figure 5 shows the mobile phone that we used. It was a Sam-
sung SPH-S2300 with a 2048∗1536 pixel CCD sensor and a
3X optical zoom. To capture detailed iris patterns, we used
IR-illuminators and an IR pass filter [19]. In front of the
camera lens as shown in Figure 5, we attached a cold mir-
ror (with an IR pass filter), which allowed IR light to pass
through and reflect visible light. Also, we attached dual IR-
LED illuminators to detect genuine SRs easily (as mentioned
in Section 2.2).

In the first test, we measured the accuracy (hit ratio) of
our algorithm. Tests were performed on 400 face images cap-
tured from 100 persons (70 Asians, 30 Caucasians). These
face images were not used for AdaBoost training. The test
images consisted of the following four categories: images
with glasses and contact lenses (100 images); images with-
out glasses or contact lenses (100 images) in indoor environ-
ments (223 lux.); images with glasses and contact lenses (100
images); and images without glasses or contact lenses (100
images) in outdoor environments (1,394 lux.).

Experimental results showed that the pupil detection rate
was 99.5% (for images without glasses or contact lenses in
indoor and outdoor environments) and 99% (for images
with glasses or contact lenses in indoor and outdoor envi-
ronments). The iris detection rate was 99.5% (for images
without glasses or contact lenses in indoor and outdoor en-
vironments) and 98.9% (for images with glasses or contact
lenses in indoor and outdoor environments). The detection
rate was not degraded irrespective of conditions due to the il-
luminator mechanism as mentioned in Section 2.2. Though
performance was slightly lower for users with glasses, contact
lenses did not affect performance.

When we measured performance only using the Ad-
aBoost algorithm, the detection rate was almost 98%. But
there were also many false alarms (e.g., when noneye regions
such as eyebrows or frames of glasses were detected as cor-
rect eye regions). Experimental results with 400 face images
showed that the false alarm rate using only the AdaBoost
eye detector was almost 53%. So, to solve these problems,
we used both the information of the corneal SR and the Ad-

(a) (b)

Figure 6: Examples of captured iris images.

aBoost eye detector. These results showed that the correct eye
detection rate was more than 99% (as mentioned above) and
the false alarm rate was less than 0.2%.

Also, experimental results showed that the accuracies of
the detected pupil (iris) center and radius were measured by
the pixel RMS error between the detected and the manually-
picked ones. The RMS error of the detected pupil center was
about 2.24 pixels (1 pixel on the X axis and 2 pixels on the
Y axis, resp.). The RMS error of the pupil radius was about
1.9 pixels. Also, the results showed that the RMS error of the
detected iris center was about 2.83 pixels (2 pixels on the X
axis and 2 pixels on the Y axis, resp.). The RMS error of the
iris radius was about 2.47 pixels. All the above localization
accuracy figures were determined by manually assessing each
image.

In the second test, we checked the correct detection rate
of the pupil and the iris according to the size of the pupil
detection box (as mentioned in Section 5) and as shown in
Tables 1–4.

In the next experiments, we measured recognition accu-
racy with the captured iris images and detailed explanations
of the recognition algorithm are presented in Section 6. Re-
sults showed that the EER was 0.05% when using 400 images
(from 100 classes), which meant that the captured iris im-
ages could be used for iris recognition. Figure 6 and Table 5
show examples of the captured iris images and the FRR ac-
cording to the FAR. In this case, the FAR refers to the error
rate of accepting an imposter user as a genuine one, and the
FRR refers to the error rate of rejecting a genuine user as an
imposter. Here, an imposter means a user who did not enroll
a biometric template in the database [33].

Then, we applied our iris recognition algorithm (as men-
tioned in Section 6) to the CASIA database version 1 [39]
(using 756 iris images from 108 classes), the CASIA database
version 3 [39] (a total of 22,051 iris images from more than
700 subjects), the iris images captured by our handmade iris
camera based on the Quickcam Pro-4000 CCD camera [40]
(using 900 iris images from 50 classes [33]) and those by the
AlphaCam-I CMOS camera [41] (using 450 iris images from
25 classes [33]). Results showed that the iris authentication
accuracies (EER) of the CASIA version 1, the CASIA version
3, the iris images captured with the CCD camera, and the
iris images captured with the CMOS camera were 0.072%,
0.074%, 0.063%, and 0.065%, respectively. From that, it was
clear that the authentication accuracy with the iris images
captured by the mobile phone was superior and the captured
iris images on mobile phone were of sufficient quality to be
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Table 1: Correct pupil detection rate for images without glasses (unit: %).

The size of the pupil detection box

120∗120 pixels 140∗140 pixels 160∗160 pixels 180∗180 pixels

Correct detection rate
(hit ratio)

90 95 99.5 100

Table 2: Correct pupil detection rate for images with glasses or contact lenses (unit: %).

The size of the pupil detection box

120∗120 pixels 140∗140 pixels 160∗160 pixels 180∗180 pixels

Correct detection rate
(hit ratio)

87 94 99 100
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Figure 7: ROC curves for all datasets.

used for iris authentication. Figure 7 shows the ROC curves
for the datasets such as the iris images obtained by our mo-
bile phone camera, the CASIA version 1, the CASIA version
3, those by the Quickcam Pro-4000 CCD camera, and those
by the AlphaCam-I CMOS camera.

In order to evaluate the robustness of our method to
noise and show the degradation in the recognition accu-
racy as the amount of noise in the captured iris images
increased, we increased the Gaussian noise in the iris im-
ages captured by our mobile phone camera. To measure the

amount of inserted noise, we used the signal-to-noise rate
(SNR = 10 × log 10 (Ps/Pn)), where Ps represents the vari-
ance of the original image and Pn represents that of the noise
image.

Results showed that if the SNR exceeded 10 dB, there was
no iris segmentation error or recognition. If the SNR was be-
tween 5–10 dB, the RMS error of the detected pupil and iris
increased to 4.8% based on the original RMS error. However,
even in that case, the recognition error was not increased. If
the SNR was between 0 and 5 dB, the RMS error of the de-
tected pupil and iris increased to 6.2% based on the original
RMS error. However, again, the recognition error was not in-
creased.

That is because in conventional iris recognition, the low-
and mid-frequency components of iris texture are mainly
used for authentication instead of high-frequency informa-
tion, as mentioned before [1, 33, 37, 38]. Based on that, both
long and short Gabor filters were applied to generate iris
phase codes [33]. The long Gabor filter had a long kernel
and was designed with a low frequency value (it passed the
low-frequency component of the iris textures). Whereas, the
short Gabor filter passed the mid-frequency component with
a short kernel size and a mid-frequency value for designing
the Gabor kernel.

In the next test, we measured different processing times
with a mobile phone, a desktop PC, and a PDA. The mo-
bile phone (SPH-S2300) used a Qualcomm MSM6100 chip
(ARM926EJ-STM CPU (150 Mhz), 4 MB Memory) [28, 42].
To port our algorithm on the mobile phone, we used a wire-
less internet platform for interoperability (WIPI) 1.1 plat-
form [43] without an additional DSP chip. For the PDA,
we used an HP iPAQ hx4700 (with an Intel PXA270 CPU
(624 Mhz), 135 MB Memory, and a Pocket PC 2003 (WinCE
4.2) OS). The desktop PC was a Pentium-IV CPU (3.2 Ghz),
with 1 GB Memory and a Windows-XP OS.

Experimental results showed that the total process-
ing times for iris detection and recognition in the desk-
top PC, PDA, and mobile phone were 29.32, 107.7, and
524.93 milliseconds, respectively. In previous research, the
face detection algorithm proposed by Viola and Jones [44]
was also tested on mobile phones such as the Nokia 7650
(with a CPU clock of 104 MHz) and the Sony-Ericsson P900
(with a CPU clock of 156 MHz) with an input image of
344∗288 pixels. Results showed that processing time on each
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Table 3: Correct iris detection rate for images without glasses (unit: %).

The size of the pupil detection box

120∗120 pixels 140∗140 pixels 160∗160 pixels 180∗180 pixels

Correct detection rate
(hit ratio)

90 94 99.5 99.8

Table 4: Correct iris detection rate for images with glasses or contact lenses (unit: %).

The size of the pupil detection box

120∗120 pixels 140∗140 pixels 160∗160 pixels 180∗180 pixels

Correct detection rate
(hit ratio)

87 94.5 98.9 99.6

Table 5: FRR according to FAR (unit: %).

FAR FRR

1.0 0.0

0.1 0.0

0.01 0.31

0.001 1.59

EER 0.05

mobile phone was 210 milliseconds and 160 milliseconds, re-
spectively. Though these methods showed faster processing
speed, they only included a face detection procedure and did
not address recognition. In addition, they used an additional
DSP chip, which increased their total costs.

8. CONCLUSIONS

In this paper, we have proposed a real-time pupil and iris de-
tection method appropriate for mobile phones. This research
has presented the following three advantages over previous
works. First, for users with glasses, there may be many non-
corneal SRs on the surface of the glasses and it is very difficult
to detect genuine SRs on the cornea. To overcome these prob-
lems, we proposed the successive On/Off Scheme of the dual
illuminators. Second, to detect SRs robustly, we proposed a
theoretical way of estimating the size, shape, and brightness
of SRs based on eye, camera, and illuminator models. Third,
the detected eye (iris) regions by using the SRs were verified
again by using the AdaBoost eye detector.

Results with 400 face images captured from 100 persons
showed that the rate of correct iris detection was 99.5% (for
images without glasses) and 98.9% (for images with glasses
and contact lenses). Consequent accuracy of iris authentica-
tion with 400 images from 100 classes was 0.05% of the equal
error rate (EER) based on the detected iris image.

In future work, more field tests will be required. Also, to
reduce processing time in mobile phones, we plan to port our
algorithm into the ARM CPU of mobile phones. In addition,
we plan to restore optical and motion blurred iris images and
use them for recognition by not rejecting and recapturing
images. This may reduce total processing time and enhance
recognition accuracy.
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1. INTRODUCTION

Biometric identification systems become a real demand for
improving the security issues in different organizations.
Commonly used biometric features include face, fingerprint,
voice, facial thermogram, iris, retina, gait, palm print, hand
geometry, and so on [1, 2]. Among these features, retina
may provide higher level of security due to its inherent
robustness against imposture. On the other hand, retinal
pattern of each subject undergoes less modification during
life. In spite of these properties, retina has not been used
frequently in biometric systems mainly because of techno-
logical limitations in manufacturing low-cost scanners [3–
6]. This is the reason why few works have been published on
human identification using retinal images [7–10]. Nowadays,
with the progress in retinal scanner technology, relatively
low-cost retinal scanners are introduced to the market
[6, 11]. The first identification system using commercial
retina scanner called EyeDentification 7.5 was proposed by
EyeDentify Company in 1976 [6]. Retinal-based recognition
for personal identification has further desirable properties
such as uniqueness, stability, and noninvasiveness. The

features extracted from retina can identify even among
genetically identical twins [12]. Uniqueness of retina comes
from uniqueness of blood vessels pattern distribution at the
top of the retina.

Xu et al. [9] used the green grayscale retinal image and
obtained vector curve of blood vessel skeleton. Then, they
defined a set of feature vectors for each image including
feature points, directions, and scaling factor. In their method,
feature matching consists of finding affine transformation
parameters which relates the query and its best corre-
sponding enrolled image. The major drawback of this
algorithm is its computational cost, since a number of rigid
motion parameters should be computed for all possible
correspondences between the query and enrolled images in
the database. Xu et al. evaluated their algorithm on a database
including 200 images and obtained zero false recognition
against 38 false rejections. Ortega et al. [10] used a fuzzy
circular Hough transform to localize the optical disk in the
retinal image. Then, they defined feature vectors based on
the ridge endings and bifurcations from vessels obtained
from a crease model of the retinal vessels inside the optical
disk. For matching, they adopted a similar approach as in
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[9] to compute the parameters of a rigid transformation
between feature vectors which gives the highest matching
score. This algorithm is computationally more efficient with
respect to the algorithm presented in [9]. However, the
performance of the algorithm has been evaluated using a
very small database including only 14 subjects. Recently,
Tabatabaee et al. [8] presented an approach for human
identification using retinal images. They localized the optical
disk using Haar wavelet and active contour model and used
it for rotation compensation. Then, they used Fourier-Mellin
transform coefficients and complex moment magnitudes
of the rotated retinal image for feature definition. Finally,
they applied fuzzy C-means clustering for recognition and
evaluated their algorithm on a database including 108 images
of 27 different subjects.

In this paper, we present a new biometric identification
system based on retinal images. The system generates
rotation invariant features by using polar transformation and
multiscale analysis of retinal segmented images. For identifi-
cation, the system uses a modified correlation function for
computing similarity index measure. Experimental results
using our new identification system demonstrated its high
performance. Our retinal identification system is novel in
the following ways: (i) our recently introduced state-of-the-
art algorithm [13] is used for vessel detection; (ii) a new
multiscale code representing the blood vessel distribution
pattern around the optical disk is introduced and used
as feature vector; and (iii) a new similarity index called
modified correlation is defined for feature matching.

This paper is organized as follows. Section 2 will talk
about retinal technology. Section 3 provides an overview
of our new biometric identification system. In Section 4,
we describe our vessel segmentation algorithm. Sections
5 and 6 are devoted to feature generation and matching
modules, respectively. Evaluation results and discussion are
presented in Section 7. Finally, concluding remarks are given
in Section 8.

2. OVERVIEW OF RETINAL TECHNOLOGY

2.1. Anatomy of the retina

Figure 1 shows a side view of the eye.The retina is approx-
imately 0.5 mm thick and covers the inner side at the back
of the eye [8]. In the center of the retina is the optical nerve
or optical disk (OD), a circular to oval white area measuring
about 2×1.5 mm across (about 1/30 of retina diameter) [14].
Blood vessels are continuous patterns with little curvature,
branch from OD and have tree shape on the surface of retina
(Figure 2). The mean diameter of the vessels is about 250 μm
(1/40 of retina diameter) [14].

The retina is essentially a sensory tissue which consists of
multiple layers. The retina also consists of literally millions of
photoreceptors whose function is to gather the light rays that
are sent to it and transform that light into electrical impulses
which travel through the optic nerve into the brain, which
then converts these impulses into images.The two distinct
types of photoreceptors that exist within the retina are called
rods and cones. The cones (there are about 6 million cones)
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Figure 1: Eye anatomy [15].
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Figure 2: Retina images from four different subjects.

help us see the different colours, and the rods (there are about
125 million rods) help with night and peripheral vision.

2.2. How the retinal anatomy can be used to
identify people?

When talking about the eye, especially in terms of biometrics,
there is often confusion between the iris and the retina of the
eye, in that the two are similar. While the iris and the retina
can be grouped together into one broad category called “eye
biometrics,” the function of the two are completely different.
The iris is the colored region between the pupil and the
white region of the eye (also referred to as the sclera). The
primary role of the iris is to dilate and constrict the size of
the pupil. As shown in Figure 1, the iris is located in the
front of the eye, and the retina is located towards the back
of the eye. Because of its internal location within the eye, the
retina is not exposed to the external environment, and thus it
possesses a very stable biometric. It is the blood vessel pattern
in the retina that forms the foundation for the science and
technology of retinal recognition. Figure 2 shows different
retinas captured from four people.

There are two famous studies which confirmed the
uniqueness of the blood vessel pattern of the retina. In 1935,
a paper was published by Simon and Goldstein [7], in which
they discovered that every retina possesses a unique and
different blood vessel pattern. They even later published a
paper which suggested the use of photographs of these blood
vessel patterns of the retina as a means to identify people.
The second study was conducted in the 1950s by Dr. Paul
Tower. He discovered that even among identical twins, the
blood vessel patterns of the retina are unique and different
[12].
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2.3. Retinal scanners

The first major vendor for the research/development and
production of retinal scanning devices was a company called
EyeDentify, Inc. This company was created in 1976. The first
types of devices used to obtain images of the retina were
called “fundus cameras.” These were instruments created for
ophthalmologists but were adapted to obtain images of the
retina. However, there were a number of problems using this
type of device. First, the equipment was considered to be very
expensive and difficult to operate. Second, the light used to
illuminate the retina was considered to be far too bright and
discomforting to the user.

As a result, further research and development were con-
ducted, which subsequently yielded the first true prototype
of a retinal scanning device in 1981. This time, infrared light
was used to illuminate the blood vessel pattern of the retina.
Infrared light has been primarily used in retinal recognition
because the blood vessel pattern in the retina can absorb
infrared light at a much quicker rate than the rest of the tissue
in the eye. The infrared light is reflected back to the retinal
scanning device for processing. This retinal scanning device
utilized a complex system of scanning optics, mirrors, and
targeting systems in order to capture the blood vessel pattern
of the retina [6]. However, later research and development
created devices with much simpler designs. For example,
these newer devices consisted of integrated retinal scanning
optics, which sharply reduced the costs of production, in
comparison to the production costs of the EyeDentification
System 7.5.

The last known retinal scanning device to be manufac-
tured by EyeDentify was the ICAM 2001. This device could
store up to 3000 enrolees, with a storage capacity of up to
3300 history transactions [16]. However, this product was
eventually taken off the market because of user acceptance
and public adoption issues and its high price. It is believed
that some companies like Retica Systems Inc. are working on
a prototype retinal scanning device that will be much easier
to implement into commercial applications and will be much
more user friendly [11].

In summary, given its strong and weak points, retinal
recognition has the potential to be a very powerful biometric
identification technology. In Figure 3, you can see four
types of retinal scanners: (a), (b), and (c) correspond to
human retinal scanner, and (d) corresponds to animal retinal
scanner.

2.4. The applications of retinal recognition

The primary applications for retinal recognition have been
for physical access entry for high security facilities. This
includes military installations, nuclear facilities, and labora-
tories. One of the best-documented applications of the use
of retinal recognition was conducted by the State of Illinois,
in an effort to reduce welfare fraud. The primary purpose
was to identify welfare recipients, so that benefits could not
be claimed more than once. Iris recognition is also used
in conjunction with this project [11]. Retinal imaging is a

(a) (b)

(c) (d)

Figure 3: Some retinal scanners, (a) a human retinal scanner, (b)
and (c) human retinal recognition scanners, and (d) a cow retinal
scanner.

form of identification that can be used in both animals and
humans.

2.5. The strengths and weaknesses of
retinal recognition

Retinal recognition also possesses its own set of strengths and
weaknesses, just like all other types of biometric technology.
The strengths can be described as follows.

(i) The blood vessel pattern of the retina hardly ever
changes over the lifetime of an individual. Moreover,
the retina is not exposed to the threats posed by
the external environment, as other organs such as
fingerprint.

(ii) The retinal recognition is robust against imposture
due to inaccessibility of the retina.

(iii) The actual average feature vector size is very small
compared to other biometric feature vectors. This
could result in quicker verification and identification
processing times, as opposed to larger sized feature
vectors such as in iris recognition systems [17], which
could slow down the processing times.

(iv) The rich and unique features which can be extracted
from the blood vessel pattern of the retina.

The weaknesses can be described as follows.

(i) An individual may be afflicted with some diseases of
the eye such as hard glaucoma, cataracts, and so on
which complicate the identification process.

(ii) The image acquisition involves the cooperation of
the subject, entails contact with the eyepiece, and
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Figure 4: Overview of the proposed retinal identification system.

requires a conscious effort on the part of the user. All
these factors adversely affect the public acceptability
of retinal biometric.

(iii) Retinal vasculature can reveal some medical condi-
tions, for example, hypertension which is another
factor deterring the public acceptance of retinal scan-
based biometrics.

3. PROPOSED SYSTEM BLOCK DIAGRAM

Figure 4 illustrates different parts of our new biometric
identification system based on retinal images. As illustrated
in the block diagram, this system is composed of three
principal modules including blood vessel segmentation,
feature generation, and feature matching. Blood vessel seg-
mentation provides a binary image containing blood vessels
pattern which will be used by the next module. Feature
generation module contains several submodules: (i) vessel
masking in the vicinity of OD, (ii) polar transformation to
obtain a rotation invariant binary image containing major
retinal vessels, (iii) multiscale analysis of the resulted binary
image using wavelet transform in order to separate vessels
according to their diameter sizes,and (iv) feature vector
construction from three images, each containing vessels
with specified range of diameter size. Feature matching
module contains the following submodules: (i) computation
of similarity indices called SIs for three different scales,
(ii) scale-weighted summation of SIs for generating the
total SI, and (iii) thresholding the computed SI for subject
identification.

4. BLOOD VESSEL SEGMENTATION

Blood vessel segmentation is essential for our biometric
identification system. For extracting retinal vessels, we use

an algorithm, recently introduced by Farzin et al. [13] based
on a local contrast enhancement process. This algorithm
includes the following steps: (i) using a template matching
technique OD in retinal image is localized; (ii) the orig-
inal image is divided by the correlation image obtained
in the previous step to achieve a new image in which
undesired brightness effect of OD is suppressed, (iii) the
vessel/background contrast is enhanced using a new local
processing operation based on statistical properties of the
resulted image, and (iv) finally, a binary image containing
blood vessels is resulted by histogram thresholding of the
contrast enhanced image.

4.1. Localizing optical disk and removing
its effect in retinal image

Here, we use a template matching technique to localize the
optic disk. For this purpose, we correlate the original green
plane image with a template. The template is generated by
averaging rectangular ROIs containing OD in our retinal
image database [13]. After correlating each retinal image
with the template, OD is localized as a bright region in the
correlated image with high density of vessels. Figure 5 shows
the template and the resulted correlated image. As illustrated,
the bright region in the correlated image corresponds to OD
in the original image.

The original image is subsequently divided (pixel by
pixel) by the correlation image obtained in the previous step
to achieve a new image in which undesired brightness effect
of OD is suppressed (Figure 6).

The location of OD in retinal images varies from one
subject to another due to natural variations in the position
of OD in the retina and also due to gaze angle. This variation
may degrade the recognition performance of the system.
However, since our retinal recognition system is based on
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(a) (b) (c)

Figure 5: Optical disk localization: (a) original image, (b) template, and (c) correlated image.

(a) (b)

Figure 6: OD removing results: (a) original image, (b) reducing of
OD effect in the original image.

the vessel distribution pattern in the vicinity of OD, its
localization may be used for compensating the variation of
vessel distribution pattern caused by the variation in OD
location.

4.2. Local contrast enhancement

In local processing operation, a sliding window of size M ×
M (M is at least 50 times smaller than the dimensions of
the original image) is used to obtain a contrast enhanced
image. In each pixel, the new value is computed using
the mean/variance of window values and global maxi-
mum/minimum values of the pixels in the original image. Let
f (i, j) be the value of the pixel (i, j) in the original image.
The enhanced image g(i, j) is computed according to the
following equations [13]:

f (i, j) −→ g(i, j) = H −wmin

wmax −wmin
,

H = 1

mean + (1/
√

var) exp
(− (mean− f (i, j)

)0.98
/
√

var
)
,

wmin = mean
1 + exp

(− (mean− fmin
)
/
√

var
)
,

wmax = mean
1 + exp

(− (mean− fmax
)
/
√

var
)
,

(1)

Figure 7: Local contrast enhanced image.

(a) (b)

Figure 8: Morphological correction: (a) vessels after contrast
enhancement, (b) vessels after morphological correction.

where var and mean are variance and mean of the values
inside the window, and fmin and fmax are global minimum
and maximum of the original green plan image, respectively.
It is clear that H is a mapping function from f to g. Figure 7
shows the local contrast enhanced image.

4.3. Morphological enhancement

After local contrast enhancement process, we encounter a
problem that large vessels are transformed to two parallel
curves as illustrated in Figure 8(a). This problem is caused
by small size of the selected window (in the previous step)
compared to the large vessels size. To solve this problem
without modifying vessels thickness, we use morphological
dilation and erosion to fill the blank space between the
two parallel curves. Figure 8(b) shows the large vessel in
Figure 8(a) after morphological correction.
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(a)

r1r2

(b)

Figure 9: Blood segmentation and masking: (a) vessels pattern, (b)
region of interest of vessels images around OD.

4.4. Histogram thresholding

To achieve a binary image containing the blood vessels pat-
tern, we apply an optimal thresholding technique [18] to the
results provided by the previous stage. Figure 9(a) illustrates
the final vessel segmentation result after thresholding.

4.5. Segmentation results

The vessel segmentation algorithm was presented and evalu-
ated in detail in our previous paper [13]. This algorithm was
applied to two databases including DRIVE [19] and STARE
[20]. The average accuracies of our algorithm were 0.937
and 0.948 for DRIVE and STARE databases, respectively,
which are comparable to state-of-the-art vessel segmentation
methods [15, 19–25].

5. FEATURE GENERATION

Our retinal identification system uses features of blood
vessels pattern including their diameters and their relative
locations and angles. For generating these features, the
algorithm uses four submodules as briefly introduced in
Section 2.1. Detailed descriptions of these submodules are
given in the following subsections.

5.1. Vessel masking in the vicinity of OD

Vessels around OD are more important for identification
purposes because their distribution pattern around OD
has less randomness within a subject. In other words, as
the vessels are farther from OD, they become thinner and
their distribution is more random such that it has less
discriminative property. Hence, OD location can be used as
a reference point for positioning the human eye with respect
to the scanner system. This means that OD should be placed
at the central region of the scanned image in order to allow
the system to perform the identification. After extracting the
vessels and localizing OD by vessel segmentation algorithm,
we focus on vessels in the vicinity of OD. A ring mask
centered at OD location, with radii r1 and r2 (r1 < r2), is
used to select a ROI in the vessel-segmented binary image
(Figure 9(b)). This binary ROI is used for feature generation
in the next stages.

5.2. Polar transformation and rotation invariancy

Eye and head movements in front of the scanner may result
in some degrees of rotation in retinal images acquired from
the same subject. Therefore, rotation invariant features are
essential for preventing identification errors caused by image
rotation. This is the reason why we use polar transformation
to obtain a rotation invariant binary image containing
retinal vessels in the vicinity of OD. Polar image can be
constructed by the following transformations from Cartesian
coordinates. The point (x, y) in Cartesian coordinates is

transformed to the point
(
ρ =

√
(x2 + y2), θ = arctg(y/x)

)

in the polar coordinates. A polar image created from ROI
image is shown in Figure 10. The polar image size is 30×360
in which the second dimension refers to view angle of ROI.

5.3. Multiscale analysis of the polar image

Vessels in the vicinity of OD have different ranges of diameter
size. This property may be used as the first feature in the
feature generation module. In this way, one can emulate a
human observer mental activity in multiscale analysis of the
polar image. In other words, a human observer classifies
vessels in the vicinity of OD into large, medium, and small
sizes, and uses their relative positions for identification of
each individual. For this purpose, we analyze the polar image
in three scales by means of discrete stationary biorthogonal
wavelet transform. Obviously, alternative methods such as
using image processing for determining vessels diameters can
be used. However, the diameter nonuniformity of each vessel
in the polar image may complicate this kind of approaches
(see Figure 11(b)). Figure 11(a) shows residual coefficients
resulted from applying wavelet transform to the polar image
in Figure 10(b) in the first three scales. To extract large vessels
from polar image, we threshold residual coefficients in the
third scale of the wavelet transform. For extracting medium-
size vessels, we remove large vessels from the polar image
and repeat the same procedure on residual coefficients of the
wavelet transform in the second scale. Finally, we remove
large- and medium-size vessels from the polar image in
order to obtain small vessels. The result of vessel separation
procedure is illustrated in Figure 11(b).

5.4. Feature vector construction

Figure 12 illustrates how a feature vector is constructed using
a wavelet decomposed polar image. For constructing the
feature vector, we localize vessels in each scale and replace
them with rectangular pulses. The duration of each pulse
is experimentally fixed to 3 points, and its amplitude is
equal to the angle between corresponding vessel orientation
and the horizontal axis. Therefore, the final feature vector
is composed of 3 vectors (one per scale), each containing
360 values. Evidently, zero values in each vector correspond
to nonvessel positions in the wavelet decomposed polar
image. Further consideration should be given to the memory
size required for each feature vector. One may reduce the
redundancy of feature vectors using run length coding
(RLC). This coding can reduce the average size of feature
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(a) (b)

Figure 10: Polar transformation: (a) ROI in Cartesian coordinates, (b) polar image.

(a) (b)

Figure 11: (a) Multiscale analysis of polar image: wavelet approximation coefficients in scale 3 (up), 2 (middle), and 1 (bottom); (b) vessel
separation result: large (up), medium (middle), and small (bottom) vessels.

vectors from 3 × 360 bytes to only 3 × 48 bytes, which is
significantly smaller than 256 bytes for iris code [17].

6. FEATURE MATCHING

For feature matching, we introduce a new similarity index
based on a modified correlation between the feature vectors.
Modified correlation (MC) between two feature vectors for
the ith scale is defined as follows:

MCi(ϕ) =
N∑

τ=1

step
(
θi(τ)× θqi (τ + ϕ)

)

∗cos
[
α× (θi(τ)− θqi (τ + ϕ)

)]
, i = 1, 2, 3,

(2)

where θi is the feature vector corresponding to the enrolled
image, and θ

q
i is the feature vector corresponding to the input

query image, α is a coefficient experimentally set to 1.7, τ
represents the circular translation value, and N = 360 is the
length of the feature vector in each scale. step (·) is the step
function defined as follows:

step (x) =
{

1, x > 0,

0, x ≤ 0.
(3)

The role of step (·) in (2) is to normalize the product of pulse
amplitudes in the feature vectors, because the amplitude of
each pulse specifies the orientation of the corresponding

vessel and is used only for determining the argument of
cos (·) in (2). The role of cos (·) in (2) is to take into account
the angle between vessels in the enrolled and query images.
Since the angle between vessels rarely exceeds 90 degrees, we
use a coefficient α(∼=2) in the argument of cos (·) in order
to reduce the modified correlation value when the vessels are
not oriented in the same direction. If the two vessels have the
same orientation, the angle between them will approach to
zero and cos (·) will take a value close to 1. In contrary, if they
are oriented differently (e.g., about 90 degrees), the angle
between them will be different from zero and cos (·) will
approach to −1. The similarity index between the enrolled
and the query image corresponding to the ith scale is defined
as the maximum value of the modified correlation function:

SIi = Max
ϕ=1,...,360

{
MCi(ϕ)

}
, i = 1, 2, 3. (4)

Finally, a scale-weighted summation of SIs is computed to
obtain a total SI for the enrolled and query images. In
general, larger vessels are more effective than smaller ones
for identification. Therefore, we used three different weights
(w1 > w2 > w3) to obtain the weighted sum of similarity
indices as follows:

SI = w1 × SI1 +w2 × SI2 +w3 × SI3, (5)

where SI is the total similarity index which is used for iden-
tification. In this work, we used the following experimental
weights: w1 = 2.0, w2 = 1.5, and w3 = 0.5.
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Figure 12: Construction of feature vector in the second scale (medium-size vessels), the horizontal axis, shows the position of vessels
(in degrees) in polar coordinates and the vertical axis and shows the angle (in degrees) between corresponding vessel orientation and the
horizontal axis in the polar image.

Table 1: Experimental results.

Experiment Experiment A Experiment B Experiment C Experiment D Mean Variance

Accuracy 99.4% 97.9% 98.9% 99.6% 99.0% 0.58

7. EXPERIMENTAL RESULTS

We applied the algorithm on a database including 60
subjects, 40 images from DRIVE [19], and 20 images from
STARE [20] database. We rotated randomly each image 5
times to obtain 300 images. We evaluated the performance
of our identification system in four different experiments as
follows.

Experiment A

The first 30 images of DRIVE database were enrolled, and 60
images of DRIVE and STARE databases with 5 images per
subject were entered to the system as queries.

Experiment B

The last 30 images of DRIVE database were enrolled, and 60
images of DRIVE and STARE databases with 5 images per
subject were entered to the system as queries.

Experiment C

The first 10 images of DRIVE database and the first 10
images of STARE database were enrolled, and 60 images from
DRIVE and STARE databases with 5 images per subject were
entered to the system as queries.

Experiment D

The first 15 images of DRIVE database and the last 15 images
of STARE database were enrolled, and 60 images of DRIVE
and STARE databases with 5 images per subject were entered
to the system as queries.

These experiments demonstrated that our system has an
average accuracy equal to 99.0 percent. Table 1 shows the
results of each experiment. Figure 13 shows the variation of
FRR and FAR according to the distribution of nonmatching
distance by selecting a proper distance threshold. Also, in
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Figure 13: Intersection of FRR and FAR diagram shows EER for
Experiment A with α = 1.7.
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Figure 14, the ROC curve shows that in a very small false
acceptance rate we have large values of genuine acceptance
rate for identification.

8. CONCLUSIONS AND PERSPECTIVES

In this paper, a novel biometric system was introduced
using unique features from retinal images. Advantages of this
system can be summarized as follows.

(i) It needs small memory size, since feature vectors are
fairly compact.

(ii) In the proposed system, the identification result is
not influenced by gaze angle, since the OD location
is used as a reference point for feature extraction, and
only blood vessels pattern around OD are detected
and used for feature generation. Therefore, if OD is
not located in an authorized position around image
center, it can be detected and alarmed to the subject
for a new scan with correct gaze angle.

(iii) Since the vessels pattern only in the vicinity of OD is
used for feature generation, the vessel segmentation
may be performed only in the vicinity of OD which
reduces drastically the computational cost of the
algorithm.

(iv) Our feature generation algorithm uses multiscale
analysis of the polar image which in contrary to
other image processing techniques is less sensitive to
small variations of the vessels diameters and extracts
a considerable amount of information.

The primary results obtained by our retinal recognition
system demonstrate its potential for being used as a reliable
biometric system. Further enhancements to our retinal
recognition system can be provided by the following:

(i) most of the parameters used in the algorithm have
been selected experimentally in order to obtain good
results. These parameters such as the weights used in
matching process can be optimized for providing a
higher average accuracy;

(ii) the effect of the optical disk position within the
retinal image can be reduced by performing a
normalizing transformation which brings OD to the
center of the retinal image. In this way, the resulted
retina codes will be less sensitive to the OD position
within the retinal image.
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1. INTRODUCTION

Eye blink detection plays an important role in human-
computer interface (HCI) systems. It can also be used in
driver’s assistance systems. Studies show that eye blink du-
ration has a close relation to a subject’s drowsiness [1]. The
openness of eyes, as well as the frequency of eye blinks, shows
the level of the person’s consciousness, which has potential
applications in monitoring driver’s vigourous level for addi-
tional safety control [2]. Also, eye blinks can be used as a
method of communication for people with severe disabili-
ties, in which blink patterns can be interpreted as semiotic
messages [3–5]. This provides an alternate input modality to
control a computer: communication by “blink pattern.” The
duration of eye closure determines whether the blink is vol-
untary or involuntary. Blink patterns are used by interpreting
voluntary long blinks according to the predefined semiotics
dictionary, while ignoring involuntary short blinks.

Eye blink detection has attracted considerable research
interest from the computer vision community. In literature,

most existing techniques use two separate steps for eye track-
ing and blink detection [2, 3, 5–8]. For eye blink detection
systems, there are three types of dynamic information in-
volved: the global motion of eyes (which can be used to infer
the head motion), the local motion of eye pupils, and the
eye openness/closure. Accordingly, an effective eye tracking
algorithm for blink detection purposes needs to satisfy the
following constraints:

(i) track the global motion of eyes, which is confined by
the head motion;

(ii) maintain invariance to local motion of eye pupils;
(iii) classify the closed-eye frames from the open-eye

frames.

Once the eyes’ locations are estimated by the tracking al-
gorithm, the differences in image appearance between the
open eyes and the closed eyes can be used to find the frames
in which the subjects’ eyes are closed, such that eye blink-
ing can be determined. In [2], template matching is used to
track the eyes and color features are used to determine the
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openness of eyes. Detected blinks are then used together with
pose and gaze estimates to monitor the driver’s alertness. In
[6, 9], blink detection is implemented as part of a large fa-
cial expression classification system. Differences in intensity
values between the upper eye and lower eye are used for eye
openness/closure classification, such that closed-eye frames
can be detected. The use of low-level features makes the real-
time implementation of the blink detection systems feasible.
However, for videos with large variations, such as the typi-
cal videos collected from in-car cameras, the acquired images
are usually noisy and with low-resolution. In such scenarios,
simple low-level features, like color and image differences,
are not sufficient. Temporal information is also used by some
other researchers for blinking detection purposes. For exam-
ple, in [3, 5, 7], the image difference between neighboring
frames is used to locate the eyes, and the temporal image cor-
relation is used thereafter to determine whether the eyes are
open or closed. This system provides a possible new solu-
tion for a human-computer interaction system that can be
used for highly disabled people. Besides that, motion infor-
mation has been exploited as well. The estimate of the dense
motion field describes the motion patterns, in which the eye
lid movements can be separated to detect eye blinks. In [8],
dense optical flow is used for this purpose. The ability to dif-
ferentiate the motion related to blinks from the global head
motion is essential. Since face subjects are nonrigid and non-
planar, it is not a trivial work.

Such two-step-based blink detection system requires that
the tracking algorithms are capable of handling the appear-
ance change between the open eyes and the closed eyes. In
this work, we propose an alternative way that simultaneously
tracks eyes and detects eye blinks. We use two interactive
particle filters, one tracks the open eyes and the other one
tracks the closed eyes. Eye detection algorithms can be used
to give the initial position of the eyes [10–12], and after that
the interactive particle filters are used for eye tracking and
blink detection. The set of particles that gives higher con-
fidence is defined as the primary particle set and the other
one is defined as the secondary particle set. Estimates of the
eyes’ location, as well as the eye class labels (open-eye ver-
sus closed-eye), are determined by the primary particle filter,
which is also used to reinitialize the secondary particle fil-
ter for the new observation. For each particle filter, the state
variables characterize the location and size of the eyes. We use
autoregression (AR) models to describe the state transitions,
where the location is modeled by a second-order AR and the
scale is modeled by a separate first-order AR. The observa-
tion model is a classification-based model, which tracks eyes
according to the knowledge learned from examples instead
of the templates adapted from previous frames. Therefore, it
can avoid accumulation of the tracking errors. In our work,
we use a regression model in tensor subspace to measure the
posterior probabilities of the observations. Other classifica-
tion/regression models can be used as well. Experimental re-
sults show the capability of the algorithm.

The remaining part of the paper is organized as follows.
In Section 2, the theoretical foundation of the particle filter
is reviewed. In Section 3, the details of the proposed algo-
rithm are presented. The system flowchart in Figure 1 gives

an overview of the algorithm. In Section 4, a systematic ex-
perimental evaluation of the performance is described. The
performance is evaluated from two aspects: the blink detec-
tion rate and the tracking accuracy. The blink detection rate
is evaluated using videos collected under varying scenarios,
and the tracking accuracy is evaluated using benchmark data
collected with the Vicon motion capturing system. Section 5
gives some discussion and concludes the paper.

2. DYNAMIC SYSTEMS AND PARTICLE FILTERS

The fundamental prerequisite of a simultaneous eye tracking
and blink detection system is to accurately recover the dy-
namics of eyes, which can be modeled by a dynamic system.
Open eyes and closed eyes appear to have significantly dif-
ferent appearances. A straightforward way is to model the
dynamics of open-eye and closed-eye individually. We use
two interactive particle filters for this purpose. The poste-
rior probabilities learned by the particle filters are used to
determine which particle filter gives the correct tracks, and
this particle filter is thus labeled as the primary one. Figure 1
gives the diagram of the system. Since the particle filters are
the key part of this blink detection system, in this section,
we present a detailed overview of the dynamic system and its
particle filtering solutions, such that the proposed system for
simultaneous eye tracking and blink detection can be better
understood.

2.1. Dynamic systems

A dynamic system can be described by two mathematical
models. One is the state-transition model, which describes
the system evolution rules, represented by the stochastic pro-
cess {St} ∈Rns×1 (t = 0, 1, . . . ), where

St = Ft
(

St−1, Vt
)
. (1)

Vt ∈ Rnv×1 is the state transition noise with known proba-
bility density function (PDF) p(Vt). The other one is the ob-
servation model, which shows the relationship between the
observable measurement of the system and the underlying
hidden state variables. The dynamic system is observed at
discrete times t via realization of the stochastic process, mod-
eled as follows:

Yt = Ht
(

St, Wt
)
. (2)

Yt (t = 0, 1, . . . ) is the discrete observation obtained at time t.
Wt ∈ Rnw is the observation noise with known PDF p(Wt),
which is independent from Vt. For simplicity, we use capital
letters to refer to the random processes and lowercase letters
to denote the realization of the random processes.

Given that these two system models are known, the prob-
lem is to estimate any function of the state f (St) using the
expectation E[ f (St) | Y0:t]. If Ft and Ht are linear, and the
two noise PDFs, p(Vt) and p(Wt), are Gaussian, the sys-
tem can be characterized by a Kalman filter [13]. Unfortu-
nately, Kalman filters only provide the first-order approxi-
mations for general systems. Extended Kalman Filter (EKF)
[13] is one way to handle the nonlinearity. A more general
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Figure 1: Flow-chart for eye blink detection system. For every new frame observation, new particles are first predicted from the known
important distribution, and then updated accordingly based on the posterior estimated by logistic regressor in the tensor subspaces. The
best estimation gives the class label (open-eye/closed-eye) as well as the eye location.

framework is provided by particle filtering techniques. Par-
ticle filtering is a Monte Carlo solution for general form dy-
namic systems. As an alternative to the EKF, particle filters
have the advantage that with sufficient samples, the solutions
approach the Bayesian estimate.

2.2. Review of a basic particle filter

Particle filters are sequential analogues of Markov chain
Monte Carlo (MCMC) batch methods. They are also known
as sequential Monte Carlo (SMC) methods. Particle filters
are widely used in positioning, navigation, and tracking for
modeling dynamic systems [14–20]. The basic idea of par-
ticle filtering is to use point mass, or particles, to represent
the probability densities. The tracking problem can be ex-
pressed as a Bayes filtering problem, in which the posterior

distribution of the target state is updated recursively as a new
observation comes in

p
(

St | Y0 : t
)∝ p

(
Yt | St; Y0 : t−1

)
∫

St−1

p
(

St | St−1; Y0 : t−1
)

× p
(

St−1 | Y0 : t−1
)
dSt−1.

(3)

The likelihood p(Yt | St ; Y0 : t−1) is the observation model,
and p(St | St−1; Y0 : t−1) is the state transition model.

There are several versions of the particle filters, such
as sequential importance sampling (SIS) [21, 22]/sampling-
importance resampling (SIR) [22–24], auxiliary particle fil-
ters [22, 25], and Rao-Blackwellized particle filters [20, 22,
26, 27], and so forth. All particle filters are derived based on
the following two assumptions. The first assumption is that
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the state-transition is a first-order Markov process, which
simplifies the state transition model in (3) to

p
(

St | St−1; Y0 : t−1
) = p

(
St | St−1

)
. (4)

The second assumption is that the observations Y1 : t are con-
ditionally independent given known states S1 : t, which im-
plies that each observation only relies on the current state;
then we have

p
(

Yt | St; Y0 : t−1
) = p

(
Yt | St

)
. (5)

These two assumptions simplify the Bayes filter in (3) to

p
(

St |Y0 : t
)∝ p

(
Yt |St

)
∫

St−1

p
(

St |St−1
)
p
(

St−1 |Y0 : t−1
)
dSt−1.

(6)

Exploiting this, particle filter uses a number of particles

(ω(i), s(i)
t ) to sequentially compute the expectation of any

function of the state, which is E[ f (St) | y0:t], by

E
[
f
(

St
) | y0 : t

] =
∫

f
(

st
)
p
(

st | y0 : t
)
dst =

∑

i

ω(i)
t f

(
s(i)
t

)
.

(7)

In our work, we use the combination of SIS and SIR.
Equation (6) tells us that the estimation is achieved by a pre-
diction step,

∫
st−1

p(st | st−1)p(st−1 | y0 : t−1)dst−1, followed by
an update step, p(yt | st). At the prediction step, the new state

ŝ
i
t is sampled from the state evolution process Ft−1(s(i)

t−1, ·) to
generate a new cloud of particle filters. With the predicted
state ŝ

i
t, an estimate of the observation is obtained, which is

used in the update step to correct the posterior estimate. Each
particle is then reweighted in proportion to the likelihood of
the observation at time t. We adopt the idea of “resampling
when necessary” as suggested by [21, 28, 29], which suggests
that resampling is only necessary when the effective number
of particles is sufficiently low. The SIS/SIR algorithm can be
summarized as in Algorithm 1.

π(s(i)
t | s(i)

0 : t−1, y0 : t) = π(s(i)
t | s(i)

t−1, y0 : t) is also called
the proposal distribution. A common and simple choice is to
use the prior distribution [30] as the proposal distribution,
which is also known as a bootstrap filter. We use the boot-
strap filter in our work, and by this way the weight update
can be simplified to

ω̂(i)
t = ω(i)

t−1p
(

yt | s(i)
t

)
. (12)

This indicates that the weight update is directly related to the
observational model.

3. PARTICLE FILTERS FOR EYE TRACKING AND
BLINK DETECTION

The appearance of eyes is presented to have significant
changes when blinks occur. To effectively handle such ap-
pearance changes, we use two interactive particle filters, one
for open eyes and the other one for closed eyes. These two
particle filters are only different in the observation measure-
ment. In the following sections, we present the three ele-
ments of the proposed particle filters: state transition model,
observation model, and prediction/update scheme.

(1) For i = 1, . . . ,N , draw samples from the importance dis-
tributions (prediction step):

s(i)
t ∼π

(
st | s0 : t−1, y0 : t

)
; (8)

(2) Evaluate the importance weights for every particle up to a
normalized constant (update step):

ω̂
(i)
t = ω(i)

t−1

p
(

yt | s(i)
t

)
p
(

s(i)
t | s(i)

t−1

)

π
(

s(i)
t | s(i)

0 : t−1, y0 : t

) ; (9)

(3) Normalize the importance weights:

ω(i)
t =

ω̂
(i)
t

∑N
j=1ω̂

( j)
t

, i = 1, . . . ,N ; (10)

(4) Compute an estimate of the effective number of the parti-
cles:

Neff = 1
∑N

i=1

(
ω(i)
t

) ; (11)

(5) IfNeff < θ, where θ is a given threshold, we perform resam-
pling. N particles are drawn from the current particle set
with probabilities proportional to their weights. Replace
the current particle set with this new one, and reset each
new particle’s weight to 1/N .

Algorithm 1: SIS/SIR particle filter.

3.1. State transition model

The system dynamics, which are described by the state vari-
ables, are defined by the location of the eye and the size of
the eye image patches. The state vector is St = (ut, vt; ρt),
where (ut, vt) defines the location and ρt is used to define
the size of eye image patches and normalize them to a fixed
size. In other words, the state vector (ut, vt; ρt) means that the
image patch under study is centered at (ut, vt) and its size is
40ρt × 60ρt , where 40× 60 is the fixed size of the eye patches
we use in our study.

A second-order autoregressive (AR) model is used for es-
timating the eyes’ movement. The AR model has been widely
used in particle filter tracking literature for modeling the mo-
tion. It can be written as

ut = u + A
(

ut−1 − u
)

+ Bµt,

vt = v + A
(

vt−1 − v
)

+ Bµt,
(13)

where

ut =
(
ut
ut−1

)

, vt =
(
vt
vt−1

)

. (14)

u and v are the corresponding mean values for u and v. As
pointed out by [31], this dynamic model is actually a tem-
poral Markov chain. It is capable of capturing complicated
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object motion. A and B are matrices representing the deter-
ministic and the stochastic components, respectively. A and
B can be either obtained by a maximum-likelihood estima-
tion or set manually from prior knowledge. µt is the i.i.d.
Gaussian noise.

We use a first-order AR model to model the scale transi-
tion, which is

ρt − ρ = C
(
ρt−1 − ρ

)
+Dηt. (15)

Similar to the motion model, C is the parameter describing
the system deterministic component, and D is the parameter
describing the system stochastic component. ρ is the mean
value of the scales, and ηt is the i.i.d. measurement noise.
We assume ηt is uniformly distributed. The scale is crucial
for many image appearance-based classifiers. An incorrect
scale causes a significant difference in the image appearance.
Therefore, the scale transition model is one of the most im-
portant prerequisites for obtaining an effective particle fil-
ter for measuring the observation. Experimental evaluation
shows that the AR model with uniform i.i.d. noise is appro-
priate for tracking the scale changes.

3.2. Classification-based observation model

In literature, many efforts have been done to address the
problem of selecting the proposal distribution [15, 32–35]. A
carefully selected proposal distribution can alleviate the sam-
ple depletion problem, which refers to the problem that the
particle-based posterior approximation collapses over time
to a few particles. For example, in [35], AdaBoost is incor-
porated into the proposal distribution to form a mixture
proposal. This is crucial in some typical occlusion scenarios,
since “cross over” targets can be represented by the mixture-
model. However, the introduction of complicated proposal
distributions greatly increases the computational complex-
ity. Also, since blink detection is usually a single-target track-
ing problem, the proposal distribution is more likely to be
single-mode. Therefore, we only use bootstrap particle filter-
ing approach, and avoid the nontrivial proposal distribution
estimation problem.

In this work, we focus on a better observation model
p(yt | st). The rationale is based on the observation that
combined with the resampling step, a more accurate likeli-
hood learning from a better observation model can move
the particles to areas of high likelihood. This will in turn
mitigate the sample depletion problem, leading to a signif-
icant increase in performance. In literatures, many existing
approaches use simple online template matching [16, 18,
19, 36] to get the observation model, where the templates
are constructed from low-level features, such as color, edges,
contour, and so forth, from previous observations. The like-
lihood is usually estimated based on a Gaussian distribution
assumption [26, 34]. However, such approaches in a large ex-
tent rely on a reasonably stable feature detection algorithm.
Also, usually a large number of the single low-level feature
points are needed. For example, the contour-based method
requires that the state vector be able to describe the evolution
of all contour points. This results in a high-dimensional state

space. Correspondingly, the computational cost is expensive.
One solution is to use abstracted statistics of these single fea-
ture points, such as using color histogram instead of direct
color measurement. However, this causes a loss in the spatial
layout information, which implies a sacrifice in the localiza-
tion accuracy. Instead we use a subspace-based classification
model for measuring the observation such that a more accu-
rate probability evaluation can be obtained. Statistics learned
from a set of training samples are used for classification in-
stead of simple template matching and online updating. This
can greatly alleviate the problem of error accumulation. The

likelihood estimation problem, p(y(i)
t | s(i)

t ), becomes a prob-
lem of estimating the distribution of a Bernoulli variable,

which is p(y(i)
t = 1 | s(i)

t ). y(i)
t = 1 means that the current

state generates a positive example. In our eye tracking and
blink detection problem, it represents that an eye patch is lo-
cated, including both open eye and closed eye. Logistic re-
gression is a straightforward solution for this purpose. Obvi-
ously, other existing classification/regression techniques can
be used as well.

Such classification-based particle filtering framework
makes simultaneous tracking and recognition feasible and
straightforward. There are two different ways to embed the
recognition problem. The first approach is to use a single par-
ticle filter, whose observation model is a multiclass classifier.
The second approach is to use multiple particle filters, where
for each particle filter its observation model uses a binary
classifier designed for a specific object class. The particle filter
who gets the highest posterior is used to determine the class
label as well as the object location, and at the next frame t+1,
the other particle filters are reinitialized accordingly. We use
the second approach for simultaneous eye tracking and blink
detection. Individual observation models are built for open
eye and closed eye separately, such that two interactive sets
of particles can be obtained. The observation models contain
two parts: tensor subspace analysis for feature extraction, and
logistic regression for class posterior learning. The two parts
are individually discussed in Sections 3.2.1 and 3.2.2. Poste-
rior probabilities measured by particles from these two par-
ticle filters are individually denoted as po = p(yt= 1oe | st)
and pc = p(yt= 1ce | st), respectively, where yt= 1oe refers to
the presence of an open eye and yt= 1ce refers to the presence
of a closed eye.

3.2.1. Subspace analysis for feature extraction

Most existing applications of using particle filters for visual
tracking involve high-dimensional observations. With the in-
crease of the dimensionality in observations, the number of
particles required increases exponentially. Therefore, lower
dimensional feature extraction is necessary. Sparse low-level
features, such as the abstracted statistics of the low-level
features, have been proposed for this purpose. Examples
of the most commonly used features are color histogram
[35, 37], edge density [15, 38], salient points [39], con-
tour points [18, 19], and so forth. The use of such features
makes the system capable of easily accommodating the scale
changes and handling occlusions; however, performance of
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such approaches rely on the robustness of the feature detec-
tion algorithms. For example, color histogram is widely used
for pedestrian and human face tracking; however, its perfor-
mance suffers from the illumination changes. Also, the spa-
tial information and the texture information are discarded,
which may cause the degradation of the localization accu-
racy and in turn deteriorate the performance of the succes-
sive recognition algorithms.

Instead of these variants of low-level features, we use
eigen-subspace for feature extraction and dimensionality re-
duction. Eigenspace projection provides a holistic feature
representation that preserves spatial and textural informa-
tion. It has been widely exploited in computer vision applica-
tions. For example, eigenface has been an effective face recog-
nition technique for decades. Eigenface focuses on finding
the most representative lower-dimensional space in which
the pattern of the input can be best described. It tries to find
a set of “standardized face ingredients” learned from a set of
given face samples. Any face image can be decomposed as the
combination of these standard faces. However, this principal
component analysis- (PCA-) based technique treats each im-
age input as a vector, which causes the ambiguity in image
local structure.

Instead of PCA, in [40], a natural alternative for PCA in
image domain is proposed, which is the multilinear analy-
sis. Multilinear analysis offers a potent mathematical frame-
work for analyzing the multifactor structure of the image en-
semble. For example, a face image ensemble can be analyzed
from the following perspectives: identities, head poses, illu-
mination variations, and facial expressions. Multilinear anal-
ysis uses tensor algebra to tackle the problem of disentangling
these constituent factors. By this way, the sample structures
can be better explored and a more informative data represen-
tation can be achieved. Under different optimization crite-
rion, variants of the multilinear analysis technique have been
proposed. One solution is the direct expansion of the PCA al-
gorithm, TensorPCA from [41], which is obtained under the
criteria of the least reconstruction error. Both PCA and ten-
sorPCA are unsupervised techniques, where the class labels
are not incorporated in such representations. Here we use a
supervised version of the tensor analysis algorithm, which is
called tensor subspace analysis (TSA) [42]. Extended from
locality preservation projections (LPP) [43], TSA detects the
intrinsic geometric structure of the tensor space by learning a
lower-dimensional tensor subspace. We compare both obser-
vation models of using tensorPCA and TSA. TSA preserves
the local structure in the tensor space manifold, hence a bet-
ter performance should be obtained. Experimental evalua-
tion validates this conjecture. In the following paragraphs,
a brief review of the theoretical fundamentals of tensorPCA
and TSA are presented.

PCA is a widely used method for dimensionality reduc-
tion. PCA offers a well-defined model, which aims to find
the subspace that describes the direction of the most vari-
ance and at the same time suppress known noise as well as
possible. Tensor space analysis is used as a natural alterna-
tive for PCA in image domain for efficient computation as
well as avoiding ambiguities in image local spatial structure.
Tensor space analysis handles images using its natural 2D

matrix representation. TensorPCA subspace analysis projects
a high-dimensional rank-2 tensor onto a low-dimensional
rank-2 tensor space, where the tensor subspace projection
minimizes the reconstruction error. Different from the tra-
ditional PCA, tensor space analysis provides techniques for
decomposing the ensemble in order to disentangle the con-
stituent factors or modes. Since the spatial location is deter-
mined by two modes: horizontal position and vertical posi-
tion, tensor space analysis has the ability to preserve the spa-
tial location, while the dimension of the parameter space is
much smaller.

Similarly as the traditional PCA, the tensorPCA projec-
tion finds a set of orthogonal bases that information is best
preserved. Also, tensorPCA subspace projection decreases
the correlation between pixels while the projected coefficient
indicates the information preserved on the corresponding
tensor basis. However, for tensorPCA, the set of bases are
composed by second-order tensors instead of vectors. If we
use matrix Xi ∈ RM1×M2 to denote the original image sam-
ples, and use matrix Zi ∈ RP1×P2 as the tensorPCA projec-
tion result, tensorPCA can be simply computed by [41]

Zi = Ǔ
T

XiV̌ . (16)

The column vectors of the left and right projection matrices
Ǔ and V̌ are the eigenvectors of matrix

SU =
N∑

i=1

((
Xi −Xm

)(
Xi −Xm

)T
)

(17)

and matrix

SV =
N∑

i=1

((
Xi −Xm

)T(
Xi −Xm

))
, (18)

respectively; while Xm = (1/N)
∑N

i=1Xi. The dimensionality
of Zi reflects the information preserved, which can be con-
trolled by a parameter α. For example, assume the left pro-

jection matrix is computed from SU = ǓCǓ
T

, then the rank
of the left projection matrix Ǔ is determined by

P1 = arg min
q

{∑q
i=1Ci∑M1
i=1Ci

> α

}

, (19)

where Ci is the ith diagonal element of the diagonal eigen-
value matrix C (Ci > Cj if i > j). The rank of the right pro-
jection matrix V̌, P2 can be decided similarly.

TensorPCA is an unsupervised technique. It is not clear
whether the information preserved is optimal for classifica-
tion. Also, only the Euclidean structure is explored instead of
the possible underlying nonlinear local structure of the man-
ifold. The Laplacian-based dimensionality reduction tech-
nique is an alternate way which focuses on discovering the
nonlinear structure of the manifold [44]. It considers pre-
serving the manifold nature while extracting the subspaces.
By introducing this idea into tensor space analysis, the fol-
lowing objective function can be obtained [42]:

min
U,V

∑

i, j

∥
∥UTXiV−UTX jV

∥
∥Di, j , (20)
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where Di, j is the weight matrix of a nearest neighbor graph
similar to the one used in LPP [43]:

Di, j =

⎧
⎪⎪⎪⎪⎪⎨

⎪⎪⎪⎪⎪⎩

exp

{

−
(

Xi/
∥
∥Xi

∥
∥−X j /

∥
∥X j

∥
∥)2

2

}

if Xi and X j are from the same class,

0 if Xi and X j are from different classes.
(21)

We use the iterative approach provided in [42] to compute
the left and right projection matrices Ǔ and V̌. The same as
tensorPCA, for a given example X, TSA gives

Zi = Ǔ
T

XiV̌ . (22)

At each frame t, the ith particle determines an observa-
tion X(i)

t from its state (u(i)
t , v(i)

t ; ρ(i)
t ). Tensor analysis extracts

the corresponding features Z(i)
t . Now the observation model

becomes computing the posterior p(y(i)
t = 1 | Z(i)

t ). For sim-
plicity, in the following section, we omit the time index t and
denote the problem as p(y(i) = 1 | Z(i)). Logistic regression
is a natural solution for this purpose, which is a generalized
linear model for describing the probability of a Bernoulli dis-
tributed variable.

3.2.2. Logistic regression for modeling probability

Regression is the problem of modeling the conditional ex-
pected value of one random variable based on the obser-
vations of some other random variables, which are usually
referred to as dependent variables. The variable to model
is called the response variable. In the proposed algorithm,
the dependent variables are the coefficients from the ten-
sor subspace projection: Z(i) = (z(i)

1 , . . . , z(i)
k , . . . ), and the

response variable to model is the class label y(i), which is a
Bernoulli variable that defines the presence of an eye subject.
For closed-eye particle filter, this Bernoulli variable defines
the presence of a closed eye; while for open-eye particle filter,
this variable defines the presence of an open eye.

The relationship between the class label y(i) and its de-
pendent variables, which is the tensor subspace coefficients
(z(i)

1 , . . . , z(i)
k , . . . ) here, can be written as

y(i) = g

(

β0 +
∑

k

βk z
(i)
k

)

+ e, (23)

where e is the error and g−1(•) is called the link function. The
variable y(i) can be estimated by

E
(
y(i)
)
= g

(

β0 +
∑

k

βkz
(i)
k

)

. (24)

Logistic regression uses the logit as the link function,
which is logit(p) = log (p/(1−p)). Therefore, the probability
of the presence of an eye subject can be modeled as

p
(
y(i) = 1 | Z(i)

)
= exp β0+

∑
kβkz

(i)
k

1 + exp β0+
∑
kβkz

(i)
k

, (25)

where y(i) = 1 means that an eye subject is present.

3.3. State update

The observation models for open eye and closed eye are
individually trained. We have one TSA subspace learned
from open eye/noneye training samples, and another TSA
subspace learned from closed eye/noneye training samples.
Each TSA projection determines a set of transformed fea-

tures, which are denoted as {Z(i)
oe} and {Z(i)

ce }. Z(i)
oe is the

trans-formed TSA coefficients for the open eyes and Z(i)
ce is

the transformed TSA coefficients for the closed eyes. Corre-
spondingly, for open eye and closed eye, individual logistic
regression models are used separately for modeling pc and
po as follows:

p(i)
o = poe

(
y(i) = 1 | Z(i)

oe

)
, p(i)

c = pce

(
y(i) = 1 | Z(i)

ce

)
.

(26)

The posteriors are used to update the weights of the corre-
sponding particles, as indicated in (12). The updated weights

are ω(i)
c and ω(i)

o .
If we have

max
i
p(i)
o > max

i
p(i)
c , (27)

it indicates the presence of open eyes, and the particle filter
for tracking the open eye is the primary particle filter. Oth-
erwise the eyes of the human subject in the current frame
are closed, which indicates the presence of a blink, and the
particle filter for the closed eye is determined as the primary
particle filter. The use of the max function indicates that our
criteria is to trust the most reliable particle. Other criteria can
also be used, such as the mean or product of the posteriors
from the best K (K > 1) particles. The guideline to select the
suitable criteria is that only the good particles, which are the
particles that reliably indicate the presence of eyes, should
be considered. At frame t, assume the particles for the pri-
mary particle filter are {(u(i)

t , v(i)
t ; ρ(i)

t ;ω(i)
t )}, then the location

(ut, vt) of the detected eye is determined by

ut =
∑

i

ω(i)
t u

(i)
t−1; vt =

∑

i

ω(i)
t v

(i)
t−1; (28)

and the scale ρt of the eye image patch is

ρt =
∑

i

ω(i)
t ρ

(i)
t−1. (29)

We compute the effective number of particles Neff. If
Neff < θ, we perform resampling for the primary particle
filter. The particles with high posteriors are multiplied in
proposition to their posteriors. The secondary particle fil-
ter is reinitialized by setting the particles’ previous states to

(ut, vt, ρt) and the importance weights ω(i)
t to uniform.

4. EXPERIMENTAL EVALUATION

The performance is evaluated from two aspects: the blink de-
tection accuracy and the tracking accuracy. There are two
factors that explain the blink detection rate: first, how many



8 EURASIP Journal on Advances in Signal Processing

(a) Frame 94 (miss)

Eye close

(b) Frame 379 (c) Frame 392

Eye close

(d) Frame 407 (e) Frame 475

Figure 2: Examples of the blink detection results for indoor videos. Red boxes are tracked eyes, and the blue dots are the center of the eye
locations. The red bar on the top-left indicates the presence of closed eyes.

(a) Frame 2

Eye close

(b) Frame 18 (c) Frame 38

Eye close

(d) Frame 45 (false) (e) Frame 135

Figure 3: Examples of the blink detection results for indoor videos. Red boxes are tracked eyes, and the blue dots are the center of the eye
locations. The red bar on the top-left indicates the presence of closed eyes.

blinks are correctly detected; second, the detection accuracy
of the blink duration. Videos collected under different sce-
narios are studied, including indoor videos, in-car videos,
and news report videos. A quantitative comparison is listed.
To evaluate the tracking accuracy, a benchmark data is re-
quired to provide the ground-truth of the eye locations. We
use a marker-based motion capturing system to collect the
ground-truth data. The experimental setup for obtaining the
benchmark data is explained, and the tracking accuracy is
presented. Two hundred particles are used for each parti-
cle filter if not stated otherwise. For training the tensor sub-
spaces and the logistic regression-based posterior estimators,
we use eye samples from FERET gray database to collect
open-eye samples. Closed-eye samples are from these three
sources: (1) FERET database; (2) Cohn-Kanade AU-coded
facial expression database; and (3) online images with closed
eye. Noneye samples are from both the FERET database and
the online images. We have 273 open-eye images; 149 closed-
eye images, and 1879 noneye images. All open-eye, closed-
eye, and noneye samples are resized to 40×60 for computing
the tensor subspaces and then getting the logistic regressors.
With the information-preservation threshold set as α = 0.9,
the sizes of the tensorPCA subspaces used for modeling the
open-eye/noneye and closed-eye/noneye samples are 17× 23
and 15× 21, respectively; and the sizes of the TSA subspaces
for open eye/noneye and closed eye/noneye are 18 × 22 and
17× 22, respectively.

4.1. Blink detection accuracy

We use videos collected under different scenarios for evalu-
ating the blink detection accuracy. In the first set of experi-
ments, we use the videos collected from an indoor lab setting.
The subjects are asked to make voluntary long blinks or in-
voluntary short blinks. In the second set of experiments, the
videos collected for drivers in outdoor driving scenarios are
used. In the third set of experiments, we collect videos for

Table 1

No. of
videos

No. of
blinks

No. of correct
detections

No. of false
positives

Indoor
videos

8 133 113 12

In-car
videos

4 48 38 11

News
report
videos

20 456 407 11

Total 32 637 558 34

different archormen/women from news reports. In the sec-
ond and the third experiments, the subjects make natural ac-
tions, such as speaking, so only involuntary short blinks are
present. We have 8 videos from indoor lab settings; 4 videos
of the drivers from an in-car camera; and 20 news report
videos, altogether 637 blinks are present. For in-door videos,
the frame rate is around 25 frames per second, and each vol-
untary blink may last 5-6 frames. For in-car videos, the image
quality is low, and there are significant illumination changes.
Also, the frame rate is fairly low (around 10 frames per sec-
ond). The voluntary blinks may last around 2-3 frames. For
the news report videos, the frame rate is around 15 frames
per second. The videos are compressed and the voluntary
blinks last for about 3-4 frames. In Table 1. the comparison
results are summarized. The true number of blinks, the de-
tected number of blinks, and the number of false positives
are shown. Images in Figures 2–8 give some examples of the
detection results, which also show the typical video frames
we used for studying. Red boxes show the tracked eye loca-
tion, while blue dots show the center of the tracking results.
If there is a red bar on the top right corner, it means that the
eyes are closed in the current frame. Examples of the typical
false detections or misdetections are also shown.
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Eye close

(a) Frame 4

Eye close

(b) Frame 35

Eye close

(c) Frame 108 (false) (d) Frame 127

Eye close

(e) Frame 210

Figure 4: Examples of the blink detection results for in-car videos. Red boxes are tracked eyes, and the blue dots are the center of the eye
locations. The red bar on the top-left indicates the presence of closed eyes.

Eye close

(a) Frame 42

Eye close

(b) Frame 302 (false) (c) Frame 349

Eye close

(d) Frame 489

Eye close

(e) Frame 769

Figure 5: Examples of the blink detection results for in-car videos. Red boxes are tracked eyes, and the blue dots are the center of the eye
locations. The red bar on the top-left indicates the presence of closed eyes.

Blink duration time plays an important role in HCI sys-
tems. Involuntary blinks are usually fast while voluntary
blinks usually last longer [45]. Therefore, it is also necessary
to compare the detected blink duration with the manually la-
beled true blink duration (in terms of the frame numbers).
In Figure 9, we show the detected blink duration in compari-
son with the manually labeled blink duration. The horizontal
axis is the blink index, and the vertical axis shows the dura-
tion time in terms of the frame numbers. Experimental eval-
uation shows that the proposed algorithm is capable of cap-
turing short blinks as well as the long voluntary blinks accu-
rately.

As indicated in (27), the ratio of the posterior maxima,
which is (max i p

(i)
o /max i p

(i)
c ), determines the presence of an

open eye or close eye. Figure 10(a) shows an example of
the obtained ratios for one sequence. Log-scale is used. Let

po = max i p
(i)
o and pc = max i p

(i)
c , the presence of the closed-

eye frame is determined when po < pc, which corresponds
to log (po/pc) < 0 in the log-scale. Examples of the corre-
sponding frames are also shown in Figures 10(b)–10(d) for
illustration.

4.2. Comparison of using tensorPCA subspace
and TSA subspace

As stated above, by introducing multilinear analysis, the im-
ages can better preserve the local spatial structure. However,
variants of the tensor subspace basis can be obtained based
on different objective functions. TensorPCA is a straightfor-
ward extension of the 1D PCA analysis. Both are unsuper-
vised approaches. TSA extends LPP that preserves the non-
linear locality in the manifold, which also incorporates the
class information. It is believed that by introducing the lo-
cal manifold structure and the class information, TSA can
obtain a better performance. Experimental evaluations veri-
fied this claim. Particle filters that individually use tensorPCA

subspace and TSA subspace for observation models are com-
pared for eye tracking and blink detection purpose. Examples
of the comparison are shown in Figure 11. As suggested, TSA
presents a more accurate tracking result. In Figure 11, exam-
ples of the tracking results from both the tensorPCA obser-
vation model and the TSA observation model are shown. In
each subfigure, the left image shows result from the use of
TSA subspace, and the right image shows result from the use
of tensorPCA subspace. Just as above, red bounding boxes
show the tracked eyes, the blue dots show the center of the
detection, and the red bar at the top-right corner indicates
the presence of a detected closed-eye frame. For subspace-
based analysis, image alignment is critical for classification
accuracy. An inaccurate observation model causes errors in
the posterior probability computation, which in turn results
in inaccurate tracking and poor blink detection.

4.3. Comparison of different scale transition models

It is worth noting that for subspace-based observation
model, the scale for normalizing the size of the images is cru-
cial. A bad scale transition model can severely deteriorate the
performance. Two different popular models have been used
to model the scale transition, and the performance is com-
pared. The first one is the AR model as in (15), and the other
one is a Gaussian transition model in which the transition
is controlled by a Gaussian distributed random noise, as fol-
lows:

ρt∼N
(
ρt−1, σ2), (30)

where N (ρ, σ2) is a Gaussian distribution with ρ as the mean
and σ2 as the variance. Examples are shown in Figure 12.
The parameters of the Gaussian transition model is obtained
by the MAP criteria according to a manually labeled train-
ing sequence. In each subfigure, the left image shows the re-
sult from using the AR model for scale transition, and the
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(a) Frame 10 (b) Frame 141 (c) Frame 230

(d) Frame 269 (e) Frame 300

Eye close

(f) Frame 370

Figure 6: Examples of the blink detection results for news report videos. Red boxes are tracked eyes, and the blue dots are the center of the
eye locations. The red bar on the top-left indicates the presence of closed eyes.

Eye close

(a) Frame 10 (b) Frame 100 (c) Frame 129

Eye close

(d) Frame 195

Eye close

(e) Frame 221 (f) Frame 234 (miss)

Figure 7: Examples of the blink detection results for news report videos. Red boxes are tracked eyes, and the blue dots are the center of the
eye locations. The red bar on the top-left indicates the presence of closed eyes.

right one shows the result from using the Gaussian transition
model. Experimental results show that AR model performs
better. It is because AR model has certain “memory” of the
past system dynamics, while Gaussian transition model can
only remember the history of its immediate past. Therefore,
the “short-memory” of Gaussian transition model uses less
information to predict the scale transition trajectory, which
is not effective and in turn causes the failure of the tracking.

4.4. Eye tracking accuracy

Benchmark data is required for evaluating the tracking ac-
curacy. We use the marker-based Vicon motion capture and
analysis system for providing the groundtruth. Vicon system
has both hardware and software components. The hardware
includes a set of infrared cameras (usually at least 4), con-
trolling hardware modules and a host computer to run the
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(a) Frame 10

Eye close

(b) Frame 27 (c) Frame 69

(d) Frame 189

Eye close

(e) Frame 192

Eye close

(f) Frame 201

(g) Frame 246 (h) Frame 367

Figure 8: Examples of the blink detection results for news report videos. Red boxes are tracked eyes, and the blue dots are the center of the
eye locations. The red bar on the top-left indicates the presence of closed eyes.
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Figure 9: Examples of the duration time of each blink: true blink duration versus detected blink duration. The heights of the bars show the
blink duration (in terms of frame numbers). In each pair of bars, the left (blue) bar shows the duration of the detected blink, and the right
bar (magenta) shows that of the true blink.
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Example a
Example b

Example c

(a) Log ratio of the posteriors of being open-eye (po) versus being
closed-eye (pc). Red crosses indicate the open-eye frames, and the blue
crosses indicate the detected closed-eye frames

Eye close

Eye close probability

Eye open probability

Example a

0 0.2 0.4 0.6 0.8 1

(b)

Eye close

Eye close probability

Eye open probability

Example b

0 0.2 0.4 0.6 0.8 1

(c)

Eye close probability

Eye open probability

Example c
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(d)

Figure 10: (a) The log ratio of posteriors log (po/pc) for each frame in Seq. 5. (b)–(d) The frames corresponding to examples a, b, and c
in Figure 10(a). The tracked eyes and the posteriors pc and po are also shown. In each figure, the top red line shows the posterior of being
closed eye, and the bottom red line shows the posterior of being open eye.

software. The software includes Vicon IQ that manages, sets
up, captures, and processes the motion data, the database
manager for keeping records of the data files, their calibra-
tion files and the models. We use four Vicon MCAM cam-
eras to track four reflective markers. The setup is shown as
in Figure 13. Vicon system tracks the markers’ position in
Vicon’s reference coordinate system, and the video camera

collects the video we need for evaluating the proposed algo-
rithm.

Before collecting data, Vicon system requires prepro-
cesses including camera calibration, data acquisition, and
model building. With the included calibration tool for the
motion capture system, a reflectance marker’s 3D position
can be obtained in either the Vicon camera coordinate system
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(a) Frame 17 (b) Frame 100

Eye close

(c) Frame 200

Eye closeEye close

(d) Frame 300

(e) Frame 400

Eye close

(f) Frame 417

Figure 11: Comparison of using TSA subspace versus using tensorPCA subspace in observation models. In each subfigure, the left image
shows the result from using TSA subspace, and the right one shows the result from using tensorPCA subspace.

(a) Frame 100

(b) Frame 200

(c) Frame 380

Figure 12: Comparison of using AR versus using Gaussian tran-
sition model in the scale model. In each subfigure, the left image
shows the result from AR scale transition model, and the right one
shows the result from the Gaussian scale transition model.

or an assigned world coordinate system. Since the Vicon
camera coordinate system is different from the video cam-
era coordinate system, a calibration between these two cam-
era systems is also required. We use a checker-board pattern
with reflectance markers on specified location for this pur-
pose, as shown in Figure 14. Intrinsic parameters KK and
extrinsic parameters Re and Te are computed. Intrinsic pa-
rameters give the transform from the 3D coordinates in the
camera reference frame to the 2D coordinates in the image

Video camera

Motion capture
system camera

Figure 13: Setup for collecting groundtruth data with Vicon sys-
tem. Cameras in red circles are Vicon infrared cameras, and the
camera in green circle is the video camera for collecting testing se-
quences.

domain, while extrinsic parameters define the transform be-
tween the grid reference frame (as shown in Figure 15) and
the camera reference frame. From intrinsic parameters, the
3D coordinates in the camera coordinate system (Xc,Yc,Zc)

T

can be related with the 2D coordinates in the image plane
(xp, yp)T by

[
xp
yp

]

= KKφ

([
Xc/Zc

Yc/Zc

])

, (31)

where φ(•) is a nonlinear function describing the lens dis-
tortion. Extrinsic parameters describe the relation between
the 3D coordinate in the camera system Mc = (Xc,Yc,Zc)

T
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Marker used by the
motion capturing system
for calibration with the

video system

Checker board used for video camera calibration

Figure 14: Checker board pattern for calibration between video
camera coordinate system and Vicon camera coordinate system. Re-
flectance markers are put at specific locations.
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Figure 15: Example of the grid reference frame.

and the 3D coordinate in a given grid reference frame Me =
(Xe,Ye,Ze)

T, as follows:

Mc = Re ×Me + Te. (32)

Figure 15 gives an example of the grid reference frame.
Each pose of the checker-board defines one grid reference
frame, hence an individual set of extrinsic parameters can
be determined. The reflectance markers are assumed to be
infinitely thin, such that their depth can be neglected. There-
fore, the reflectance markers’ coordinates in current grid ref-
erence frame are known, denoted as Mi

e. Mi
e can be trans-

formed back to the video camera reference frame, which
gives the 3D coordinates in the video camera reference frame
Mi

c, using the corresponding extrinsic parameters Ri
e and Ti

e.
These markers are also visible by the Vicon system, as shown
in Figure 16. Calibrated Vicon system gives the 3D positions
of the markers, which are denoted as Mi

v, in the Vicon cam-

Camera 4 Camera 6

Camera 7 Camera 8

Marker observations
in Vicon system

Figure 16: Reflectance markers observed by Vicon IQ system.

era system reference frame. Hence, Mi
c and Mi

v can be related
by an affine transform:

Mi
c = Rvc ×Mi

v + Tvc. (33)

This relation keeps unchanged when the pose of the check-
board changes. A set of {(Mi

c, Mi
e)} (i = 1, . . . , q) can be used

to determine this transform. We use the approach proposed
by Goryn and Hein in [49] to estimate Rvc and Tvc. The rota-
tion matrix Rvc can be determined by least-square approach
as follows:

Rvc = WQT, (34)

where W and Q are unitary matrices obtained from SVD de-
composition of the matrices

c = 1
N

q∑

i=1

(
Mi

c −Mc
)(

Mi
v −Mv

)T
,

Mc = 1
q

q∑

i=1

Mi
c, Mv = 1

q

q∑

i=1

Mi
v.

(35)

The translation vector Tvc can be obtained accordingly by

Tvc =Mc − Rvc ×Mv. (36)

Equation (36) together with (31) determines the mapping
from the markers’ 3D position given by Vicon system to the
2D pixel position in the image plane. Therefore, with the Vi-
conIQ system providing the markers’ 3D positions in Vicon
camera systems, we can get our ground-truth data. For reli-
able tracking, four markers are used, as shown in Figure 17.
We use the Vicon system to track the right-eye location as
well as providing the scale of the image, and apply the pro-
posed algorithm on tracking and blink detection of left eye.
After normalization with the scale, the distance between the
right eye and left eye is constant, so that the benchmark data
can be used for evaluating the tracking accuracy. The fixed
size for computing the subspace is 40× 60. We use the center
of the markers as the groundtruth for eyes’ location.

Figure 18 gives an example of the tracking accuracy. The
horizontal axis shows the frame number, and the vertical axis
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Reflection markers

Figure 17: Marker deployment for tracking accuracy benchmark
data collection.
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Figure 18: Tracking error after normalization using the scales. The
horizontal axis is the frame index, and the vertical axis is the track-
ing error in pixels after normalization with the scales.

shows the error in pixels after normalization with the scales.
The error is the distance between the center of detection to
the groundtruth. Experimental results show that in certain
frames, the tracking error is bigger. This is because the pro-
posed algorithm tries to center at the pupil, instead of the
center of the eyes.

5. DISCUSSION AND CONCLUDING REMARKS

A simultaneous eye tracking and blink detection system is
presented in this paper. We used two interactive particle fil-
ters for this purpose, each particle filter serves to track the
eye localization by exploiting AR models for describing the
state transition and a classification-based model in tensor
subspace for measuring the observation. One particle filter
tracks the closed eyes and the other one tracks the open eyes.
The set of particles that gives higher confidence is used to de-
termine the estimated eye location as well as the eye’s status
(open versus closed); also the other set of particles is reini-
tialized accordingly. The system dynamics are described by
two types of hidden state variables: the position and the scale.
We use a second-order autoregression model for describing
the eye’s movement and a first-order autoregression model

for describing the scale transition. Tensor subspace analysis
is used for feature extraction and logistic regression is used
to evaluate the posterior probabilities. The algorithm is eval-
uated using videos collected under different scenarios, in-
cluding both indoor and outdoor data. We evaluated the per-
formance from both the blink detection rate and the track-
ing accuracy perspective. Experimental setup for acquiring
benchmark data to evaluate the accuracy is presented; and
the experimental results are shown, which show that the
proposed algorithm is able to accurately track eye locations
and detect both voluntary long blinks and involuntary short
blinks.
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1. INTRODUCTION

During the last two decades, several automatic biometric sys-
tems have been designed to meet new requirements in civil-
ian applications. Recall that fingerprints have been used for
many centuries as a means for identifying people and many
fingerprint matching approaches were reported in literature.
They can be broadly classified into two categories: structural
feature-based matching [1–4], which is the most popular
and widely used, and image-based matching [5–7]. Both ap-
proaches are based on two major fingerprint matching prin-
ciples: global and local minutiae matchings, which use the
implicit or the explicit alignment step simultaneously with
the classical features as absolute position, direction, ridge
counts, and type of minutiae. For the prealignment phase,
some authors avoid fingerprint alignment [8] by introduc-
ing an intrinsic coordinate system according to a portioned
regular region defined by the orientation field. However, this
approach has some limits such as reliably partitioning the
fingerprint into regular regions and unambiguously defining
intrinsic coordinate axes in poor-quality fingerprint images
[9].

The first matching principle is based on the alignment of
all minutiae points at a time. However, this is only an ap-
proximation since two fingerprint features belonging to the
same person are often related by a nonlinear transformation

[9]. This matching uses two main approaches: absolute pre-
alignment (explicit alignment) to find the point correspon-
dences and the optimal minutiae alignment [10, 11] and rel-
ative prealignment (implicit alignment) which consists in ex-
plicitly aligning one or more corresponding points (minutiae
or singular points) generally based on a generalized Hough
transform [12]. On the other hand, the second matching
technique attempts to match minutiae occurring within a
small local area [13–18]. These approaches are robust to non-
linear distortion due to graph-based matching. The approach
described by Chikkerur et al. [17] uses what they called K-
plet representation to encode local neighborhood of a minu-
tiae. Their method is based on dynamic programming to ob-
tain candidate star pairs followed by a consolidation of the
local matches based on a novel coupled breadth first search
(BFS) algorithm. It propagates the local matches simultane-
ously in both fingerprints to ensure a reliably matching of
all minutiae. The accuracy of this method depends critically
on the way this local matching is started; while the approach
proposed in [18] matches two fingerprints by solving a min-
imum cost flow problem.

These local matching algorithms have a high accuracy
and efficiency to nonlinear deformation compared to global
matching ones. For the latter, there has been several attempts
to improve the matching process by using the elastic dis-
tortions model [13, 19–21]. Kovâcs-Vajna [13] have used a
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triangular matching approach for the large deformations and
demonstrated that small local distortions can result in large
global deformations. The method proposed in [19] uses the
thin plate spline (TPS) model to align each pair from differ-
ent fingerprint impressions. Ross et al. [20] also introduce
the average deformation using the TPS model which is based
on minutiae pair alignment for several impressions of the
same finger to improve the alignment minutiae points. They
have mentioned that the incorporation of the finger-specific
deformation model in the matching process shows the good
performance compared to the conventional approaches. On
the other hand, Jea and Govindaraju [21] propose the toler-
ance range errors (distance, orientation) according to the in-
terminutiae distance values. These tolerance areas are defined
by thresholds that vary with the length of the interminutiae
line segment. They asserted that these tolerances provide ro-
bustness against spatial distortions.

In this paper, we address a new minutiae-link-based
matching algorithm for fingerprint recognition without need
for a prealignment step. This algorithm rests upon a new
representation which is described through an interminutiae
relational network using a binary constraint graph. The in-
terminutiae constraint network is constructed from the fin-
gerprint enrollment via the number of ridges crossed by the
straight line segment connecting two minutiae and the two
angles formed by their orientations and this line, respectively.
Hence, with this representation, the minutiae features be-
come invariant to geometric transformations, which allows
to avoid prealignment in our matching algorithm. The global
matching uses the search-rearrangement heuristic to check
constraints between the matched minutiae by applying dy-
namic tolerance area. Furthermore, we have used two types
of tolerance errors: the fixed and adaptive thresholds. Some
experimental results are presented to demonstrate significant
improvements in fingerprint matching accuracy on the two
public fingerprint databases DB1 and DB2 [9].

The breakdown of the paper is as follows. We describe
fingerprint features extraction in Section 2. Section 3 pro-
vides our fingerprint constraint graph representation. The
matching process via minutiae correspondence computa-
tion and the binary constraints checking is presented in
Section 4. Experiments carried out in this paper are reported
in Section 5. Finally, a conclusion is drawn in Section 6.

2. FINGERPRINT FEATURES

For convenience, we use the minutia orientation redefinition
introduced in our paper [10] and extract the conventional
interminutiae ridge counts [14, 15]. Besides, we introduce
two new features that we called relative interminutiae angles
(noted as αi j and αji). These angles are formed by the straight
line segment connecting two minutiae (mi, mj) and the two
angles formed by this line and their orientations, respectively.
As shown on Figure 1(a), each relative interminutiae angle
is obtained considering the anticlockwise sense. It is worth
to note that this representation is completely different from
that described in [18] since they use the angle formed by the
straight line segment connecting two minutiae (mi,mj) and
the x-axis.

mi

ϕi j

αi j
α ji

mj

(a)

mi

ϕi j

αji

mj

(b)

Figure 1: Relative interminutiae angles.

Figure 1(b) illustrates the main difference between the
two representations. It is easily noticeable that for [18] we
can obtain the same angle (ϕij) between mi and mj for two
different fingerprints, but in our representation, relative in-
terminutiae angles αi j andαji are completely different in two
fingerprint images.

3. INTERMINUTIAE BINARY CONSTRAINT GRAPH

In our matching algorithm, the fingerprint features are rep-
resented by the interminutiae constraint network. The main
idea of our approach is to connect the minutiae features
throughout the links, which will be governed by constraints.
Thus, we define a new representation for fingerprint features
using constraint network between all minutiae (binary con-
straint graph) to represent these links.

The binary interminutiae constraint graph consists of a
set of minutiae (variables) m1, . . . ,mn with respective fea-
tures (domains) and a set of binary constraints. The binary
constraint graphG = (V ,E) for interminutiae relations is the
undirected graph, where V is the set of variables which are
represented by the minutiae and E is the set of edges, where
each edge corresponds to a binary constraint C which de-
scribes the link between two minutiae (a minutiae pair).

Let T = {mi, i = 1, . . . ,n} be the minutiae list extracted
from the fingerprint image. Formally, the interminutiae con-
straint network is defined as follows:

(i) a set of n minutiae (variables): mi, i = 1, . . . ,n,
(ii) for each minutia mi, a domain di of n − 1 values,

di = {(ri j ,αi j) | j = 1, . . . ,n, j /= i}, exists, where
(ri j ,αi j) are previously computed by the preceding fea-
tures (ridge counts and the relative angles) between the
minutia mi and the other minutiae mj , for j /= i,

(iii) for each pair of the minutiae {mi,mj}, i /= j, a binary
constraint Ci, j , which is a subset of di × dj , exists. In
our representation, every constraint takes the two fea-
tures at the same time. On the other hand, each binary
constraint is as follows:

Ci, j =
((
ri j , r ji

)
,
(
αi j ,αji

))
, (1)

(iv) for each minutia mi, the constraint relation Ci is de-
fined to describe the relation between minutia mi and
the other ones as follows:

Ci =
n⋃

j /= i
Ci, j . (2)
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Figure 2: The enrollment process.

In the enrollment phase, the relational network for each
minutia mi is computed from the features (Euclidean dis-
tance, ridge counts, and relative interminutiae angles) be-
tween this minutia and other minutiae mj , for j /=i and the
fingerprint template is generated by the global interminutiae
constraint graph which represents the minutiae relational
network as shown in Figure 2. Let us note that for each minu-
tiae pair (mi, mj), we have ri j = r ji.

4. BINARY CONSTRAINT GRAPH MATCHING

In this section, we introduce our global constraint match-
ing algorithm which is used to find corresponding minutiae
pairs of two fingerprints. There are two steps to match the in-
terminutiae binary constraint graph. The first one is to com-
pute minutiae pairing (the set of split matched minutiae).
The second one is to compute the global binary constraints
checking between matched minutiae from the split sets.

4.1. The minutiae pairing

The minutiae pairing allows identifying corresponding
minutiae pairs from two constraint graphs. Let T = {mi, i =
1, . . . ,m} and I = {m′

j , j = 1, . . . ,n} be the minutiae
lists extracted from template and input fingerprints and
let GT = (VT ,ET) and GI = (VI ,EI) be their constraint
graphs, respectively. The minutiae pairing for two con-
straint graphs is described into the two following stages.
First, we match vertices (minutiae belonging to the tem-
plate and the input fingerprints). The matching function
considered here is multivalent, that is, each minutia of the
input fingerprint constraint graph is matched with a possi-
bly empty set of minutiae of the template constraint graph.
More formally, a matching of two constraint graphs GI

and GT is a set M ⊆ VI × VT which contains every pair
(mi,m′

j) ∈ VT×VI such that the minutiaemi is matched with

the minutiae m′
j . We now describe how two minutiae are

matched.
Let di = {(rik,αik) | k = 1, . . . ,n, k /= i} and dj =

{(r′jl,α′jl) | l = 1, . . . ,m, l /= j} be the minutiae mi and m′
j

domains. For the relative interminutiae angles tolerance, we
define the adjustable (adaptive) angles according to the rela-
tive interminutiae angle formed by the three straight line seg-
ments connecting two minutiae (mi,m′

j) and the angle errors
formed by these lines and their orientations, respectively, as
follows:

T−αik ≡ min
(

̂

(
D1,D3

)
[2π], ̂

(
D1,D4

)
[2π],

̂

(
D2,D5

)
[2π], ̂

(
D2,D6

)
[2π]

)
,

T+
αik ≡ max

(
̂

(
D1,D3

)
[2π], ̂

(
D1,D4

)
[2π],

̂

(
D2,D5

)
[2π], ̂

(
D2,D6

)
[2π]

)
.

(3)

This adjustment overcomes the small non-linear defor-
mation present in fingerprint image pairs, minutia orienta-
tion and localization error as illustrated in Figure 3.

Then the minutia mi is matched with minutia m′
j if

∃{rik,αik} ∈ di and ∃(r′jl,α
′
jl) ∈ dj that respect the following

conditions:
∣
∣rik − r′jl

∣
∣ = 0, (4)

T−αik ≤ α′jl ≤ T+
αik . (5)

Given a minutiami segment, we compute the possible in-
terminutiae angles at localization errors (Ai and Bi) of each
minutia according to minutia orientation errors (θ−i and θ+

i ).
(D1,D3)[2π] indicates the relative interminutiae angle be-
tween the lines (D1) and (D3). In our approach, the minutia
localization error is ±15 pixels and the orientation error is
±15 degrees.
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Figure 3: The relative interminutiae angle error range.

However, the large distortions (Figure 4) influence not
only the minutiae ridge counts angles but also the ridge
counts. Using the ridge count or distance in this case, the
matching result is usually negative. Some authors have made
recourse to the average deformation model as described in
[20] to overcome these large distortions. This model per-
mits to predistort minutiae points before matching process
but the model required registration stage. Hence, in our ap-
proach, we have proposed strong constraint (see (4)) to com-
pare ridge counts values. This latter allows matching each
two minutiae according to the other nearest neighbor minu-
tiae and the distortion influences this constraint for the long
distance between minutiae.

In the second stage, we also have to identify the set of
split matched minutiae, that is, the set of minutiae that are
matched to more than one minutia. So, each minutia m′

j

from the input fingerprints is associated with the set Sm′
j

of
its matched minutiae from the template fingerprint:

Split(M)

={(m′
j , Sm′

j

) | m′
j∈VI and Sm′

j
={mj

i ∈VT |
(
m

j
i ,m

′
j

)∈M}}

(6)

4.2. The binary constraint checking

Once a set of split minutiae is computed, the next phase is
to check the global constraints consistency for the matched
minutiae. A state of the constraint graph matching problem
is defined by an assignment of template minutiae to some or
all of the input minutiae belonging to the set of split matched
minutiae. An assignment that does not violate any constraint
is called a consistent or legal consistent assignment. A com-
plete assignment is one in which every minutia belonging to
the input fingerprint is mentioned. Therefore, an assignment

AM = {m′
1 ← m1

k,m′
2 ← m2

l , . . . ,m
′
|split(M)| ← m

|split(M)|
o } ex-

ists, where m1
k ∈ Sm′

1
, m2

l ∈ Sm′
2
, . . . ,m

|split(M)|
o ∈ Sm′

|split(M)| ,

Original image Distorted image (−)

(7, 1.4486)
(9, 1.3478)

Figure 4: Due to the nonlinear distortions, the minutiae pairing is
not accurate: ridge counts errors.
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m′|split(M)|
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1 m
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|split(M)|
0

m
|split(M)|
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Figure 5: Part of the search tree for the global constraint checking.

isconsistent if the constraint Cj,l = {(αjl,αl j), (r jl, rl j)} for
each matched minutiae pair (m′

j ,m
′
l ) is satisfied.

The backtracking search is used for the constraints

checking that chooses a minutia m
j
i from the set Sm′

j
for

one minutia m′
j at a time and backtracks when the minutia

m′
j has no constraint consistency to the other minutiae

belonging to Sm′
l

for l /= j. We have chosen the backtracking
search because the variable ordering and the value selec-
tion heuristics help significantly and the search may be
systematic. Moreover, in some cases, this algorithm with
search-rearrangement heuristics is more efficient solving
due to specific solvers such as prolog that we have exploited
in our approach. Part of the search tree for the global
constraint checking is shown in Figure 5, where we have
assigned the matched minutiae from input fingerprint in the
order m′

1,m′
2, . . . ,m′

|split(M)|, where |split(M)| represents the
set of split matched minutiae cardinality.

The backtracking search algorithm is described in the fol-
lowing way:

We now proceed to give the complexity of our global
matching algorithm. Assume that the domain size for each

variable (each minutia m
j
i from the set Sm′

j
computed from

the template fingerprint) is d. The overall time-complexity
of our backtracking search algorithm is widely considered
to be O∗(dn) such that n represents the matched minu-
tiae from the input fingerprint for the interminutiae con-
straint graph. So, we express the time-complexity of our
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Function Backtracking Search (Split(M), Constraints) returns a solution, or failure
return Recursive Backtracking({}, Split(M), Constraints)

Function Recursive Backtracking (AM , Split(M), Constraints [AM]) returns a solution, or failure
If Split(M) = ∅ then return assignment AM

matched minutia← m′
j//Select-unassigned-minutia m′

j from the set Split(M).
Split(M) ← Split(M)− {(m′

j , Sm′j )}
For each minutia m

j
l in Order-Domain-Minutiae(matched minutia, AM , Constraints [AM]) do

If m
j
l is consistent with assignment AM according to Constraints [AM] then

Suppress the minutia m
j
l from all Sm′k sets belonging to the Split(M) set for k /= j

AM ←AM ∪ {matched minutia ← m
j
l }//Add matched minutiae pair {m′

j ← m
j
l } to assignment AM

result← Recursive Backtracking (AM , Split(M), Constraints[AM])
If result /= failure then return result

remove matched minutia ← m
j
l from assignment AM

Return failure

Algorithm 1

backtracking search algorithm by the number of partial so-
lutions generated by the algorithm. This is a valid represen-
tation because the time complexity can be represented as the
number of partial solutions multiplied by a polynomial fac-
tor which is ignored by the O∗ notation.

4.3. The score matching

A matching score for fingerprint features establishes a cor-
respondence between the input constraint graph and all the
graphs of the template database set. So, after the global con-
straints checking has been verified, a match score is com-
puted based on the number of corresponding minutiae in
the assignment sets. Otherwise, the match score represents
the depth of the tree constructed from backtracking search
which is the maximal cardinality of assignment sets. Let AMj

for j = 1, . . . , j|Split(M)| be the assignment sets computed from
the backtracking search algorithm. Then, the match score is

Ms = Max
(∣∣
∣AM1

∣∣
∣,
∣∣
∣AM2

∣∣
∣, . . . ,

∣∣
∣AMj|Split(M)|

∣∣
∣
)

, (7)

where |AM1|, |AM2|, . . . , |AMj|Split(M)| | are the cardinality of the
assignment sets.

Our backtracking search does not specify explicitly the
order of the minutiae to be assigned. Experiments and anal-
ysis by several researchers show that the ordering in which
variables are chosen for instantiation can have substantial
impact on the complexity of backtracking search [22]. This
job is done by ordering heuristics. Several heuristics have
been developed and analyzed for selecting variable order-
ing. The simplest and the most successful ordering heuris-
tic is called search-rearrangement method or Fail-Fist [24].
Therefore, we choose the minutiae with the fewest possible
remaining alternatives (smallest set of split matched minu-
tiae) and they are selected for instantiation at each step in
the tree search. Thus, the order of minutia instantiation is, in
general, different in different branches of the tree and is de-
termined dynamically, that is, the implementation requires
maintaining split set of each minutia which is updated dy-

namically when matched minutiae are removed or restored.
The optimizing problem for matched minutiae consistency
checking is to determine an order in which to perform the
tests, which minimizes the expected number of tests per-
formed. So, the selection of the matched minutiae (instruc-
tion: matched minutia ← m′

j) in the backtracking algorithm
will be replaced by the selection of the minimal element
among the split sets by choosing the minutia m′

j with the
fewest values (the smallest set Sm′

j
of its matched minutiae

from the template fingerprint). The second choose is to try
the values (matched minutia of m′

j) according to the mini-
mal ridge counts values. This last order allows to favor a local
matching by choosing at each step the closest neighbors of
the minutia m′

j .

5. EXPERIMENTAL RESULTS

The tests were performed by our proposed fingerprint
matching algorithm. Therefore, we show the experimental
results in both verification and identification modes. The
experimental fingerprints databases came from the publicly
available DB1-a and DB2-a extracted from the Fingerprint
Verification Competition (FVC2002) [9]. This gave a total of
100×8 distinct fingerprint images for each database. Besides,
all experiments discussed in this section are conducted on a
Pentium IV 3,2 GHz.

When verification or identification process is necessary,
the binary constraint graph is extracted from the user’s pre-
sented finger, and it is compared to the binary constraint
graphs (templates) in the database, as illustrated by the sys-
tem flowchart in Figure 6.

5.1. Verification mode

For the evaluation of our fingerprint verification algorithm,
we adopt the equal error rate (EER) that is an important indi-
cator rate when the false acceptance rate (FAR) and the false
rejection rate (FRR) are identical. For FAR, the total num-
ber of tests is (100 × 99)/2 = 4950 and for FRR, the total
number of tests is (8 × 7)/2 × 100 = 2800. Then, the EER
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Figure 6: Search in a template fingerprint database.
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Figure 7: The ROC curves on DB1-a and DB2-a.

reported from the test are 2.31% on DB1-a and 1.42% on
DB2-a as illustrated by Figure 7. So, we have a false rejection
rate, FRR = 8.61% at false acceptance rate FAR = 0%.

Compared with the approach proposed in [18] on the
database DB2-a, we can see that when 7% ≤ FAR≤ 10%, our
system achieves a lower FRR, while their approach achieves
a lower FRR for FAR ≤ 7%. Moreover, the two methods
all have high speed matching with small EERs 1.06% and
1.31% using our minutiae extraction module as illustrated in
Figure 8. In addition, their algorithms have been developed
by implementing the exact graph matching using the mini-
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Approach [18]
Our approach

Figure 8: A comparison of ROC curves for DB2-a.

mum cost flow method and the NN approach. In contrary,
we have used inexact matching in our approach. Thus, the
two approaches are suitable for common applications with
lower security requirements. Finally, the weakness of our ap-
proach lies in the failure of the strong constraint (rigid tol-
erance) on ridge count comparison particularly in the case
when we have the ridge count number with long distance
between minutiae and for the deformable images when we
have large distortions. However, our method depends on
many implementation parameters to calculate these dynamic
tolerances.
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Table 1: Ranking of our approach on DB1-a and DB2-a databases
of the top 31 participants in FVC2002.

Criterion EER
Enrollment process Matching process

Time Rank Time Rank

DB1-a 15 3.897 29 2.446 28

DB2-a 12 2.017 30 2.009 27

Table 2: The probability of identification on DB1-a and DB2-a.

Rank DB1-a DB2-a

1 0.88372 0.95012

2 0.88479 0.95017

3 0.88615 0.95029

4 0.88789 0.95067

5 0.89198 0.96023

6 0.89207 0.96323

7 0.89863 0.96934

8 0.90934 0.97410

9 0.92408 0.97570

10 0.94026 0.98981

Table 1 shows the average computational time cost of
our interminutiae graph matching and the rank of our ap-
proach compared to the results obtained by the different al-
gorithms presented to the FVC2002 [26] competition from
the same bases (according to the criteria: EER, average enroll-
ment time, and average matching time). All times discussed
in this section are conducted on a Pentium IV 3.2 GHz. Ac-
cording to the ranking rule in terms of EER, our constraint
graph matching algorithm is in the first 15 and 12 places on
DB1-a and DB2-a, respectively. However, in terms of com-
putational time cost, we got less classified places.

5.2. Identification mode

In order to evaluate our constraint graph matching algorithm
in the identification case, we report our results according to
the following matching protocol. We have used 100 distinct
fingerprint images as the reference base and the set of the
700 remaining fingerprints as the test base. The probability
of correct identification at rank n means that the probabil-
ity of the correct match is somewhere in the top n matching
scores. A cumulative match characteristic (CMC) is used to
show the probability of identification for numerous (inclu-
sive) ranks [26]. The probability of identification achieved
on DB1-a and DB2-a are shown in Table 2. Each CMC curve
is estimated on the experimental databases DB1-a and DB2-
a as shown in Figure 9. Comparison between CMCs shows
that our constraint matching algorithm improves greatly the
identification performance on DB2-a database with an iden-
tification probability of 0.95.

5.3. Heuristic speed improvements

All experiments discussed in the preceding sections are con-
ducted using the backtracking search algorithm without
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Figure 9: The CMC curves on DB1-a and DB2-a.

Table 3: The average matching time using search-rearrangement
method.

Ordering
Average
matching time
DB1-a (s)

Average
matching time
DB2-a (s)

Variables (input minutiae) 1.094760 0.894714

Domains (template minutiae) 1.057210 0.829828

Both variables and domains 0.09871 0.14960

specifying explicitly the order of the selection of minutiae
to be assigned neither for the minutiae of the input finger-
print nor for that of template. However, another issue is the
proposed rearrangement method (the order in which the
matched minutiae from the input fingerprint are considered
for instantiations and the order of the ridge count values).

For our constraint graph matching problem, three
heuristics have been tested.

(i) Variables ordering: given the sets of matched minu-
tiae from the input fingerprint, we have tried these sets
according to the ascending order of their cardinality
(split cardinality).

(ii) Domains ordering: given a matched minutia, how to
order the ridge count values to try. So, we adopt the
same strategy by ordering the matched minutiae from
the template fingerprint.

(iii) Variables and domains ordering: the combination of
the two preceding strategies.

We experimentally show in Table 3 that the search-
rearrangement heuristics led to an improvement about three
kinds of the matched minutiae orders for the identification
mode on DB1-a and DB2-a. It can be seen that the average
matching times reported from the test are 1.094760s on DB1-
a and 0.894714s on DB2-a according to the ordered minutiae
extracted from the input fingerprints, respectively. In addi-
tion, the matching time was also improved by the domains
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tries. But the combination of the two heuristics improved
considerably the total time for all databases as indicated in
Table 3.

Therefore, we show the efficiency of this search-re-
arrangement heuristic in our approach by choosing a good
minutia ordering or a good order for the instantiation of
different values (minutiae matching from the template fin-
gerprint) of a given minutia. However, with these search-
rearrangement heuristics, we got first to classify place
in terms of computational time cost. Thus, the search-
rearrangement heuristics can solve the critical problem of the
minutia choice in local matching proposed in approach [18]
because the accuracy of their approach depends critically on
the way this local matching is started.

6. CONCLUSION

In this work, we have presented a fingerprint recognition sys-
tem that uses the globally minutiae-based matching which is
based on the constraint satisfaction problem resolution. Ex-
periments indicate that the search-rearrangement method is
successful enough for the fingerprint binary constraint graph
matching and performs much better than a purely backtrack-
ing search. The main advantage of our matching process is
that it does not require an implicit alignment of two finger-
print images compared to the previous. In the near future, we
will use the tree-structured local minutiae matching for the
global constraint graph matching decomposition problem.
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